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Abstract 
 

The Shipboard Automated Meteorological and Oceanographic System (SAMOS) initiative 

improves the quality of navigational, meteorological and oceanographic observations collected 

on research vessels through the use of a number of quality control procedures. One such 

procedure is a visual quality control method which involves individual analysts manually 

reviewing large amounts of raw observational data. This method of quality control typically 

requires between 20-30 minutes per data file.  

Visual inspection is nonetheless a vital part of the quality control process as traditional 

automated quality evaluation methods are relatively limited in their ability to evaluate data 

holistically. The labor involved in this process and the potential to develop other non-traditional 

methods for evaluating data has inspired this research project. The goal of this project was 

therefore, to develop a neural network capable of providing anomaly detection on the data with 

comparable accuracy to that of our human analysts and in doing so, demonstrate the viability of a 

quality control implementation powered by deep learning models. This goal is achieved by the 

end of the project, by which time I am able to demonstrate that neural networks are capable of 

imitating human visual inspection to an exceptionally high degree of accuracy.  

 

My hope is that by demonstrating the feasibility of these models and their potential to speed up 

the visual inspection process, I will spark further interest in a potential future role for deep 

learning models in the SAMOS project.  
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About the Data 
 

The dataset consists of “observation data”, collected via meteorological instruments installed on 

research vessels. Since the project’s launch in 2005, 52 research vessels have contributed to the 

SAMOS dataset. There are 26 labeled variable observations. 

 

Daily reports are contained in a Netcdf form. Each Netcdf file contains 24 hours-worth of 

observational data and corresponding quality control flags. Observational data is collected at 1-

minute intervals. This means that in a normal Netcdf data file, there are 1440 data points for each 

weather variable. This data is stored in variable arrays with the array index corresponding to the 

values of the time array (see Fig.1). The flag data is similarly structured, with each index of its 

array corresponding to a time. The flags themselves are embedded in another array. This 

embedded array’s indexes correspond to the indexes of the variable data (see Fig.2). Thus, every 

measure of time in the data set has an accompanied set of data variables including a single flag 

array. Within the flag array is an accompaniment of flags that are being applied to the variables 

at that particular time value. 

 

Before becoming publicly available the data goes through several stages of evaluation. A 

SAMOS ship will send their data to world data center archives. The data then undergoes a 

preliminary round of fully automated quality control procedures [9]. This results in a “version 

100” file (or preliminary data). The version 100 files for a ship and day are later merged to form 

a version 200 file (intermediate data). From there, a select group of ship’s data, will be inspected 

visually by a SAMOS analyst, resulting in a version 300 (research quality) data file.  

 

During each round of data evaluation flags are applied to each data point. Each flag aims to 

describe the quality of the particular data point.  

 

Fig.1 

 

 
 

Fig.2 
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The following directed chart presents the data’s movement from the observational level to its 

eventual dissemination as research quality data (Fig.3): 

 

Fig.3 

 

 

 
 

The SAMOS-automated process was designed to identify and flag observations based on 

qualities that can be quantified and ascertained programmatically [9]. Quality control tests are 

run sequentially, with following tests taking precedence over earlier ones.  

 

The quality control procedure was designed with its own weaknesses in mind. The automated 

evaluations will occasionally flag accurate values (likely nearby weather events) and it is in part 

because of this weakness that the SAMOS quality control procedure was designed with multiple 

stages of evaluation, with at least one stage involving a human analyst.  

 

Another crucial note on the data is that while all the observational flags are available to be 

assigned by an analyst, the automated evaluations do not have sufficient programmatic solutions 

for classifying flag types and thus there are a number of flags that are never assigned by the 

automated evaluation. These include flags to identify: “discontinuities (H), interesting features 

(I), obviously erroneous values (J), suspicious/suspect values (K), known instrument 

malfunctions (M), occurrences of the vessel being in port (N), spikes (S), and questionable 

values resulting from external input (Q)” (I review all the flags used by our quality control 

procedure in section IV, Flags and Detection Rules) [9]. 
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About the Problem & Related Work 
 

From the onset of the project I had hoped to test the viability of Neural Networks as a possible 

answer to how I might accurately replicate the visual quality control method on our observational 

data. My mentor at the Center for Ocean Atmospheric Prediction Studies, Mark Bourassa, also 

suggested investigating the usefulness of Neural Nets as means to accomplish this. Aside from 

those two motivators, I had already formed a strong interest in building a project that would 

apply a Neural Net to a real world problem that had not yet been approached with deep learning; 

the goal being to create a novel use case for the method, and optimally for the project to have 

some real world impact as well. It is important to note, however, that this problem likely has a 

number of other potentially equally effective solutions.  

 

I considered the task of organizing this data (one point as good data, another as suspicious, and 

another as perhaps a spike) as essentially a classification problem. Classification is a problem 

with many answers: clustering analysis, isolation forests, and of course classifiers from neural 

networks. [2]  

 

Given that the data represents a time series I have considered the effective use of recurrent neural 

networks, which have a strong track record with predicting periodic time series data. It is a 

model design have an awareness of previous samples and combine that knowledge of the 

previous time-step with an evaluation of the immediate data. Nga Nguyen and co. employed a 

Long Short-Term Memory (LSTM) Recurrent model for predicting collective cyber-security 

attacks. Their models were proven effective at predicting these attacks with use of a set of time 

series data [10]. Interestingly, Nguyen proposes a model a designed to predict “collective 

anomalies” whereas conventional LSTM models are employed for predicting time series 

anomalies at the “individual level” (by scoring one-time step at a time) [10]. In their case, more 

than just a single point of data would be flagged; a collection of data would normally be involved 

in the found anomaly (by observing prediction errors for a sequence of time-steps) [10]. This 

quality happens to be shared with our own data with certain flag types, particularly “K”, 

suspicious data, flags and “L”, land error, flags where the indication of one flag is usually the 

precursor to several more. 

 

I also explored the use of Convolutional Nets which have found some success with time series 

classification problems.  

 

Nazare, De Mello and, Moacir A. Ponti’s work on “Are pre-trained CNNs good feature 

extractors for anomaly detection in surveillance videos?” provides a good example of the 

dexterity of the Convolutional Neural Network (CNN) and its ability to pick up on special 

relationships, however their work largely neglected “the motion part of anomaly detection”, and 

thus left out much of the temporal elements of their video data [10]. Despite this, they were able 

to achieve “competitive” results by using their Convolutional Networks as feature extractors for 

the image data, then reducing the image data dimensionality with an incremental principal 

component analysis (PCA), and finally training a 1-NN (k-Nearest Neighbor model) that 

calculates the distance of all the test set instances to their nearest neighbor in the training set. 
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Those distances are then used as an anomaly metric [10]. Their Networks of a 16 layer CNN, 

with 13 convolutional layers and 3 dense layers. Each convolutional layer with 3×3 kernels using 

ReLU as an activation function. The layers being divided into 6 groups and each group having a 

max-pooling layer at its end. Additional CNN’s utilized took after He’s “ResNet-50” [14], 

Chollet’s “Xception” [15], Huang’s “DenseNet-121”[16].  

 

I found a better example of Convolution Networks use on time series classification from 

Bendong Zhao and co [13]. In their work they propose that a simple CNN framework for time 

series classification could prove highly effective. They argue the CNN  can achieve this by use 

of convolution and pooling operations which will afford it the ability to generate deep features of 

the input time series. Zhao is able to prove this by constructing a novel CNN, consisting of two 

convolutional layers, and two pooling layers, a feature layer, and an output layer. He also takes 

care to experiment with his model’s filter size, filter number and pooling method in each of the 

respective layers. He is ultimately able to optimize his CNN to train for a time series 

classification problem, obtaining highly competitive results with his model [13]. 

 

Finally, at Google’s Cambridge offices, Dominique T. Shipmon and Jason M made use of Deep 

Neural Nets, and Long Short Term Memory Nets to predict Anomalous drops in periodic data 

[2]. Google utilizes continuous streams of data from their industry partners to drive a number of 

their projects. The stream occasional drop in traffic could necessitate physical repair of 

intervention to restore the stream to a suitable traffic bandwidth. Dominique and co, set out to 

detect severe drops in data traffic, overcoming highly variable and noisy data with a number of 

neural network solutions, including one Long Short-Term Memory (LSTM). Their LSTM 

utilized a 70 hidden layer size and 10 layer deep LSTM and a single linear output layer. It used 

exponential linear unit (ELU) activation functions. Their model was able to perform at about 

96% test accuracy.  
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Flags and Features 
There is an assortment of 15 different flags that can be applied to a given data point (Fig.4)  

[9].  

 

Fig.4 

Flag Test 

Order 

Definition 

B 4 Original data were out of a physically realistic range bounds outlined.  

D 6 Data failed the T>=Tw>=Td test. In the free atmosphere, the value of the temperature is always greater 

than or equal to the wet!bulb temperature, which in turn is always greater than or equal to the dew point 

temperature.  

E 5 Data failed the resultant wind re-computation check. When the data set includes the platform's heading, 

course over the ground, and speed over the ground along with platform!relative wind speed and direction, 

a program recomputes the Earth!relative wind speed and direction. A failed test occurs when the 

difference between the reported and recomputed wind direction is >20 (or >2.5 m/s for wind speed).  

F 1 Platform velocity unrealistic. Determined by comparing sequential latitude and longitude positions. 

G 3 Data are greater than four standard deviations from the climatological means (da Silva et al. 1994). The 

test is only applied to pressure, temperature, sea temperature, relative humidity, and wind speed data.  

H v Discontinuity (step) found in the data. Flags assigned to the maximum and minimum points in the 

discontinuity. 

I v Interesting feature found in the data. Examples include: hurricanes passing stations, sharp seawater 

temperature gradients, strong convective events, etc.  

J v Visual inspection shows the value to be erroneous/poor quality. The value should NOT be used. 

K v Data suspect/use with caution – Applied when the value looks to have obvious errors, but no specific 

reason for the error can be determined. Some data may be useful, but uncertainty would be high and use is 

not recommended.  

L 2 Vessel position over land based on reported latitude and longitude. 

M v Known instrument malfunction.  

N v Signifies that the data were collected while the vessel was in port. Typically these data, though realistic, 

are significantly different from open ocean conditions.  

Q v Questionable – observation reported as questionable/uncertain in consultation with vessel operator (use 

with caution).  

S v Spike in the data. Usually one or two sequential data values (sometimes up to 5 values) that are drastically 

out of the current data trend. Spikes occur for many reasons including power surges, typos, data logging 

problems, lightning strikes, etc. 

Z 0 Data passed evaluation.  

 

 

I began by training our models with a single feature for a single flag how to apply a single flag. 

This started as the “K” flag. I realized however that this flagging pattern involved the assessment 

of several variables, none of which were disclosed explicitly in the official documentation: 

“Applied when the value looks to have obvious errors, but no specific reason for the error can be 

determined. Some data may be useful, but uncertainty would be high and use is not 

recommended” [9]. Naturally my models were not able to compensate for the lack of features 

that the flag required and ultimately this flag proved impossible to train effectively without 

additional features. I moved on to a what I felt would be the simplest flag for our model to learn, 

the spike flag “S”. After the spike data I moved onto the erroneous/poor quality data flag, J, and 

then onto the flag marking data for a standard deviation error, G. I trained the flags one after 

another, then testing them individually in a network, on the data. This method proved highly 

promising, however, after completing the training for each of these flags, I attempted to teach 

one network several flag behaviors. This proved more difficult and ultimately less successful. I 



 9 

believe this is due to the quality of the training data diminishes as you introduce more flags to 

your feature (the frequency of each class drops in the training set). Because I have a limited 

amount of data it was difficult to find a set that represented each of the flags well enough to 

effectively train the models. Additionally, the many of the flags are involved with several other 

features I was not training with at the time, and I was not yet ready to introduce more features 

into my test. For example, the “L” flag or land check flag uses latitude and longitude variable, 

while the “E” flag tests true wind speed and requires wind speed. Training several flags together 

would require well balanced data across each of these variables and again would require the 

inclusion of additional variables.  

 

This is not to say that such a feat is impossible, but it is rather an admission of this project’s time 

constraints. There simply was not enough time to experiment with all the data available.  

 

During the course of the project I focused on classifying flags over one feature, atmospheric 

pressure. This feature proved to be relatively accommodating to the models, as its variability was 

quite low, with a coefficient of variation of approximately 0.00758.  

 

After finding success training with this feature I moved on to another one with a more 

challenging variability. Relative humidity or ‘RH’ was a variable that was initially described by 

my mentor as hard to deal due to its high variability, and indeed the variables data set had a 

coefficient of variation of approximately 0.79954. Vastly more erratic than atmospheric pressure.  
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Data Preprocessing 
 

A considerable amount of time was spent exploring the 23,440 Netcdf files available to the 

public. That is over 33 million observational points of data for the single variable I was training 

and testing with, atmospheric pressure. Optimal training sets were those with at most a 30% 

representation of the bad flagged data to at least 65% good flagged data. 5% was the largest ratio 

of noisy data (flags that were not the focus of training) I was willing to accept.  

 

Using Neural Networks with this data presented a challenge in the form of finding trainable data. 

Much of the data is wildly unbalanced with far too many flags raised in one file or, and equally 

troubling, data consisting of only good data flags, which make up the vast majority of the 

observational history. This constraint also made it difficult to train my networks with more than 

one flag at a time. There were not many instances of data suitable for the training.  

I was also constrained in how I could manipulate the data, as the sequential nature of the time 

series sets demanded that the data in each file remain in order so that the structural relationships 

within the data set would remain intact.  

 

To find suitable data I designed a python script to map the distribution of each kind of flag 

applied to the variable I was interested in. This script reviewed all 23,440 public files and 

produced flag distributions for over 3 million data points. The script reported the filename and 

the distribution for each flag in a csv which I was able to parse further for suitable files for 

training. My goal was to train with whole files, as breaking data sets apart would result in an 

unacceptable loss of data and would move us away from our true goal, of replicating the visual 

quality control step, which happens across one whole Netcdf file at a time.  

 

Additionally I applied a scaling method using StandardScaler from the sklearn.preprocessing 

library. The StandardScaler standardizes features by removing the mean and scaling to unit 

variance. My goal was simply to have our data in or close to a range of 1 >= x >= 1, to improve 

my models’ performance as much as possible.  
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Prediction Models 
 

Convolutional Neural Network (CNN) 

 

The CNN acted primarily as a test case. The CNN’s simple design and versatility allowed me to 

use it as a proof of concept of sorts before moving on to the more complicated networks. 

Interestingly this network was able to perform just as well as its counterparts, outpacing the 

simple RNN in training speed and performing just as well as both other networks during its 

testing.   

 

My CNN featured a single 1-Dimensional convolutional layer, followed by two fully connected 

layers, the last acting as a softmax output layer. The convolutional layer and the first dense layer 

both used rectified linear unit activation functions. Adam is being used here for optimization with 

a learning rate of 3e-07, training with 100 epochs. The model has a batch size of 4 with 9715 

steps in the data. 

 

The network had difficulty minimizing its loss function past 0.15. Given the performance of the 

RNN, I suspect this may be overcome by working on the model. The RNN’s ability to store 

information from previous steps of data gives it an edge however, and that may also be what is 

represented in the CNN’s results; a failure to find the temporal features it needs, creating an 

insurmountable obstacle to convergence.  

  

 

CNN Training and Validation 

Loss  

Training Validation 

Categorical Cross Entropy loss: 0.1644 val_loss: 0.1533 

 

CNN Training and Validation 

Accuracy 

Training Validation 

Categorical Cross Entropy acc: 1.0000 Test accuracy: 1.0 
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Two Recurrent Neural Nets (RNN)  

 

A Simple Recurrent Network  

 

The RNN makes it mark as a model with its apparent “short term memory”, that is, its ability to 

have information from previous steps persist in the network by taking output from its recurrent 

nodes and feeding them back to the network as input. This process would naturally lend itself to 

understanding short-lived temporal structures within a time series.  

 

In my implementation I used one recurrent layer with 10 hidden units, followed by two fully 

connected (Dense) layers, the last of the two is a softmax output layer. The recurrent layer is also 

employing rectified linear unit for its activation function. Its optimization function, Adam, is 

running at a learning rate of 5e-06. The model has a batch size of 4 with 9715 steps in the data. 

 

RNN Training and Validation 

Loss  

Training Validation 

Categorical Cross Entropy loss: 0.0586 

 

Test loss: 0.0445 

 

 

RNN Training and Validation 

Accuracy 

Training Validation 

Categorical Cross Entropy acc: 1.0000 Test accuracy: 1.0 
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A Long Short Term Neural Network (LSTM) 

  

The LSTM is another variation of the RNN albeit with a more complex cell architecture. This 

allows for more intentional or accurate management of memory. In my implementation I used a 

one LSTM layer with 50 hidden units followed by a dropout layer and two fully connect (Dense) 

layer acting as a softmax output layer. The LSTM is operating with rectified linear unit for its 

activation function. Its optimization function, Adam, is again running at a learning rate of 2.123e-

07. The model has a batch size of 4 with 9715 steps in the data. 

 

The LSTM network had a more difficult time minimizing its loss function, such that the model 

was not able to converge even after +100 epochs of training. It is possible that overfitting is 

causing this. In the future, experimenting with noisier data may help solve the problem. 

 

 

LSTM Training and Validation 

Loss  

Training Validation 

Categorical Cross Entropy Loss:0.5937 Test loss: 0.5848 

  

 

LSTM Training and Validation 

Accuracy 

Training Validation 

Categorical Cross Entropy acc: .9926 Test accuracy: 1.0 
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Experiment 
 

Anomaly Simulation 

 

To demonstrate that the model could handle new observations I downloaded a new Netcdf 

file from a different month. Using the trained models I ran a secondary test with the entire 

contents of the file. The results of the experiment were similar to the result of the test. 

 

Findings  
 

The simple RNN model outperformed both the  CNN and LSTM networks. It converged at 

only 60 epochs and tested just as well as the other models. Though the CNN was able to 

converge it took nearly two times the amount of training. The LSTM model was not able to 

converge (even after +100 epochs of training) in its currents configuration. Further changes 

are needed (likely to data and the model itself) to encourage more effective minimization of 

the loss function.  

 

CNN Experiment Results (for the spike flag) 

 

 
 

RNN Experiment Results (for the spike flag)  

 

        
 

LSTM  Experiment Results (for the spike flag) 
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Conclusion  
 

The performance from the implemented networks has demonstrated the clear viability of 

neural network use in observational quality control automation. There are real difficulties 

form practical implementation in the form of organizing a method to administer quality 

control with several flags over a number of distinct observational variables, through a single 

or several neural networks. I have not tested more than one flag for training on a single 

network, however I suspect that given the sparse quality of the data it would only make it 

more difficult to train such a network, as those data sets would need to have a balanced 

populations of each new flag.  

 

Despite this, these results provide a hopeful outlook on, if anything, the effectiveness of 

neural networks in deciphering patterns in periodic anomalous data and potentially 

observational data from our ocean-atmospheric ecosystem.  
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