
Florida State University Libraries
Electronic Theses, Treatises and Dissertations  The Graduate School

2018

The Comparison of Standard Error Methods
in the Marginal Maximum Likelihood
Estimation of the Two-Parameter Logistic
Item Response Model When the Distribution
of the Latent Trait Is Nonnormal
Zhongtian Lin

Follow this and additional works at the DigiNole: FSU's Digital Repository. For more information, please contact lib-ir@fsu.edu

http://diginole.lib.fsu.edu/
mailto:lib-ir@fsu.edu


 

 

FLORIDA STATE UNIVERSITY 

 

COLLEGE OF EDUCATION 

 

 

 

 

 

THE COMPARISON OF STANDARD ERROR METHODS IN THE MARGINAL 

MAXIMUM LIKELIHOOD ESTIMATION OF THE TWO-PARAMETER LOGISTIC ITEM 

RESPONSE MODEL WHEN THE DISTRIBUTION OF THE LATENT TRAIT IS 

NONNORMAL 

 

 

 

 

By 

 

ZHONGTIAN LIN 

 

 

 

 

 

A Dissertation submitted to the  

Department of Educational Psychology and Learning Systems  

in partial fulfillment of the  

requirements for the degree of  

Doctor of Philosophy 

 

 

 

2018 

 

 
  



 

ii 
 

Zhongtian Lin defended this dissertation on April 9, 2018. 

The members of the supervisory committee were: 

 

                                                                                              

                                                                                             Insu Paek 

                                                                                             Professor Directing Dissertation 

 

 

                                                                                              

                                                                                             Fred Huffer                                                 

                                                                                             University Representative 

                                                                                              

 

 

                                                                                              Betsy Jane Becker 

                                                                                              Committee Member 

 

 

                                                                                              

                                                                                              Yanyun Yang 

                                                                                              Committee Member 

 

 

 

 

 

 

 

The Graduate School has verified and approved the above-named committee members, and 

certifies that the dissertation has been approved in accordance with university requirements.  



 

iii 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

This dissertation is dedicated to  

My parents for their unconditional love and support 

And my grandfather who always had faith on me. May he rest in peace. 

 
 

  



 

iv 
 

ACKNOWLEDGMENTS 

 First and foremost, I would like to thank my advisor Dr. Insu Paek for his guidance and 

support over the years upon this endeavor. Thanks for showing me the right path and giving me 

encouragement when I was uncertain. I couldn’t have finish this dissertation without your trust 

and help.  

 My sincere gratitude goes to my committee members, Dr. Betsy Becker, Dr. Yanyun 

Yang and Dr. Fred Huffer for their valuable comments and advices. It has been a delight and an 

honor to have you in my committee. I also would like to thank my instructor/supervisor/friend 

Dr. Salih Binici at the Florida Department of Education for discovering my potential in his class 

and passing on his expertise to me since I started working as an intern at the department. 

 Of course, huge hugs to my dad Zhengfeng Lin and mom Shuangyue Ni. Thank you for 

always believing in me. I love you. I am so happy that now you can finally celebrate my success. 

And to my grandpa: “Yes. I did it!” May he rest in peace.  

  

 

 

 

 

  



 

v 
 

TABLE OF CONTENTS 

LIST OF TABLES ........................................................................................................................ vii 

LIST OF FIGURES ..................................................................................................................... viii 

ABSTRACT ................................................................................................................................... xi 

CHAPTER ONE INTRODUCTION .............................................................................................. 1 

1.1 A Brief Introduction to IRT .................................................................................................. 1 

1.2 The Importance of Standard Error ........................................................................................ 4 

1.3 Advances of SE Procedures in IRT ....................................................................................... 6 

1.4 Nonnormal Latent Trait and Its Impact on SE Estimation .................................................... 7 

1.5 Overview of the Dissertation................................................................................................. 7 

CHAPTER TWO LITERATURE REVIEW .................................................................................. 9 

2.1 Unidimensional IRT Models for Dichotomous Data ............................................................ 9 

2.1.1 The Rasch or 1PL model ................................................................................................ 9 

2.1.2 The 2PL model ............................................................................................................. 10 

2.1.3 The 3PL model ............................................................................................................. 11 

2.2 The EM-MML Item Parameter Estimation in IRT ............................................................. 12 

2.3 The Impact of Nonnormal Latent Trait on Item Parameter Point Estimate ........................ 17 

2.4 Information Matrices and Standard Error Methods in General........................................... 18 

2.4.1 Fisher information ........................................................................................................ 19 

2.4.2 Estimation of the covariance matrix of MLE ............................................................... 20 

2.4.3 Observed information ................................................................................................... 21 

2.4.4 The error covariance matrix when the model is misspecified ...................................... 22 

2.5 Standard Error Procedures in IRT ....................................................................................... 22 

2.5.1 The expected Fisher information and some related approaches ................................... 23 

2.5.2 Approaches based on the observed information matrix ............................................... 25 

2.5.3 Numerical differentiation approaches via the EM algorithm ....................................... 27 

2.5.4 The sandwich-type covariance matrix .......................................................................... 32 

2.6 The Impact of Nonnormal Latent Traits on Item Parameter SE Estimates ......................... 32 

CHAPTER THREE METHODOLOGY ...................................................................................... 35 

3.1 Choice of Software Package ............................................................................................... 35 

3.2 Simulation Conditions ......................................................................................................... 35 

3.2.1 Underlying 𝜃 distribution (shape) ................................................................................ 35 



 

vi 
 

3.2.2 Test length (TL) ............................................................................................................ 36 

3.2.3 Sample size (N) ............................................................................................................ 37 

3.3 Standard Error Procedures Evaluated ................................................................................. 38 

3.4 Generating Item Parameters ................................................................................................ 39 

3.5 Other Controlled Factors ..................................................................................................... 41 

3.6 Data Analysis ...................................................................................................................... 42 

3.6.1 Excluding non-converged cases ................................................................................... 42 

3.6.2 Parameter recovery ....................................................................................................... 42 

3.6.3 Evaluation criteria for SE methods ............................................................................... 43 

CHAPTER FOUR RESULTS ...................................................................................................... 46 

4.1 Convergence and Parameter Recovery ............................................................................... 46 

4.2 Evaluation of the SE Estimation Methods .......................................................................... 47 

4.2.1 Summary of the average bias........................................................................................ 47 

4.2.2. Summary of the average RMSD .................................................................................. 53 

4.2.3 Summary of the average AbsRD .................................................................................. 59 

4.2.4 ANOVA of the average AbsRD ................................................................................... 61 

4.2.5 Summary of the runtime data ....................................................................................... 67 

4.2.6 The raw-score distributions .......................................................................................... 68 

CHAPTER FIVE CONCLUSIONS ............................................................................................. 72 

5.1 Summary of the Results and Discussions ........................................................................... 72 

5.2 Recommendations for the Choice of the SE Estimation Methods ...................................... 73 

5.3 Limitations and Future Directions....................................................................................... 75 

APPENDIX A TABLES ............................................................................................................... 79 

APPENDIX B  FIGURES ............................................................................................................ 81 

REFERENCES ............................................................................................................................. 99 

BIOGRAPHICAL SKETCH ...................................................................................................... 105 

 

  



 

vii 
 

LIST OF TABLES 

Table 3.1 Sampled Item Parameter for Conditions with 15 Items ................................................ 40 

Table 3.2 Sampled item parameter for conditions with 40 items ................................................. 40 

Table 4.1 Average Bias of the a Parameter SEs when TL = 15.................................................... 47 

Table 4.2 Average Bias of the a Parameter SEs when TL = 40.................................................... 48 

Table 4.3 Average Bias of the b Parameter SEs when TL = 15 ................................................... 48 

Table 4.4 Average Bias of the b Parameter SEs when TL = 40 ................................................... 49 

Table 4.5 Average RMSD of the a Parameter SEs when TL = 15 ............................................... 54 

Table 4.6 Average RMSD of the a Parameter SEs when TL = 40 ............................................... 54 

Table 4.7 Average RMSD of the b Parameter SEs when TL = 15 ............................................... 55 

Table 4.8 Average RMSD of the b Parameter SEs when TL = 40 ............................................... 55 

Table 4.9 Average AbsRD of the a Parameter SEs when TL = 15 ............................................... 59 

Table 4.10 Average AbsRD of the a Parameter SEs when TL = 40 ............................................. 60 

Table 4.11 Average AbsRD of the b Parameter SEs when TL = 15 ............................................ 60 

Table 4.12 Average AbsRD of the b Parameter SEs when TL = 40 ............................................ 61 

Table 4.13 ANOVA table for AbsRD of the a parameter ............................................................. 62 

Table 4.14 ANOVA table for AbsRD of the b parameter ............................................................ 64 

Table 4.15 Runtime Summary ...................................................................................................... 68 

Table 4.16 The First Four Moments of the Raw-score Distribution (average values across 

replications)................................................................................................................................... 69 

Table 4.17 The First Four Moments of the True 𝜃 Distribution (average values across 

replications)................................................................................................................................... 70 

Table A.1 Convergence Results (15 Items) .................................................................................. 79 

Table A.2 Convergence Results (40 Items) .................................................................................. 79 

Table A.3 Summary of Parameter Recovery (Average Bias and RMSE) for the a Parameters ... 80 

Table A.4 Summary of Parameter Recovery (Average Bias and RMSE) for the b Parameters ... 80  



 

viii 
 

LIST OF FIGURES 

Figure 3.1 Shapes of the four simulated latent trait distributions .................................................37 

Figure 4.1 Average Bias of the a Parameter SEs when TL = 40 and N = 500 ............................. 50 

Figure 4.2 Average Bias of the a Parameter SEs when TL = 40 and N = 1500 ........................... 51 

Figure 4.3 Average Bias of the a Parameter SEs when TL = 40 and N = 3000 ........................... 51 

Figure 4.4 Average Bias of the b Parameter SEs when TL = 40 and N = 500 ............................. 52 

Figure 4.5 Average Bias of the b Parameter SEs when TL = 40 and N = 1500 ........................... 52 

Figure 4.6 Average Bias of the b Parameter SEs when TL = 40 and N = 3000 ........................... 53 

Figure 4.7 Average RMSD of the a Parameter SEs when TL = 40 and N = 500 ......................... 56 

Figure 4.8 Average RMSD of the a Parameter SEs when TL = 40 and N = 1500 ....................... 56 

Figure 4.9 Average RMSD of the a Parameter SEs when TL = 40 and N = 3000 ....................... 57 

Figure 4.10 Average RMSD of the b Parameter SEs when TL = 40 and N = 500 ....................... 57 

Figure 4.11 Average RMSD of the b Parameter SEs when TL = 40 and N = 1500 ..................... 58 

Figure 4.12 Average RMSD of the b Parameter SEs when TL = 40 and N = 3000 ..................... 58 

Figure 4.13 Two-way Interaction between Test Length and SE Method for the a Parameter 

SEs ................................................................................................................................................63 

Figure 4.14 Two-Way Interaction between Sample Size and SE Method for the a Parameter 

SEs ................................................................................................................................................63 

Figure 4.15 Two-way Interaction between Shape of the Latent Trait Distribution and SE Method 

for the a Parameter SEs................................................................................................................. 64 

Figure 4.16 Two-way Interaction between Test Length and SE Method for the b Parameter 

SEs ................................................................................................................................................65 

Figure 4.17 Two-way Interaction between Sample Size and SE Method for the b Parameter 

SEs ................................................................................................................................................66 

Figure 4.18 Two-way Interaction between Shape of the Latent Trait Distribution and SE Method 

for the b Parameter SEs................................................................................................................. 66 

Figure 4.19 Average Raw-score distribution Summary when TL = 15 ........................................ 71 

Figure 4.20 Average Raw-score distribution Summary when TL = 40 ........................................ 71 



 

ix 
 

Figure B.1 Average Bias of the a Parameter SEs when TL = 15 and N = 500 ............................ 81 

Figure B.2 Average Bias of the a Parameter SEs when TL = 15 and N = 1500 .......................... 82 

Figure B.3 Average Bias of the a Parameter SEs when TL = 15 and N = 3000 .......................... 82 

Figure B.4 Average Bias of the b Parameter SEs when TL = 15 and N = 500 ............................ 83 

Figure B.5 Average Bias of the b Parameter SEs when TL = 15 and N = 1500 .......................... 83 

Figure B.6 Average Bias of the b Parameter SEs when TL = 15 and N = 3000 .......................... 84 

Figure B.7 Average RMSD of the a Parameter SEs when TL = 15 and N = 500 ........................ 84 

Figure B.8 Average RMSD of the a Parameter SEs when TL = 15 and N = 1500 ...................... 85 

Figure B.9 Average RMSD of the a Parameter SEs when TL = 15 and N = 3000 ...................... 85 

Figure B.10 Average RMSD of the b Parameter SEs when TL = 15 and N = 500 ...................... 86 

Figure B.11 Average RMSD of the b Parameter SEs when TL = 15 and N = 1500 .................... 86 

Figure B.12 Average RMSD of the b Parameter SEs when TL = 15 and N = 3000 .................... 87 

Figure B.13 Average AbsRD of the a Parameter SEs when TL = 15 and N = 500 ..................... 87 

Figure B.14 Average AbsRD of the a Parameter SEs when TL = 15 and N = 1500 ................... 88 

Figure B.15 Average AbsRD of the a Parameter SEs when TL = 15 and N = 3000 ................... 88 

Figure B.16 Average AbsRD of the b Parameter SEs when TL = 15 and N = 500 ..................... 89 

Figure B.17 Average AbsRD of the b Parameter SEs when TL = 15 and N = 1500 ................... 89 

Figure B.18 Average AbsRD of the b Parameter SEs when TL = 15 and N = 3000 ................... 90 

Figure B.19 Average AbsRD of the a Parameter SEs when TL = 40 and N = 500 ..................... 90 

Figure B.20 Average AbsRD of the a Parameter SEs when TL = 40 and N = 1500 ................... 91 

Figure B.21 Average AbsRD of the a Parameter SEs when TL = 40 and N = 3000 ................... 91 

Figure B.22 Average AbsRD of the b Parameter SEs when TL = 40 and N = 500 ..................... 92 

Figure B.23 Average AbsRD of the b Parameter SEs when TL = 40 and N = 1500 ................... 92 

Figure B.24 Average AbsRD of the b Parameter SEs when TL = 40 and N = 3000 ................... 93 

Figure B.25 Q-Q Plot of the Standardized Residuals for the AbsRD of XPD (a parameter) ....... 93 



 

x 
 

Figure B.26 Q-Q Plot of the Standardized Residuals for the AbsRD of SEM (a parameter) ...... 94 

Figure B.27 Q-Q Plot of the Standardized Residuals for the AbsRD of FDM (a parameter) ...... 94 

Figure B.28 Q-Q Plot of the Standardized Residuals for the AbsRD of REM (a parameter) ...... 95 

Figure B.29 Q-Q Plot of the Standardized Residuals for the AbsRD of SW (a parameter) ......... 95 

Figure B.30 Q-Q Plot of the Standardized Residuals for the AbsRD of XPD (b parameter) ....... 96 

Figure B.31 Q-Q Plot of the Standardized Residuals for the AbsRD of SEM (b parameter) ...... 96 

Figure B.32 Q-Q Plot of the Standardized Residuals for the AbsRD of FDM (b parameter) ...... 97 

Figure B.33 Q-Q Plot of the Standardized Residuals for the AbsRD of REM (b parameter) ...... 97 

Figure B.34 Q-Q Plot of the Standardized Residuals for the AbsRD of SW (b parameter) ......... 98 

 

  



 

xi 
 

ABSTRACT 

A Monte Carlo simulation study was conducted to investigate the accuracy of several 

item parameter standard error (SE) estimation methods in item response theory (IRT) when the 

marginal maximum likelihood (MML) estimation method was used and the distribution of the 

underlying latent trait was nonnormal in the two-parameter logistic (2PL) model. The 

manipulated between-subject factors were sample size (N), test length (TL), and the shape of the 

latent trait distribution (Shape). The within-subject factor was the SE estimation method, which 

includes the expected Fisher information method (FIS), the empirical cross-product method 

(XPD), the supplemented-EM method (SEM), the forward difference method (FDM), the 

Richardson extrapolation method (REM), and the sandwich-type covariance method (SW). The 

commercial IRT software flexMIRT was used for item parameter estimation and SE estimation. 

Results showed that when other factors were held equal, all of the SE methods studied 

were apt to produce less accurate SE estimates for positively skewed or positively skewed-

bimodal latent traits, as compared to what they would produce when the latent trait distribution 

was normal. The degree of inaccuracy of each method for an individual item parameter depended 

on the magnitude of the relevant a and b parameters, and were affected more by the magnitude of 

the b parameter. At the test level, the overall average performance of the SE methods interacts 

with N, TL, and Shape. The FIS was not viable when TL=40, thus it was only run when TL=15. 

For such a short test, it remained the “gold standard”, as it estimated the SEs most accurately 

among all the methods, although it requires relatively longer time to run. The XPD method was 

the least time-consuming option and it generally performed very well when Shape was normal. 

However, it tended to produce positively biased results when a short test was paired with a small 

sample. The SW did not outperform other SE methods when Shape was nonnormal as the theory 

suggests. The FDM had somewhat larger variations in SE estimates when TL=1500 and 

TL=3000.  The SEM and REM were most accurate among the SE methods in this study and 

appeared to be a good choices for both normal and non-normal cases. For each simulated 

condition, the shape of the raw-score distribution averaged over replications in each condition 

was presented to help practitioners better infer the shape of the underlying distribution of latent 

trait when the truth about the latent trait distribution shape is unknown, thereby leading to more 
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informed decisions of SE methods using the results of this study. Implications, limitations and 

future directions were discussed.  
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CHAPTER ONE 

INTRODUCTION 

1.1 A Brief Introduction to IRT 

In educational and psychological measurement, the ultimate goal is to determine the level 

of some abstract and physically immeasurable characteristics people possess. These 

characteristics, such as scholastic ability, life satisfaction and language skills, are usually referred 

to as latent traits. To measure a latent trait, typically psychometricians and content experts work 

together to develop a test consisting of items that intend to gather information regarding the test 

takers’ trait levels. Item response theory (IRT) is a framework that encompasses the design, 

analysis and scoring of such a test. IRT has been widely used in educational and psychological 

testing since its first appearance in the literature in the 1950s, and has become the basis of many 

psychometric activities such as test score equating, item banking, differential item functioning 

analysis, computer adaptive testing and standard setting. In IRT, it is common to use the more 

generic term “ability” in lieu of “latent trait”. I will follow this convention and use these two 

terms interchangeably throughout this dissertation. 

The core idea of IRT is to use a family of probabilistic models to describe the relationship 

between item characteristics and the probability of having the correct item responses by a person 

with a specific level of ability. The function that describes such a relationship is usually referred 

to as the item response function (IRF) or item characteristic curve (ICC). Compared to classical 

test theory (CTT; see e.g., Lord & Novick, 1968), one of the most salient advantages of IRT is 

that item characteristics such as difficulty and discrimination as well as examinees’ trait levels 

are no longer sample dependent, as long as the IRT model fits the population. In terms of test 

items, this means that item statistics will remain the same regardless of which sample takes the 

test, as long as samples are representative of the same population. This feature greatly facilitates 

item banking and score equating.  

A successful application of IRT first relies on some model assumptions. The first is the 

assumption of local independence. It assumes that a test taker’s response to a particular item is 

independent from his/her response to any other item on the test, given his/her latent trait level. 

The second assumption is related to the dimensionality of the test. It used to be known as the 
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assumption of unidimensionality, which stipulates that there should be only one underlying trait 

that accounts for person performance. As psychometric theories and IRT have evolved, 

researchers started to recognize the possibility of multiple underlying traits and to develop 

multidimensional IRT models (see Reckase, 2009, for examples). This assumption may now be 

more appropriately called the assumption of correct dimensionality, meaning that the correct 

number of latent traits is specified to explain person performance on test items. The other major 

assumption of IRT concerns the functional form of the probabilistic model. To be specific, the 

probability of a correct response of a person to an item should be adequately explained by the 

model under consideration.  

In IRT, person ability is conceptualized as a continuous latent variable. Each person is 

located on a latent continuum according to his/her ability level. Such person locations are 

quantified by the person parameters. Larger person parameter values indicate higher ability 

levels. Item characteristics, on the other hand, are represented by item parameters. Depending on 

the IRT model, an item can have one or more item parameters describing one or more aspects of 

its characteristics. The parameter that all the items have regardless of model type is the item 

location parameter, also known as the item difficulty parameter. It describes the difficulty of an 

item and is on the same continuum as the person parameter. In addition, an item can also have an 

item discrimination parameter, which indicates its capacity to differentiate among persons with 

different abilities. For items that potentially invite guessing, such as multiple choice items, the 

lower asymptote (a.k.a., pseudo-guessing parameter) can be considered to quantify the 

probability of a person with low ability answering an item correctly by making a guess.  

As it is for any statistical models, the person and item parameters in IRT models need to 

be estimated because the actual values of these parameters are unknown. One can use the test 

data collected to obtain the parameter estimates, given the IRT assumptions are adequately 

satisfied. Much research has explored IRT parameter-estimation techniques, and even an entire 

volume was dedicated to this topic (e.g., Baker & Kim, 2004). Three major approaches exist for 

parameter estimation in IRT. The first one—the maximum likelihood (ML) estimation—has 

been used for IRT model parameter estimation since Birnbaum (1968) formulated the joint 

maximum likelihood (JML) estimation paradigm. Anderson (1972) established conditional 

maximum likelihood (CML) estimation method for the Rasch model (Rasch, 1980). Over the last 
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few decades, the marginal maximum likelihood (MML) estimation has become the predominant 

ML method to estimate IRT item parameters, as it avoids the inefficiency of JML such that 

ability parameters are incidental parameters and depend on sample size, and the limitation of 

CML such that a sufficient statistic does not exist or is difficult to obtain for models more 

complex than the Rasch model (see e.g., Baker & Kim, 2004, for detailed explanation). Another 

way to estimate IRT parameters is to use the Markov Chain Monte Carlo (MCMC) techniques. A 

useful example was provided by Patz and Junker (1999). The third method which recently gained 

much attention is the Metropolis-Hastings Robins-Monro (MHRM; Cai, 2010) algorithm. It is 

particularly useful when numbers of latent trait dimensions are relatively large. Although 

different options for parameter estimation are available, the MML estimation through Bock and 

Aitkin’s (1981) expectation–maximization (EM) algorithm remains the most widely used 

approach in practice. The EM-MML parameter estimation routine uses a “divide-and-conquer” 

strategy. Namely, the two building blocks of IRT test analysis, item parameter estimation and 

person parameter estimation are completed separately. The item parameters are estimated first, 

treating the person parameters as missing data, via the EM algorithm. The EM algorithm consists 

of iterative runs of a two-stage process—the expectation stage and the maximization stage. Each 

iteration provides a new set of item parameter estimates until the difference in the data 

likelihoods between two consecutive iterations is smaller than a predefined criterion or the 

number of iterations reaches the maximum number specified. A complete section in Chapter 2 is 

dedicated to providing more detail about EM-MML item parameter estimation in IRT. Item 

parameters are treated as known and fixed after they are estimated, and the person parameters are 

then estimated using either regular ML estimation, or Bayesian parameter estimation procedures 

such as the maximum a posterior (MAP; e.g., Mislevy & Stocking, 1987) and the expected a 

posterior (EAP; e.g., Bock & Mislevy, 1982). Therefore, although the ultimate goal might be to 

measure the examinee’s ability, the fact that item calibration happens before making inference 

regarding latent trait makes item parameter estimation of utmost importance in the EM-MML 

parameter estimation routine. The validity of all the procedures followed depends upon the 

accuracy of item parameter estimation. 
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1.2 The Importance of Standard Error 

 In a typical estimation problem, we are interested in obtaining both the point estimate and 

the standard error (SE). A point estimate is the realized value of a point estimator. “Any statistic 

is a point estimator” (Casella & Berger, 2002, p. 311). For example, the sample mean is a point 

estimator of the population mean. When we obtain a random sample, we can calculate the mean 

of this sample. The calculated value will provide us an estimate of the population mean. 

However, this value will not perfectly tell us what the population mean is, as the sample mean 

will vary each time a sample is drawn. The standard error helps us to capture this variability. The 

standard error is the standard deviation of the sampling distribution of an estimator. A statistical 

model is a simplification that has useful property rather than a perfect mirror of reality (Wainer 

& Thissen, 1987). When fitting a model to data, SE allows researchers to quantify the amount of 

imperfection. With the help of SE, statistical significance test can be conducted and confidence 

intervals can be constructed. 

The estimation of IRT item parameters is a multivariate parameter estimation problem. 

Both the point estimates and the standard errors are obtained for all the parameters of all items 

simultaneously. For example, when ML is used, the point estimates of the item parameters are a 

set of realized values of the maximum likelihood estimator (MLE) that maximizes the likelihood 

of observed data. On the other hand, the variability of a parameter estimate, as well as the 

covariability between parameter estimates, are captured in the error covariance matrix. The SE of 

each parameter is calculated as the square root of each diagonal element of the error covariance 

matrix. A smaller value indicates greater precision of item point estimate. Similarly, confidence 

intervals can be constructed for each item parameter when SEs are available.  

The first reason why the SEs in IRT are important is because the uncertainties in item 

parameter estimation can be carried over into subsequent tasks of operational psychometric 

work, such as test scoring and equating. Test scoring is an activity that estimates an examinee’s 

location (usually denoted by 𝜃) on the latent trait continuum and (optionally) puts 𝜃 onto a 

different scale for the sake of interpretability to the general public. As previously noted, in many 

testing programs, especially where EM-MML parameter estimation routine is used for item 

parameter estimation, the estimation of the person parameter 𝜃 is a separate procedure conducted 

after the estimation of item parameters. Once the item parameter point estimates are obtained, 
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they are treated as fixed when they are used in the estimation of 𝜃 and the standard error of 

measurement (i.e., the standard error of 𝜃). The uncertainty in the item parameter enters the 

person parameter estimates implicitly. The standard error of measurement can be used later, for 

example, in one of the stopping rules for the test in computerized adaptive testing (CAT; Wainer, 

Dorans, Flaugher, Green, & Mislevy, 2000). Error accumulates through this chain of events. 

Therefore, it is important to document the size of item parameter SEs at the very beginning of 

this chain. Test equating, on the other hand, is a statistical process that is used to adjust scores on 

test forms so that scores on the forms can be used interchangeably (Kolen & Brennan, 2004). 

Equating under IRT involves the effort to find a set of linking constants so that item parameters 

in one form can be transformed onto the scale of parameters in another form. Commonly used 

linking methods include two straightforward approaches—mean/mean method and mean/sigma 

method—due to Marco (1977) and Loyd and Hoover (1980), respectively, as well as two 

characteristic curve approaches—Stocking and Lord’s test characteristic curve method (Stocking 

& Lord, 1983) and Haebara’s item characteristic curve method (Haebara, 1980). Whichever 

method one adopts, item parameters entering the calculation are again considered errorless. In all 

the activities above, uncertainties in item parameter estimation will likely affect the final results. 

It is important to develop proper SE procedures so that such uncertainties can be correctly 

characterized and accounted for. 

More importantly, SEs, or more generally speaking, the error covariance matrix have 

additional utilities in many aspects of IRT applications. Testing of differential item functioning 

(DIF; Lord, 1980; Raju, 1988; Thissen, Steinberg, & Wainer, 1993) is one of the most frequently 

studied topics in IRT literature. Researchers conduct DIF test to determine whether a test item 

behaves in the same way across subgroups, after controlling for the level of examinee latent 

traits. One of the many DIF methods available is Wald’s χ2 test (Wald, 1941). When using a 

Wald test to detect DIF for a particular item, typically parameter estimates of all the other items 

are constrained to be equal between focal and reference groups, and the parameters of the studied 

item are freely estimated. For an item with only one parameter, the difference in parameter 

estimates between two groups is divided by the standard error of their difference. For items with 

more than one parameter, all the parameters of this item are assessed simultaneously by 

multiplying the vector of parameter estimates differences by the inverse of the covariance matrix 

of differences. The calculation of the standard error or covariance matrix of difference, for a 
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particular item, requires inputs from the complete error covariance matrix concerning all items 

which is typically obtained from IRT programs by applying a specific SE method. Therefore, the 

accuracy of error covariance matrix estimation affects the performance of Wald test. Studies 

have shown that using improved standard error methods such as the supplemented expectation 

and maximization (SEM; Cai, 2008) algorithm improved the performance of Wald test of DIF 

(Langer, 2008; Woods, Cai, & Wang 2013). A special form of DIF is item parameter drift (IPD), 

which describes the phenomenon that the value of item parameter for an item shifts away from 

its original estimates over repeated uses in successive test administrations (Goldstein, 1983; 

Wells, Subkoviak, & Serlin, 2002; Wells, Hambleton, Kirkpatrick & Meng, 2014). SEs of item 

parameter estimates are also used in detecting IPD and maintaining the item pool in the presence 

of IPD (e.g., Bock, Muraki, & Pfeiffenberger, 1988; Veerkamp & Glas, 2000). In addition to 

detecting DIF and IPD, the error covariance matrix is also needed for model-data fit test 

procedures such as limited information goodness-of-fit statistics for assessing model-data fit 

(Cai, 2008, Cai, Maydeu-Olivares, Coffman, & Thissen, 2006; Maydeu-Olivares, 2013).  

1.3 Advances of SE Procedures in IRT 

 The aforementioned EM-MML routine, although numerically stable and easy to 

implement for obtaining item parameter point estimates, has a drawback such that the standard 

errors of item parameter estimates are not an automatic by-product at its convergence (elaborated 

in the next chapter). Therefore, a standalone procedure to calculate the error covariance matrix 

needs to be applied.  Several SE procedures were suggested in the IRT literature and 

implemented in IRT software in recent decades. The expected Fisher information was considered 

the “gold standard” for calculating the error covariance matrix. However, it becomes 

computationally burdensome once the number of items and number of categories in each item 

become moderately large, because the expectation has to be taken over all possible response 

patterns. The observed information, such as the empirical cross-product information matrix only 

involves the observed response patterns in the data, and is thus much easier to calculate. Some 

other methods make use of the EM history. For example, Meng and Rubin (1991) developed a 

method called the supplemented expectation and maximization (SEM) algorithm which 

numerically differentiates a function called EM map. Cai (2008) elaborated its application in 

IRT. Other methods using EM history such as the forward difference method and Richardson 
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extrapolation method are also available (e.g., Jamshidian & Jennrich, 2000). Together, those 

methods are referred to as numerical differentiation methods in the literature. The sandwich type 

estimator (Huber 1967; White, 1982), which theoretically provides consistent estimates of the 

covariance matrix even under model misspecification was also implemented in some software 

(Cai, Du Toit, & Thissen, 2011; Houts & Cai, 2013). In the next chapter, the error covariance 

matrix and information matrix in IRT will be discussed in greater detail and many of these 

methods will be revisited.  

1.4 Nonnormal Latent Trait and Its Impact on SE Estimation 

 When the EM-MML routine is used for item parameter estimation, a distribution of the 

latent trait need to be specified in the E-step of each EM iteration. It is a common practice in 

most IRT software to assume a standard normal distribution by default. However, departures 

from normality may not be uncommon. For example, a skewed or bimodal latent trait is possible 

when samples are not randomly selected, or there is a mixture of populations, or due to the 

inherent nonnormal nature of the population distribution. If the true ability distribution is in fact 

nonnormal, the normality assumption we imposed on the ability distribution would result in a 

model misspecification. Since in each iteration the distribution of person ability entering the 

calculation is misspecified, the item parameter estimates would inevitably be affected. To date, 

most of the concerns raised about this misspecification were on the point estimates. Many studies 

have investigated the robustness of MLE item parameter estimates under the presence of a 

nonnormal latent trait. These studies will be reviewed in the next chapter. Some of these studies 

have suggested that models with a latent trait normality violation could still provide valuable 

information about the items and examinees, as long as the normality violation is not severe. 

Given such an implication, naturally the next step would be evaluating the impact of the 

nonnormal latent trait on the SE estimates, especially on how different SE procedures perform 

under violation of the normality assumption. 

1.5 Overview of the Dissertation 

Thus far, no comprehensive study has examined the performance of standard error 

procedures in the context of IRT when the default normal latent trait assumption is violated 

while the EM-MML routine is used for parameter estimation. The goal of this dissertation is to 
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fill this gap. Using simulated data that account for different shapes of 𝜃 distributions, test lengths 

and sample sizes, the robustness of a few widely used SE procedures are compared.  

IRT is a rather broad framework. Based on the number of response categories of the test items, 

IRT models can be categorized into models for dichotomous data and models for polytomous 

data. Based on whether a test measures only one construct or multiple constructs, IRT models 

can be categorized into unidimensional models and multidimensional models. As a starting point, 

this dissertation is only concerned with the unidimensional two-parameter logistic (2PL) model. 

The comparison methods used can be generalized for tests with polytomous items or tests with 

multidimensional structure.  

The rest of this dissertation is organized as follows. Chapter 2 first reviews 

unidimensional IRT models for dichotomous data. The detail of the EM-MML estimation routine 

is then explained and followed by a survey of the studies regarding the impact of nonnormal 

latent traits on item parameter point estimates when using this routine. Information matrix and 

standard error procedures under comparison are explained in more details, before I emphasize 

the lack of research on the impact of nonnormal latent trait on item parameter SE estimates. 

Chapter 3 is dedicated to methodology. Simulation conditions, the data generation process, and 

evaluation criteria are specified in this chapter. In Chapter 4, I present and summarize simulation 

results. Finally, Chapter 5 discusses the findings, limitations and future directions of the study. 

  



 

9 

 

CHAPTER TWO 

LITERATURE REVIEW 

2.1 Unidimensional IRT Models for Dichotomous Data 

2.1.1 The Rasch or 1PL model 

Unidimensional item response theory (UIRT) comprises a set of models that measure 

only one latent construct of the individuals taking the test. The interactions of a person with test 

items are represented by mathematical expressions containing a single person parameter and one 

or more item parameters. UIRT models have been extensively discussed in the literature and are 

widely applied in modern testing programs. The most commonly used UIRT models are the1PL 

model (and its mathematical equivalent, the Rasch model), the 2PL model, and the 3PL model.  

The Rasch model is originally proposed by Rasch (1980). The probability of correct 

response to item i by person j who has latent trait 𝜃𝑗, is modeled by the logistic distribution cdf 

(cumulative distribution function) as follows, 

𝑃(𝑢𝑖𝑗 = 1|𝜃𝑗) =
𝑒𝜃𝑗−𝑏𝑖

1 + 𝑒𝜃𝑗−𝑏𝑖
  , . (2.1.1) 

where 𝑏𝑖 is the only item parameter—item difficulty parameter. The Rasch model assumes that 

the only item property that interacts with test takers is the item difficulty. On the other hand, the 

1PL model has the formula,  

𝑃(𝑢𝑖𝑗 = 1|𝜃𝑗) =
𝑒𝑎(𝜃𝑗−𝑏𝑖)

1 + 𝑒𝑎(𝜃𝑗−𝑏𝑖)
  , . (2.1.2) 

where 𝑎 is the item discrimination parameter. The introduction of 𝑎 parameter suggests that how 

items discriminate test takers with different levels of latent traits is another item property that 

affects students’ response in addition to item difficulty, and therefore distinguishes the Rasch 

model from the 1PL model philosophically. However, one can see that 𝑎 parameter in the 1PL 

model does not have any subscript, which indicates that all the items have the same 

discriminating power. Alternatively, one can think of the Rasch model as having a constant 𝑎 =

1 for all items. Mathematically, the Rasch model and the 1PL model are equivalent. The constant 

discriminating power across the items in the 1PL model is absorbed into the metric used to 

define the latent continuum in Rasch model. When estimating a 1PL model, latent continuum is 
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scaled with fixed standard deviation equal to 1, while the standard deviation of the continuum is 

freely estimated when estimating Rasch model. Wright (1977) recommended a sample size of 

more than 500 is more than enough to achieve a reasonable estimation accuracy, and sample as 

small as 100 could provide some useful information. It should be noted that, in the Rasch 

community, where researchers and practitioners believe in Rasch’s philosophy, software 

programs that use joint maximum likelihood such as Winsteps (Linacre, 2006) is usually the 

preferred tool for parameter estimation, while the EM-MML routine is the usual item calibration 

tool for the 1PL model.  

2.1.2 The 2PL model 

 The fact that both the Rasch and 1PL models have constant discrimination across items 

offers a nice feature that the sum of the raw scores is a sufficient statistic for 𝜃. In other words, 

examinees with higher raw scores would have higher latent trait estimates. This virtue makes it 

easy to convey the test results to lay people, and therefore has made the Rasch and 1PL models 

popular choices by many testing programs. However, one could argue that the equal constraint 

on discrimination parameter across items might not always be realistic. Even the most 

sophisticated item writer cannot guarantee that the items he/she developed can equally 

discriminate examinees. If we examine the item biserial correlations, one of the CTT counterpart 

of 𝑎 parameter, we could see different values across different items in a test. Birnbaum (1968) 

proposed a model that relaxed the equal constraint on 𝑎 parameter, 

𝑃(𝑢𝑖𝑗 = 1|𝜃𝑗) =
𝑒𝑎𝑖(𝜃𝑗−𝑏𝑖)

1 + 𝑒𝑎𝑖(𝜃𝑗−𝑏𝑖)
  . (2.1.3) 

This model is now called the 2PL model. Each item is allowed to have a unique 𝑎 parameter. A 

cost of this representation of the data, is that the number of parameters to be estimated almost 

doubled. As a result, a larger sample size is needed to achieve estimation accuracy similar to that 

with the 1PL or Rasch model. It appears that at least 500 examinees are needed for a test with 

moderate number of items (e.g., 20 items) to produce reasonably accurate item parameter, given 

the true 𝜃 distribution matches with the prior 𝜃 distribution g(𝜃𝑗) (De Ayala, 2013).  
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2.1.3 The 3PL model 

Ideally, a person with very low 𝜃 is expected to have very small probability to answer a 

difficult item correctly. However, when multiple-choice (MC) items are administrated, 

sometimes individuals at the lower end of the trait continuum are able to respond correctly to a 

difficult MC item. This is usually caused by another type of person and item interaction—

guessing. For a four-option MC item, randomly guessing from the options would result in a 0.25 

probability of correct response. Therefore, modeling MC items with models that do not account 

for guessing activity, such as the 1PL or 2PL model, may be considered not so optimal. To 

address this issue, the 3PL model was introduced (e.g., Lord, 1980) as, 

𝑃(𝑢𝑖𝑗 = 1|𝜃𝑗) = 𝑐𝑖 + (1 − 𝑐𝑖)
𝑒𝑎𝑖(𝜃𝑗−𝑏𝑖)

1 + 𝑒𝑎𝑖(𝜃𝑗−𝑏𝑖)
   , (2.1.4) 

where 𝑐𝑖 is the lower asymptote parameter (a.k.a. pseudo guessing parameter or simply guessing 

parameter). As 𝜃 approaches to negative infinity, the fraction part on the right hand side 

(identical to the 2PL model formula) approximates to 0, and 𝑐𝑖 is the only part left. Therefore, 𝑐𝑖 

dictates the lowest probability of correctly answering an item, and is assumed to be nonzero in 

the 3PL model. Since each item is associated with a unique guessing parameter, the number of 

parameters to be estimate once again increases significantly. It appears that a sample of more 

than 1000 is needed to achieve reasonably accurate item parameter estimation with the 3PL 

model, given favorable conditions such as symmetric 𝜃 distribution and an instrument length of 

20 items. However, there is yet another factor that affects the parameter estimation in the 3PL 

model. Since 𝑐𝑖 is the lower asymptote parameter, its estimation greatly depends on the number 

of examinees at the lower end of the 𝜃 continuum. Sometimes when there are not enough low 

ability examinees, the estimation programs would not converge to the estimation accuracy we 

specified. Therefore, it is a very common practice that when estimating the 3PL model, a prior 

distribution is specified for the guessing parameters. Usually, a prior for 𝑐𝑖 will mitigate the 

convergence problem with the 3PL model. Beta distribution and lognormal distribution are the 

two commonly used prior distribution.  

In terms of model specification, the 1PL model is nested in the 2PL model, and both the 

1PL and 2PL models are nested in 3PL model. All three models can be expressed using the 3PL 

model formula. When fixing the 𝑐-parameter to 0, the 3PL model reduces to the 2PL model, and 
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when both fixing the 𝑐-parameter to 0 and constraining the 𝑎-parameter to be equal across items, 

it reduces to 1PL model. 

2.2 The EM-MML Item Parameter Estimation in IRT 

In order to understand how a nonnormal latent trait affects the parameter estimation in the 

EM-MML item parameter estimation routine, as well as to aid the understanding of those SE 

methods to be discussed in later sections, there is a need to review the logic behind the EM 

algorithm in the context of IRT item parameter estimation. 

The EM algorithm was originally proposed by Dempster, Laird, and Rubin (1977) and 

introduced into IRT by Bock and Aitkin (1981). The essence of the EM-MML procedure can be 

described as follows for a 2PL model, and can be generalized to other unidimensional item 

response functions (IRF) as well as multidimensional IRFs. We start by rewriting Equation 2.1.3 

as  

𝑃(𝑢𝑖𝑗 = 1|𝜃𝑗) =
𝑒𝛾𝑖0𝜃𝑗+𝛾𝑖1

1 + 𝑒𝛾𝑖0𝜃𝑗+𝛾𝑖1
  , (2.2.1) 

where 𝛾𝑖0=𝑎𝑖 and 𝛾𝑖1 = −(𝑎𝑖𝑏𝑖). Consider a test consists of 𝑛 items following the 2PL model 

specified in Equation 2.2.1. Let 𝜸 = (𝜸1
′ , 𝜸2

′ , … , 𝜸𝑛
′ )′ denote the vector collecting item 

discrimination and item difficulty parameters of all the items, where 𝜸𝑖
′ = (𝛾𝑖0, 𝛾𝑖1)′, 𝑖 =

1, 2,… , 𝑛. Further, let 𝑢𝑖𝑗, which takes value 1 or 0, denote the response to item 𝑖 by person 𝑗 

with latent trait 𝜃𝑗, and let 𝒖𝑗 = (𝑢1𝑗 , 𝑢2𝑗 , … , 𝑢𝑛𝑗)
′
 refer to a response pattern vector from person 

𝑗. Assuming local independence of items, the distribution of 𝒖𝑗 given the latent variable 𝜃𝑗 is: 

𝑓(𝒖𝑗|𝜃𝑗; 𝜸) =∏𝑃(𝜃𝑗; 𝜸𝑖)
𝑢𝑖𝑗

(1 − 𝑃(𝜃𝑗; 𝜸𝑖))
1−𝑢𝑖𝑗

𝑛

𝑖=1

 , (2.2.2) 

where 𝑃(𝜃𝑗; 𝜸) is the 2PL IRF specified in (2.2.1). The joint distribution of observed response 

vector and the latent trait variable, is then 

𝑓(𝒖𝑗, 𝜃𝑗; 𝜸) = 𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗) , (2.2.3) 

where 𝑔(𝜃𝑗) is the population (prior) distribution of the latent trait. When considering all 

possible values of 𝜃𝑗, the marginal distribution of 𝒖𝑗 can be obtained by integrating out 𝜃𝑗,  
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𝑓(𝒖𝑗; 𝜸) = ∫𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗)𝑑𝜃𝑗 , (2.2.4) 

Now let the vector 𝜽 = (𝜃1, 𝜃2, … , 𝜃𝑁)′ assemble 𝑁 identically and independently distributed 

(i.i.d) random variables of the examinee ability with the probability density function (pdf) 𝑔(𝜃𝑗), 

and 𝑼 = (𝒖1, 𝒖𝟐…𝒖𝑁) be a data matrix of all observed responses. The joint distribution of 𝑼 

and 𝜽 is  

𝑓(𝑼, 𝜽; 𝜸) =∏𝑓(𝒖𝑗, 𝜃𝑗; 𝜸)

𝑁

𝑗=1

 , (2.2.5) 

and the marginal distribution of 𝑼 or the likelihood function of 𝜸 (if we consider 𝑼 as fixed and 

known once observed), is 

𝐿(𝜸|𝑼) = 𝑓(𝑼; 𝜸) =∏𝑓(𝒖𝑗; 𝜸)

𝑁

𝑗=1

=∏∫𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗)𝑑𝜃𝑗

𝑁

𝑗=1

 , (2.2.6) 

where 𝐿(⋅) denotes a likelihood function of the parameters. Although the optimization of 𝐿(𝜸|𝑼) 

can be done by Newton’s methods in principle, the direct optimization approach is not so 

attractive due to the computation burden it bears, especially when the number of items is large 

(Bock & Lieberman, 1970; Bock & Aitkin, 1981). Instead, researchers tried to seek for more 

efficient approaches to solve this problem. The EM algorithm came into play.  

A fact which has been implicit heretofore is that while we regard 𝒖𝑗 as the observed data, 

the latent trait 𝜃𝑗 on the other hand, is actually the “unobserved” or “missing” data. If we 

augment 𝒖𝑗 by the missing data 𝜃𝑗, we would obtain the “complete” data as (𝒖𝑗
′, 𝜃𝑗)

′
. This 

scheme is the missing data formulation of EM algorithm made clear by Dempster, Laird, and 

Rubin (1977). In this vein, Equation 2.2.3 can be interpreted as: the augmented completed data 

probability 𝑓(𝒖𝑗, 𝜃𝑗; 𝜸) is equal to the product of conditional probability of the observed data 

given the missing latent trait 𝑓(𝒖𝑗|𝜃𝑗; 𝜸) and the population (prior) distribution of the missing 

latent trait 𝑔(𝜃𝑗). Alternatively, we also have 

𝐿(𝜸|𝒖𝑗, 𝜃𝑗) = 𝑓(𝒖𝑗, 𝜃𝑗; 𝜸) = 𝑓(𝒖𝑗; 𝜸)𝑔(𝜃𝑗|𝒖𝑗; 𝜸) = 𝐿(𝜸|𝒖𝑗)𝑔(𝜃𝑗|𝒖𝑗; 𝜸) , (2.2.7) 
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That is, the complete data likelihood is equal to the product of observed data likelihood and the 

posterior predictive distribution of the latent trait given the observed data. Taking the logarithm 

of (2.2.7) gives 

𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗) = 𝐿𝐿(𝜸|𝒖𝑗) + log 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) , (2.2.8) 

where 𝐿𝐿(⋅) denotes a log-likelihood function of the parameters. Differentiating both sides with 

respect to 𝜸 and then take expectation with respect to 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) would yield the Fisher’s 

identity (Fisher, 1925)  

𝜕

𝜕𝜸
𝐿𝐿(𝜸|𝒖𝑗) = 𝐸 {

𝜕
𝜕𝜸

𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗)|𝒖𝑗} = ∫
𝜕

𝜕𝜸
𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗)  𝑔(𝜃𝑗|𝒖𝑗; 𝜸)𝑑𝜃𝑗 , (2.2.9) 

This shows that the gradient of the observed data log-likelihood is equal to the conditional 

expectation of the gradient of the completed data log-likelihood over the posterior distribution of 

the latent trait given the observed data (Cai & Thissen, 2014, p. 47). This relationship essentially 

implies that instead of directly maximizing the observed data log-likelihood, one can try to 

maximize the conditional expectation of the complete-data log-likelihood. The two components 

needed for the conditional expectation of the complete-data log-likelihood are 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) and 

𝐿𝐿(𝜸|𝒖𝑗 , 𝜃𝑗). According to Equation 2.2.3,  

𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗) = log 𝐿(𝜸|𝒖𝑗 , 𝜃𝑗) = log 𝑓(𝒖𝑗, 𝜃𝑗; 𝜸) = log (𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗)) . (2.2.10) 

Because 𝑔(𝜃𝑗) is not related to any item parameter, it can be treated as a constant and omitted in 

the above equation while it enters the final optimization function. Therefore, we can simply write 

𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗) ∝ log 𝑓(𝒖𝑗|𝜃𝑗; 𝜸) , (2.2.11) 

On the other hand, according to (2.2.7), 

𝑔(𝜃𝑗|𝒖𝑗; 𝜸) =
𝐿(𝜸|𝒖𝑗 , 𝜃𝑗)

𝐿(𝜸|𝒖𝑗)
=

𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗)

∫ 𝑓(𝒖𝑗|𝜃𝑗; 𝜸)𝑔(𝜃𝑗)𝑑𝜃𝑗
 . (2.2.12) 

𝑔(𝜃𝑗|𝒖𝑗; 𝜸) is somewhat difficult to calculated since the denominator involves integration of a 

complicated function. Bock and Aitkin (1981) proposed that numerical integration can be 

applied to approximate the denominator to arbitrary precision. By choosing a sequence of 𝑄 

quadrature points over the latent trait continuum, integration turns into summation: 
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𝐿(𝜸|𝒖𝑗) = ∑𝑓(𝒖𝑗|𝐴𝑞; 𝜸)𝑊𝑞

𝑄

𝑞=1

= ∑∏𝑃(𝐴𝑞; 𝜸𝑖)
𝑢𝑖𝑗

(1 − 𝑃(𝐴𝑞; 𝜸𝑖))
1−𝑢𝑖𝑗

𝑛

𝑖=1

𝑊𝑞

𝑄

𝑞=1

 , (2.2.13) 

where 𝐴𝑞 is the 𝑞th quadrature node with 𝑊𝑞 being its weight, and 𝑞 = 1, 2,… , 𝑄. Numerical 

integration rules, such as the Gaussian-Hermite rule can be used to obtain the nodes and weights. 

More conveniently, a set of equally spaced nodes which spans sufficiently wide across the 𝜃 

continuum might be chosen, with their weights being the normalized density ordinates of 𝜃. The 

quadrature nodes and weights can also be plugged in to the numerator of 𝑔(𝜃𝑗|𝒖𝑗; 𝜸), yielding  

𝐿(𝜸|𝒖𝑗, 𝜃𝑗) = 𝑓(𝒖𝑗|𝐴𝑞; 𝜸)𝑊𝑞 =∏𝑃(𝐴𝑞; 𝜸𝑖)
𝑢𝑖𝑗

(1 − 𝑃(𝐴𝑞; 𝜸𝑖))
1−𝑢𝑖𝑗

𝑛

𝑖=1

𝑊𝑞   , (2.2.14) 

Therefore,  

𝑔(𝐴𝑞|𝒖𝑗; 𝜸) ≈
𝑓(𝒖𝑗|𝐴𝑞; 𝜸)𝑊𝑞

∑ 𝑓(𝒖𝑗|𝐴𝑞; 𝜸)𝑊𝑞
𝑄
𝑞=1

=
∏ 𝑃(𝐴𝑞; 𝜸𝑖)

𝑢𝑖𝑗
(1 − 𝑃(𝐴𝑞; 𝜸𝑖))

1−𝑢𝑖𝑗𝑛
𝑖=1 𝑊𝑞

∑ ∏ 𝑃(𝐴𝑞; 𝜸𝑖)
𝑢𝑖𝑗

(1 − 𝑃(𝐴𝑞; 𝜸𝑖))
1−𝑢𝑖𝑗

𝑛
𝑖=1 𝑊𝑞

𝑄
𝑞=1

 

, (2.2.15) 

Suppose some provisional item parameter values are available, say 𝜸∗,  they can be plugged into 

𝑔(𝐴𝑞|𝒖𝑗; 𝜸). Then, the conditional expectation of the complete-data log-likelihood for one 

person, 𝑇(𝜸|𝒖𝑗 , 𝜸
∗), can be calculated as 

𝑇(𝜸|𝒖𝑗 , 𝜸
∗) = ∫𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗)  𝑔(𝜃𝑗|𝒖𝑗; 𝜸

∗)𝑑𝜃𝑗

≈ ∑ log 𝑓(𝒖𝑗|𝐴𝑞; 𝜸)

𝑄

𝑞=1

𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

=∑∑𝑢𝑖𝑗 log 𝑃(𝐴𝑞; 𝜸𝑖) 𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑛

𝑖

𝑄

𝑞=1

+∑∑(1− 𝑢𝑖𝑗) log(1 − 𝑃(𝐴𝑞; 𝜸𝑖)) 𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑛

𝑖

 

𝑄

𝑞=1

 

. (2.2.16) 

When considering all the examinees, the conditional expectation of the complete-data log-

likelihood is  
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𝑇(𝜸|𝑼, 𝜸∗) = ∫𝐿𝐿(𝜸|𝑼, 𝜃𝑗)  𝑔(𝜃𝑗|𝑼; 𝜸
∗)𝑑𝜃𝑗

≈ ∑∑log 𝑓(𝒖𝑗|𝐴𝑞; 𝜸)

𝑄

𝑞=1

𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑁

𝑗

=∑∑∑𝑢𝑖𝑗 log 𝑃(𝐴𝑞; 𝜸𝑖) 𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑛

𝑖

𝑄

𝑞=1

N

j

+∑∑∑(1 − 𝑢𝑖𝑗) log (1 − 𝑃(𝐴𝑞; 𝜸𝑖)) 𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑛

𝑖

𝑄

𝑞=1

𝑁

𝑗

  

. (2.2.17) 

In the above equation, the factor log 𝑃(𝐴𝑞; 𝜸𝑖) and log (1 − 𝑃(𝐴𝑞; 𝜸𝑖)) do not involve person 

index 𝑗. Therefore the rest of the terms can be accumulated over examinees first, which leads to a 

rearranged equation: 

𝑇(𝜸|𝑼, 𝜸∗) ≈  ∑∑log 𝑃(𝐴𝑞; 𝜸𝑖)

𝑄

𝑞=1

∑𝑢𝑖𝑗𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑁

𝑗

𝐼

𝑖

+∑∑log (1 − 𝑃(𝐴𝑞; 𝜸𝑖))

𝑄

𝑞=1

∑(1 − 𝑢𝑖𝑗)𝑔(𝐴𝑞|𝒖𝑗; 𝜸)

𝑁

𝑗

𝐼

𝑖

=∑∑𝑟𝑖𝑞log 𝑃(𝐴𝑞; 𝜸𝑖)

𝑄

𝑞=1

+ (𝑁𝑖𝑞 − 𝑟𝑖𝑞)log (1 − 𝑃(𝐴𝑞; 𝜸𝑖))

𝐼

𝑖

 

, (2.2.18) 

where 𝑟𝑖𝑞 = ∑ 𝑢𝑖𝑗𝑔(𝐴𝑞|𝒖𝑗; 𝜸)
𝑁
𝑗  is the expected frequency of examinees who correctly answer 

item 𝑖 in quadrature 𝑞, and 𝑁𝑖𝑞 is simply the total number of examinees in quadrature 𝑞. The 𝑟𝑖𝑞 

and 𝑁𝑖𝑞 are so called the “artificial data” in the IRT literature as they are created after the 

missing latent trait data have been “filled in” by the quadrature nodes and their posterior weights. 

Given (2.2.18), it is now apparent that conditional expectation of the complete-data log-

likelihood is in fact a set of logistic regression log-likelihoods—something statisticians have 

already known how to maximize, such as using the Fisher scoring algorithm.  

 The EM-algorithm starts when some arbitrary starting values of the item parameter 𝜸(0) 

are specified by the user. In the first cycle of the EM, the artificial data 𝑟𝑖𝑞 and 𝑁𝑖𝑞 are generated 

using 𝜸(0) in the E-step, and the conditional expectation of the complete-data log-likelihood is 
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maximized in the M-step so that a new set of parameter 𝜸(1) is obtained. 𝜸(1) is then used as 

provisional item parameter values to calculated new artificial data and hence new complete-data 

log-likelihood equation to be maximized. In each of the following cycles, the algorithm repeats 

the E-step and the M-step, each time providing a new set of item parameter estimates 𝜸(𝑘), until 

the log-likelihood between cycle 𝑘 and 𝑘 + 1 becomes smaller than some predetermined 

criterion. The estimated parameter set converges to the MLE when 𝑘 approaches to infinity 

(Dempster et al., 1977; Wu, 1983). 

2.3 The Impact of Nonnormal Latent Trait on Item Parameter Point Estimate 

In order for the MML estimation to provide accurate parameter estimates, the statistical 

model needs to be correctly specified. One important model assumption in the EM-MML item 

parameter estimation in IRT is that we assume a structure of the distribution of the latent trait 

which we believe to reflect the reality of the population we are studying. It is this assumption 

that makes item parameters estimated possible without knowing each individual’s exact ability. 

When applying the EM-MML procedure to IRT parameter estimation, this underlying latent trait 

is often assumed to be normally distributed. To be specific, the prior term 𝑔(𝜃𝑗) at each E-step 

(Equation 2.2.12) is considered a normal density (usually standard normal; multivariate standard 

normal if the test is multidimensional). Actually, a normal ability distribution is not a necessity 

for the EM-MML to work. Bock and Aitkin (1981) did not suggest any specific shape of g(𝜃𝑗) 

as they believed that it would have minimum impact on item parameter estimation. Yet this 

assumption is a popular one. In practice, the shape of 𝜃 distribution is usually based on 

theoretical or empirical considerations, and normal latent traits are perhaps the most common. 

Even if practitioners do not have a clear idea about what type of distribution is underlying, a 

normal distribution is usually deemed as the most likely and the safest one. In addition, all the 

widely used commercial IRT software programs have been using the normal density by default,  

which in turn, made the choice of normal 𝜃 prior even more popular.  

However, departures from normality are not uncommon. For example, a sample not 

randomly selected or a mixture of populations would possibly result in a skewed or bimodal 

latent trait. Skewed population latent trait distributions also exist due to the inherent nature of 

some constructs such as ambition, eating disorder, or dysthymia. Some studies have investigated 
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the robustness of the default EM-MML procedure against the departure from normal latent trait 

in IRT. These research yielded inconclusive finding. The degree of bias on item parameter 

estimates brought by nonnormal 𝜃 distribution depended on the simulation conditions in each 

study. However, many of them suggest that models with the latent trait normality violation still 

could provide valuable information about the item parameter calibration and the population 

taking the exam. For example, Seong (1990) studied the robustness of 2PL model item parameter 

estimation by BILOG, when the ability distribution was mildly skewed (chi-square distribution 

with 8 degrees of freedom). The results suggested that the magnitude of the difference in bias 

was not large between the normal prior condition and the skewed prior conditions. He also 

recommend that choosing the default normal prior was safer than choosing some impropriated 

prior for 𝜃. Reise and Yu (1990) found that the item parameter recovery with skewed latent trait 

was comparable to that with normal latent trait, when data were fit to the graded response model 

using MULTILOG (Thissen, 1991). Stone (1992) also used MULTILOG and studied the 2PL 

model. He found that when the distributions of 𝜃 were skewed and platykurtic, the bias in 

discrimination parameter decreased as the number of items increased. When number of item was 

40, the results were comparable to those from normal distribution, and the difference were 

negligible for item difficulty parameters. Kirisci, Hsu, and Yu (2001) concluded that 

unidimensional estimates were insensitive to the shape of underlying latent trait distribution. 

Finally, Woods (2014) summarized many studies and suggested that non-normal but symmetric 

density shapes usually do not bias the item parameter estimates. These literature suggested that 

although the magnitude of bias seems to depend on the shape of the latent distribution, test 

length and sample sizes, the item parameter estimation was quite robust when the departure from 

the normal 𝜃 assumption was not large.  

2.4 Information Matrices and Standard Error Methods in General 

In addition to obtaining an accurate point estimate, producing an accurate standard error 

(SE) is equally important. The SE quantifies how precisely the parameters were estimated and is 

used to construct confidence intervals around parameter estimates. Moreover, SEs, or more 

precisely speaking, the error covariance matrix is needed for applications such as goodness-of-fit 

testing, differential item functioning, and test equating and scoring (see Cai, Maydeu-Olivares, 

Coffman, & Thissen, 2006; Woods, Cai, & Wang, 2013; Yang, Hansen, & Cai, 2012).  
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 Before we delve into the impact of nonnormal latent trait on the standard error estimates, 

it is necessary to provide some standard statistical results regarding the estimation of the SE, as 

well as how those results were applied to the SE estimation in the IRT framework and evolves 

into some commonly used IRT SE procedures. The current section serves for this purpose. 

2.4.1 Fisher information 

 Let  𝑿 = (𝑿1, 𝑿𝟐…𝑿𝑁) be a random sample of size 𝑁 drawn from a population 

distribution of a random vector 𝑿𝑖 with joint pdf 𝑓(𝒙; 𝛾), where 𝛾 is a unknown parameter. In 

estimation theory and statistics, the Cramer-Rao inequality (see e.g., Casella & Berger, 1990) 

states that for any unbiased estimator γ̂(𝑿) of the parameter γ,  

var(�̂�(𝑿)) ≥  
1

𝑁 ⋅ E𝛾 ((
𝜕
𝜕𝛾 log 𝑓(𝒙; 𝛾))

2

)

 
, (2.4.1) 

where var(γ̂(𝑿)) is the variance of the estimator (var(γ̂(𝑿)) < ∞). The quantity in the 

denominator is known as the expected Fisher information number (or simply information) of the 

sample,  

ℑ(𝛾) = 𝑁 ⋅ E𝛾 ((
𝜕

𝜕𝛾
log 𝑓(𝒙; 𝛾))

2

) , (2.4.2) 

which measures the amount of information 𝑿 carries about the unknown parameter 𝛾. In other 

words, the Cramer-Rao inequality suggests that the lower bound of the variance of an unbiased 

estimator is the reciprocal of the information. This lower bound is usually referred to as the 

Cramer-Rao lower bound. If 𝑓(𝒙; 𝛾) is twice differentiable and satisfies some regularity 

conditions (see e.g., Casella & Berger, 1990, p. 338), then 

𝑁 ⋅ E𝛾 ((
𝜕

𝜕𝛾
log 𝑓(𝒙; 𝛾))

2

) = −𝑁 ⋅ E𝛾 (
𝜕2

𝜕𝛾2
log 𝑓(𝒙; 𝛾))  , (2.4.3) 

That is, the right hand side of (2.4.3) can also be used to calculate the Fisher information. The 

inequality in (2.4.1) can be extend to the case where a statistical model contains multiple 

unknown parameters. In such case, and assuming the regularity condition has been extended and 

satisfied, the inequality becomes 
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𝚺(�̂�(𝑿)) ≥
1

𝑁
 (E𝜸 (

𝜕

𝜕𝜸
log 𝑓(𝒙; 𝜸) (

𝜕

𝜕𝜸
log 𝑓(𝒙; 𝜸) )

′

))

−1

=
1

𝑁
(−E𝜸 (

𝜕2

𝜕𝜸𝜕𝜸′
log 𝑓(𝒙; 𝜸)))

−1

 

, (2.4.4) 

where 𝜸 = [𝛾1, … , 𝛾𝑞]
′
∈ ℝ𝑞 is a parameter column vector, and 𝚺(�̂�(𝑿)) is the variance-

covariance matrix of �̂�(𝑿). Hence, the two definition of the Fisher information matrix are  

ℑ1(𝜸) = 𝑁 ⋅ E𝜸 (
𝜕

𝜕𝜸
log 𝑓(𝒙; 𝜸) (

𝜕

𝜕𝜸
log 𝑓(𝒙; 𝜸) )

′

) = ℑ(𝜸) , (2.4.5) 

and 

ℑ2(𝜸) = −𝑁 ⋅ E𝜸 (
𝜕2

𝜕𝜸𝜕𝜸′
log 𝑓(𝒙; 𝜸))  = 𝔗(𝜸) , (2.4.6) 

respectively, given the model is correctly specified for the data. Here the subscripts in ℑ1(𝜸) and 

ℑ2(𝜸) indicates that the calculation of information is based on the first derivative and the second 

derivative, respectively. The information provided by a single observation is therefore 
ℑ(𝜸)

𝑁
 . 

2.4.2 Estimation of the covariance matrix of MLE 

Consider a sequence of maximum likelihood estimators (MLE), �̂�1, �̂�2…�̂�𝑁, where the 

subscript indicates the size of the each random sample. Under certain regularity conditions on 

𝑓(𝒙; 𝜸) (e.g., Casella & Berger, 1990, p. 516, Miscellanea 10.6.2), this sequence of MLEs 

(denote as �̂� in general) is asymptotically efficient and most consistent for the parameter vector 

𝜸, such that, 

√𝑁(�̂� − 𝜸) → 𝑀𝑉𝑁(𝟎, 𝚺), 

where 𝑀𝑉𝑁(𝟎, 𝚺) is the 𝑗-variate normal distribution with mean vector 𝟎 and variance-

covariance matrix 𝚺 = ℑ(𝜸)−1, the Cramer-Rao lower bound (Casella & Berger, 1990, Chapter 

10). This theorem shows that the asymptotic covariance matrix of MLE, 𝚺, can be obtained by 

calculating the inverse of ℑ(𝜸). Under the assumption of correct model specification, ℑ(𝜸) can 

be consistently estimated by replacing 𝜸 with �̂� and directly apply either the formula in (2.4.5) or 

(2.4.6). Since such a calculation evaluates the expectation in the definition of the Fisher 

information, the resulting estimates,  
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ℑ1(�̂�) = 𝑁 ⋅ E�̂� (
𝜕

𝜕�̂�
log 𝑓(𝒙|�̂�) (

𝜕

𝜕�̂�
log 𝑓(𝒙|�̂�) )

′

) = ℑ(�̂�) , (2.4.7) 

and 

ℑ2(�̂�) = −𝑁 ⋅ E�̂� (
𝜕2

𝜕�̂�𝜕�̂�′
log 𝑓(𝒙|�̂�)) = ℑ(�̂�) , (2.4.8) 

are usually referred to as the expected information. The inverse of ℑ(�̂�) provides the estimated 

covariance matrix �̂�. Extracting the diagonal elements of �̂� and taking their square roots provide 

the standard error estimates of MLE. 

2.4.3 Observed information 

The expected information, although accurate, is seldom used in practice mainly because 

of two reasons. First, both expectations in (2.4.3) are taken with respect to the population 

distribution of 𝒙, which we rarely know in reality. In other words, we cannot determine how 

appropriately the specified model suits the data. Therefore, a correct evaluation of the 

expectation is not possible because what’s inside the expectation could be an inaccurate 

representation of the truth. Another reason is due to the increasing dimension of the random 

vector 𝑿𝑖. Assuming the pdf we choose is the true population distribution and the model is 

appropriate for the data, we certainly can calculate the expected information by evaluating the 

expectations. However, as the dimension of 𝑿𝑖 increases, the computational burden for such 

calculation can increase exponentially and soon become impossible to endure, even for a 

moderately complex model. For these reasons, the observed information is commonly used to 

estimate ℑ(𝜸) of MLE (Efron & Hinkley, 1978). Assuming correct model specification, the 

observed information matrix can be calculated by either 

ℑ̂1(�̂�) =∑(
𝜕

𝜕𝜸
log 𝐿(𝜸|𝒙𝒊) (

𝜕

𝜕𝜸
log 𝐿(𝜸|𝒙𝒊) )

′

| 𝜸 = �̂�) = ℑ̂(�̂�) 

𝑁

𝑖=1

 , (2.4.9) 

or 

ℑ̂2(�̂�) =∑(−
𝜕2

𝜕𝜸𝜕𝜸′
log 𝐿(𝜸|𝒙𝒊)| 𝜸 = �̂�) = ℑ̂(�̂�) 

𝑁

𝑖=1

 , (2.4.10) 
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where 𝐿(𝜸|𝒙) is the likelihood function of parameter vector 𝜸 given the observed sample 

𝒙1, 𝒙𝟐…𝒙𝑁.  

2.4.4 The error covariance matrix when the model is misspecified  

When expected and observed information matrix and their corresponding covariance 

matrices were introduced in the previous subsection, a tacit assumption made is that model has 

been correctly specified. The reason for this assumption is that when model misspecification is 

present, ℑ1(𝜸) and ℑ2(𝜸) are generally not equal (White, 1982). This implies that neither the 

expected information ℑ1(�̂�) and ℑ2(�̂�) nor the observed information ℑ̂1(�̂�) and ℑ̂2(�̂�) are 

guaranteed to provide consistent estimates for ℑ1(𝜸) and ℑ2(𝜸) and the corresponding 

covariance matrices. However, under these circumstances, the covariance matrix can be 

consistently estimated by 

ℑ𝑠𝑤 = ℑ2(�̂�)
−1ℑ1(�̂�)ℑ2(�̂�)

−1                  (Expected)  , (2.4.11) 

or  

ℑ̂𝑠𝑤 = ℑ̂2(�̂�)
−1ℑ̂1(�̂�)ℑ̂2(�̂�)

−1                 (Observed)  , (2.4.12) 

proposed by Huber (1967) and disseminated primarily by White (1980, 1982). Pictorially 

speaking, the formula of this covariance matrix looks like a piece of meat between two slices of 

bread. It is therefore sometimes referred to as the sandwich-type covariance matrix or sandwich 

covariance matrix. People also sometime refer to the standard error produced by this type of 

covariance matrix as “Huber-White standard error” to recognize the contribution of Huber and 

White. Software that produce sandwich covariance matrix has already been accessible and 

common in the field of structural equation modeling where the limited information maximum 

likelihood estimation is used (see e.g., Muthén & Muthén, 2012).  

2.5 Standard Error Procedures in IRT 

 Given that EM-MML is used for item parameter estimation, many standard error 

procedures have been proposed and discussed in the IRT literature. This section reviews some of 

the procedures, including the ones that will be adopted for evaluation in this study. The goal of 

this section is to show how each IRT SE procedure fits into the general picture of information 

and covariance matrix discussed in the previous section, and also to illustrate how some of these 

procedures are interrelated.  
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2.5.1 The expected Fisher information and some related approaches 

 One way to obtain item parameter covariance matrix is to follow the definition of the 

expected Fisher information for MLE. Again, let 𝒖𝒋 = (𝑢1𝑗, 𝑢2𝑗 , … , 𝑢𝑛𝑗)
′
 be the response vector 

of person 𝑗 to a test consisting of 𝑛 items and 𝜃𝑗 be the latent trait of this person. Also let 𝜽 =

(𝜃1, 𝜃2, … , 𝜃𝑁)′ collect 𝑁 i.i.d random variables of examinee latent traits, 𝑼 = (𝒖1, 𝒖𝟐…𝒖𝑁) 

collect the response pattern from these 𝑁 examinees, and 𝜸 = (𝜸1
′ , 𝜸2

′ , … , 𝜸𝑛
′ )′ collect all the 

item parameters, where 𝜸𝑖
′ = (𝛾𝑖0,𝛾𝑖1, … , 𝛾𝑖𝑚)′, 𝑖 = 1, 2,… , 𝑛, and 𝑚 is the number of parameter 

for a particular item (for example, 𝑚 = 2 if items follow the 2PL model). The marginal 

distribution of 𝑼, 𝑓(𝑼;𝜸), has been given in Equation 2.2.6 in Chapter 2.  Applying the formula 

in Equation 2.4.5 or Equation 2.4.6, by replacing 𝑓(𝒙; 𝜸) with 𝑓(𝑼;𝜸) and dropping the factor 𝑁 

(since 𝑼 is now the entire data rather than one observation), the expected information matrix for 

item parameter estimates can be obtained in principle. With this approach, no data are even 

needed for computing the SEs if one assumes items parameter are fixed and known once 

observed and the distribution of the latent traits is of some known form. However, this approach 

is not so practical in most of the occasions because the computation of the expectation has to 

loop over all (𝑘𝑖)
𝑚 possible response patterns, where 𝑘𝑖 is number of response category for item 

𝑖. Even for a moderately long tests (30 items) that consists of only dichotomous items, this 

approach will be very time inefficient due to the calculation burden it bears.  

 Although it is time consuming, the expected Fisher information approach provides the 

most accurate SE because it directly follows the definition of Fisher information. If the true 

parameter were known, the item parameter error covariance matrix it calculates would truly be 

the “gold standard”. With the enhanced computing power of today’s computer, this procedure 

can definitely be considered to obtain item parameter standard error estimates of a relative short 

test. Some IRT software programs such as IRTPRO (Cai, Thissen & du Toit, 2011) and 

flexMIRT (Houts & Cai, 2015) included this method as an option for SE estimation. 

 There are two other information matrix proposed in the IRT literature that are related to 

the expected information approach, both of which simplifies the calculation substantially by 

making extra assumptions. Thissen and Wainer (1982) proposed a method which analytically 

derives the SE of item parameter estimates as follows: 
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𝑯𝑇𝑊 = 𝑯𝑇𝑊(�̂�) = −𝑁 ⋅ E�̂� (
𝜕2

𝜕�̂�𝜕�̂�′
log 𝑓(𝒖𝑗 , 𝜃𝑗; �̂�)) . (2.5.1) 

This formula suggests that the expectation is with respect to the distribution of 𝒚𝑖 = (𝒖𝑖, 𝜃𝑗).That 

is, 𝜃𝑗 is assumed to be observed together with 𝒖𝑖. Substituting 𝒖𝑗 with its expected value 𝑃𝑖, 

where 𝑃𝑖 is IRF, the expectation is actually only taken over the distribution of 𝜃𝑗. Furthermore, if 

one posits that item parameter estimates are asymptotically independent across items, it can then 

be inferred that �̇��̇�𝑗(𝜸) =
𝜕2

𝜕𝜸𝜕𝜸′
log 𝑓(𝒖𝑗 , 𝜃𝑗; 𝜸) is actually block diagonal matrix consisting of 

block matrix elements �̇��̇�1𝑗(𝜸1), �̇��̇�2𝑗(𝜸2), … , �̇��̇�𝑚𝑗(𝜸𝑚), where �̇��̇�𝑖𝑗(𝜸𝑖) is the Hessian matrix 

of  log 𝑓(𝒖𝑗, 𝜃𝑗; 𝜸) with respect to 𝜸𝑖. After some simplification, with a 2PL model, the 2 × 2 

block matrix element in 𝑯𝑇𝑊 contributed by data collected from a particular item is 

𝑯𝑇𝑊𝑖
(�̂�𝑖) =  𝑁∫((

1

𝑃𝑖(1 − 𝑃𝑖)
)(

𝜕2𝑃𝑖
𝜕�̂�𝒊𝜕�̂�𝒊

′))g(𝜃𝑗) 𝑑(𝜃𝑗) . (2.5.2) 

Inverting each of the block matrix provides an estimate of the covariance matrix of the item 

parameters within an item. SEs are then easily obtained by taking the square roots of the 

diagonal elements. However, it is obvious that 𝑯𝑇𝑊 is always different from ℑ(�̂�) because ℑ(�̂�) 

will not be block diagonal in most of the cases. Actually, the diagonal elements of 𝑯𝑇𝑊 are 

always larger than those in ℑ(�̂�) and thus rendering the SEs obtained from it smaller than they 

actually are according to Yuan et al. (2014). Nevertheless, Li and Lissitz (2004) encouraged the 

use of this analytically derived SE as they discovered that SEs it produces were very similar to 

the empirical SEs in their simulation study (with 50 replications). 

 Another information matrix closely related to 𝑯𝑇𝑊 is the one produced at the end of the 

M-steps in the EM algorithm described by Bock and Aitkin (1981), calculated as 

�̂�𝑀 = �̂�𝑀(�̂�) = −∑𝐸�̂� (
𝜕2

𝜕�̂�𝜕�̂�′
log 𝑓(𝒖𝑗, 𝜃𝑗; �̂�) |𝒖𝑗)

𝑁

𝑗=1

 . (2.5.3) 

Note that here the expectation is with respect to the posterior distribution of 𝜃𝑗 given the 

observed data 𝒖𝑗. Therefore, �̂�𝑀 is in fact a posterior version of 𝑯 𝑇𝑊. However, since observed 

data are actually needed for the calculation, we denote �̂�𝑀 with the hat symbol above 𝑯 to note 

this difference. On the other hand, since �̇��̇�𝑗(�̂�) is also a block diagonal matrix, SEs from this 
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approach can be obtained in the same fashion as they are obtained from 𝑯𝑇𝑊. Yuan et al. (2014) 

pointed out that when model is correctly specified, 𝐸(�̂�𝑀) = 𝑯𝑇𝑊 and the SEs produced by �̂�𝑀 

are again too optimistic in describing the real variability in �̂�. On the other hand, since the 

posterior distribution of 𝜃𝑗 is readily available at the end of the EM cycle and the expectation in 

�̂�𝑀 is easy to evaluate, the time needed to compute �̂�𝑀 is quite minimal compared to the other 

two methods mentioned earlier (i.e., expected Fisher information and 𝑯𝑇𝑊). For this account, 

researchers and practitioners may use it as a tool to provide a quick snapshot of SEs, bearing in 

mind the fact that these values are smaller than the true ones. Some IRT programs such as 

flexMIRT and IRTPRO do provide M-step-based SE as an option for outputting SEs of item 

parameter estimates. Also, Baker and Kim (2004) and Toland (2008) suggested BILOG-MG 

(Zimowski, Muraki, Mislevy, & Bock, 2003) might have also used this method for SE 

estimation. 

 The fact that ℑ(𝜸) is consistently estimated by the MLE ℑ(�̂�) indicates that SEs obtained 

from other unbiased consistent estimator of ℑ(𝜸) cannot be smaller than the ones from ℑ(�̂�). 

This is because MLEs are always asymptotically the most efficient among unbiased estimators 

according to results from statistical theory mentioned earlier. Therefore, given that SEs based on 

both 𝑯𝑇𝑊 and �̂�𝑀 are smaller than the ones based on ℑ(�̂�), we can infer that both 𝑯𝑇𝑊 and �̂�𝑀 

do not provide consistent SEs for �̂�. The simulation study by Yuan et al. (2014) confirmed that 

with five 2PL items, SEs provided by both 𝑯𝑇𝑊 and �̂�𝑀 are smaller than other consistent 

estimators of SEs, given the sample sizes of 500, 1000, and 3000. As a result, these two methods 

are not considered in the following chapter for detailed investigation, although the merits they 

possess should not be neglected.  

2.5.2 Approaches based on the observed information matrix 

 Since the expected information is computationally complicated, and the two 

aforementioned methods are not consistent, the use of the observed information matrix has been 

proposed in literature as an alternative. In the context of IRT, the word “observed” here 

highlights the fact that only the observed item response patterns rather than all possible response 

patterns are involved in the estimation of information matrix.  
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 Following the definition of the observed information in general (Equation 2.4.10), Louis 

(1982) provided formulae for finding the observed information matrix of MLE while EM 

algorithm is used. Applying his findings to the context of IRT, the observed information matrix 

of item parameter estimates in Louis’s form is, 

ℑ̂𝐿𝑜𝑢𝑖𝑠(�̂�) = −∑∫�̇��̇�𝑗 g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗 −∑∫𝐿�̇�𝑗𝐿�̇�𝑗
′
g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗

𝑁

𝑗=1

𝑁

𝑗=1

+∑∫𝐿�̇�𝑗 g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗

𝑁

𝑗=1

∫𝐿�̇�𝑗
′
g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗  

， (2.5.4) 

where �̇��̇�𝑗 =
𝜕2

𝜕�̂�𝜕�̂�′
log 𝑓(𝒖𝑗, 𝜃𝑗; �̂�), 𝐿�̇�𝑗 =

𝜕

𝜕�̂�
log 𝑓(𝒖𝑗, 𝜃𝑗; �̂�) and 𝐿�̇�𝑗

′
=

𝜕

𝜕�̂�′
log 𝑓(𝒖𝑗, 𝜃𝑗; �̂�). One 

can see that this is still a rather complex formula that deals with second-order partial derivatives 

of the log-likelihood function and can be computationally demanding when number of items 

increases. Perhaps for this reason, this method is not an option in most of the commercial IRT 

software. Among the popular IRT applications that I am aware of, the R (R Core Team, 2016) 

package mirt (Chalmers, 2012) is the only one that explicitly offer Louis’s approach as an option 

for calculating SE estimates. Yuan et.al (2014) found this approach performed well in their 

simulation study when it is compared against the empirical SEs (the standard deviation of 

parameter estimates across replications).  

 It is important to note that when a model fits data perfectly well, the first two terms on 

the right hand side of Louis’s formula will cancel each other as 𝑁 increases. This leaves only the 

last term. A closer look at this term reveals that it is the observed information matrix of item 

parameter estimates derived from the first version of the general definition of information matrix 

(Equation 2.4.5). White (1982) called this term the outer-product form of the information matrix 

whereas IRT literature commonly referred to it as the cross-product (XPD) approximation of the 

information matrix: 

ℑ̂𝑋𝑃𝐷(�̂�) =∑∫𝐿�̇�𝑗 g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗∫𝐿�̇�′ g(𝜃𝑗|𝑢𝑗)𝑑𝜃𝑗 

𝑁

𝑗=1

 . (2.5.5) 

Compared to Louis’s form of the observed information, XPD only deals with the first derivatives 

of the log-likelihood function, and is therefore more tractable. In practice, XPD also has proved 
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to be computationally more efficient than many other approaches (Chalmers, Counsell, & Flora, 

2016; Paek & Cai, 2014). As a result, most the IRT software applications offer XPD as an option 

for producing SEs. One caveat when using XPD is that ℑ̂𝑋𝑃𝐷(�̂�) is only asymptotically equal to  

ℑ̂𝐿𝑜𝑢𝑖𝑠(�̂�) when the sample size increases. If the sample was small and the test was relatively 

long, the first two terms in ℑ̂𝐿𝑜𝑢𝑖𝑠(�̂�) should not be considered negligible. The study by Paek and 

Cai (2014) showed that with the 2PL model, XPD showed upward bias when a long test (with 40 

items) was combined with a small sample (500 examinees). The second caveat to XPD, as well 

as to Louis’s form of the observed information, is that the consistency of both their estimates of 

SEs is built upon the assumption that model fits data well. A method which can be used when 

model is misspecified is introduced later in this chapter. 

2.5.3 Numerical differentiation approaches via the EM algorithm 

 This section reviews some alternative methods for obtaining the error covariance matrix 

when the EM algorithm is used. What is common among these methods is that they all 

numerically differentiate what is called the EM map function during the process. To better 

understand how these methods work, we shall first recall the missing data formulation by 

rearranging Equation 2.2.8 as 

𝐿𝐿(𝜸|𝒖𝑗) =  𝐿𝐿(𝜸|𝒖𝑗, 𝜃𝑗) − log 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) . (2.5.6) 

If we consider 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) as the likelihood of missing data (given the observed data), this 

equation simply shows that  

𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑑 𝑑𝑎𝑡𝑎 log𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 = 𝐶𝑜𝑚𝑝𝑙𝑒𝑡𝑒 𝑑𝑎𝑡𝑎 𝑙𝑜𝑔𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑 −𝑀𝑖𝑠𝑠𝑖𝑛𝑔 𝑑𝑎𝑡𝑎 𝑙𝑜𝑔𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑. 

Recall the second definition of the observed information provided in (2.4.10), which shows the 

observed information (and hence, the large sample error covariance) can be obtained by the 

negative second derivative of the observed data likelihood evaluated at MLE, the idea of 

differentiating (2.5.6) occurs to us naturally. By taking the second derivatives of both sides of 

(2.5.6), averaging over 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) and evaluating them at the MLE, we arrive at 

−
𝜕2

𝜕�̂�𝜕�̂�′
𝐿𝐿(�̂�|𝒖𝑗) = 𝐸�̂� (−

𝜕2

𝜕�̂�𝜕�̂�′
𝐿𝐿(�̂�|𝒖𝑗 , 𝜃𝑗)|𝒖𝑗) − 𝐸�̂� (−

𝜕2

𝜕�̂�𝜕�̂�′
log𝑔(𝜃𝑗|𝒖𝑗; �̂�) |𝒖𝑗) . (2.5.7) 
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We now see that the observed information is actually the difference between the conditional 

expected complete data information and the missing data information, or in a more concise 

notation  

ℑ̂𝑜(�̂�|𝒖𝑗) = ℑ̂𝑐(�̂�|𝒖𝑗) − ℑ̂𝑚(�̂�|𝒖𝑗) . (2.5.8) 

This is called the missing information principle by Orchard and Woodbury (1972). The same 

relationship holds for the entire sample, such that  

ℑ̂𝑜(�̂�|𝑼) = ℑ̂𝑐(�̂�|𝑼) − ℑ̂𝑚(�̂�|𝑼) . (2.5.9) 

where ℑ̂𝑐(�̂�|𝑼) = ∑ ℑ̂𝑐(�̂�|𝒖𝑗)
𝑁
𝑗  and  ℑ̂𝑚(�̂�|𝑼) = ∑ ℑ̂𝑚(�̂�|𝒖𝑗)

𝑁
𝑗 . 

For simplicity, I will denote the observed information, the complete information and the missing 

information as ℑ𝑜, ℑ𝑐, and ℑ𝑚 henceforth, respectively, unless the more detailed notation is 

necessary in some particular occasion. Also, they can stand for either the entire sample or a 

single examinee according to the context. 

 It is clear that ℑ̂𝑐 is just the M-step information matrix �̂�𝑀 and is an automatic by-

product in each EM iteration as it is needed during the optimization process. ℑ̂𝑚 however, is 

cumbersome to obtain directly. Meng and Rubin (1991), inspired by Smith (1977), found that the 

relationship in (2.5.9) can be rewritten as  

ℑ𝑜 = (𝐼 − ℑ𝑚ℑ𝑐
−1)ℑ𝑐 . (2.5.10) 

where 𝐼 is an identity matrix, and the term ℑ𝑚ℑ𝑐
−1 is a matrix representation of the fraction of 

missing information. The new question is then, whether this term can be obtained in some 

indirect yet less complicated way.  

Let the item parameter space be a 𝑣 dimensional subset of ℝ𝑣 and denote it as 𝚪, the EM-

algorithm described earlier defines a mapping from 𝚪 to itself such that  

𝛄(𝑘+1) = 𝑴(𝜸(𝑘)) = argmax
𝜸 ∈ 𝚪

 𝑇(𝜸(𝑘+1)|𝑼, 𝜸(𝑘)) . (2.5.11) 

where 𝑘 = 0, 1, ….(Dempster et al., 1977). To be more specific, the MLE obtained in the 𝑘th 

iteration maps to the MLE to be obtained in the (𝑘 + 1)th iteration that maximizes the function 

𝑇(𝜸(𝑘+1)|𝑼, 𝜸(𝑘)) (defined in Equation 2.2.16). This mapping function is later referred to as the 
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EM map in the literature. Suppose the EM map is continuous and 𝜸(𝑘) converges at some point 

�̂�, then 

�̂� = 𝑴(�̂�) . (2.5.12) 

Based on the first order Taylor expansion and the above relationship, at the neighborhood of �̂�, 

we have 

𝛄(𝑘+1) ≈ �̂� + 𝚫(�̂�)(𝛄(𝑘) − �̂�) , (2.5.13) 

where 𝚫(�̂�) =
𝜕𝑀(�̂�)

𝜕𝜸
 is a 𝑝 × 𝑝 Jacobian matrix of 𝑴(𝜸(𝑘)) evaluated at �̂�. Therefore, 𝚫(�̂�) 

governs the rate of convergence. More importantly, Meng and Rubin (1991) showed that 𝚫(�̂�) =

ℑ𝑚ℑ𝑐
−1. Plugging in ℑ𝑚ℑ𝑐

−1 and ℑ𝑐, the observed information ℑ𝑜 can be found. The elements of 

𝚫(�̂�) can be obtained one by one using numerical differentiation method (NDM). As long as 

𝚫(�̂�) at the vicinity of EM convergence has been calculated, ℑ𝑜 can be obtained. The inverse of 

ℑ𝑜 provides the large sample error covariance matrix of item parameter estimates.  

 As one may notice, the covariance matrix NDM provides is actually based on the 

observed information matrix. However, NDM makes use of the EM history and computes the 

observed information matrix in an indirect way, differently from the ones previously introduced. 

Because of such uniqueness NDM features, they are discussed separately in this section.  

Forward difference method. The simplest way to do a numerical differentiation is to use finite 

difference approximations such as forward difference, backward difference and central 

difference. Jamshidian and Jennrich (2000) proposed an approach based on the forward 

difference method (FDM).   Let 𝜸 be a vector that collects all the item parameters need to be 

estimated in a test. The element of 𝚫(�̂�) at the 𝑖th row and 𝑗th column is given by  

Δ𝑖𝑗 =
𝜕𝑀𝑗(�̂�)

𝜕𝛾𝑖
 , (2.5.14) 

where 𝑀𝑗(�̂�) is the 𝑗th element of the vector-valued function 𝑴(�̂�). The FDM first adds a small 

positive value 𝑒 = 𝜂max(|�̂�, 1|) to the MLE of parameter 𝛾𝑖 and keeps the rest of the estimated 

values at their MLEs, where 𝜂 is a small perturbation constant. Let 𝒗𝑖 be a 𝑝 × 1 vector with all 

0s except for the 𝑖th element. The resulting vector of this operation can be expressed as 

�̂� + 𝑒𝒗𝑖 = (�̂�1, … , �̂�𝑖−1, �̂�𝑖 + 𝑒, . . , �̂�𝑖+1, … , �̂�𝑝)  . (2.5.15) 
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It then calculates the quantity  

𝑑𝑖𝑗
𝐹𝐷𝑀 =

𝑀𝑗(�̂� + 𝑒𝒗𝑖) − 𝑀𝑗(�̂�)

𝑒
 . (2.5.16) 

The definition of derivative warrants that lim
η→0

𝑑𝑖𝑗
𝐹𝐷𝑀 = Δ𝑖𝑗. Thus, 𝚫(�̂�) is obtained. We denote the 

information matrix from the FDM as ℑ̂𝐹𝐷𝑀(�̂�). 

Richardson extrapolation method. While FDM uses the forward difference to compute the 

derivatives, the Richardson extrapolation method (REM) differentiates 𝑴(�̂�) using the first-

order Richardson extrapolation of the central difference (Jamshidian & Jennrich, 2000). The 

quantity  

𝑑𝑖𝑗
𝑅𝐸𝑀 =

𝑀𝑗(�̂� − 2𝑒𝒗𝑖) − 8𝑀𝑗(�̂� − 𝑒𝒗𝑖) + 8𝑀𝑗(�̂� + 𝑒𝒗𝑖) − 𝑀𝑗(�̂� + 2𝑒𝒗𝑖)

12𝑒
  (2.5.17) 

is computed, where all symbols have the same meaning as previously defined. lim
η→0

𝑑𝑖𝑗
𝑅𝐸𝑀 = Δ𝑖𝑗 

again due to the definition of derivative. We denote the information matrix from REM as 

ℑ̂𝑅𝐸𝑀(�̂�). A notable difference between FDM and REM is that REM is about four times more 

complex, as it has four functions to be evaluated whereas FDM has only one. Jamshidian and 

Jennrich (2000) recommended the REM over FDM when computing speed is unimportant as 

they found that such small increase in complexity could yield significantly better precision.  

Supplemented EM method. The supplemented EM (SEM) proposed by Meng and Rubin (1991) 

is essentially an NDM based on the forward difference approximation. Unlike the FDM 

however, when SEM tries to perturb parameter 𝛾𝑖 and keeps the rest of the estimated values at 

their MLEs, it first replaces �̂�𝑖 by the estimates of 𝛾𝑖 at the 𝑘th iteration, 𝛾𝑖
(𝑘)

, instead of choosing 

a constant perturbation. This essentially adds a perturbation of (𝛾𝑖
(𝑘) − �̂�𝑖) to �̂�𝑖, and the value of 

this perturbation depends on the distance the SEM goes back into the EM history. It then 

calculates the quantity  

𝑑𝑖𝑗
𝑆𝐸𝑀 =

𝑀𝑗(𝜸𝑖
(𝑘)) −𝑀𝑗(�̂�)

𝛾𝑖
(𝑘) − �̂�𝑖

=
𝑀𝑗 (�̂�1, … , �̂�𝑖−1, �̂�𝑖 + (𝛾𝑖

(𝑘) − �̂�𝑖), . . , �̂�𝑖+1, … , �̂�𝑝) − �̂�𝑖

𝛾𝑖
(𝑘) − �̂�𝑖

  , (2.5.18) 
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where 𝑀𝑗(𝜸𝑖
(𝑘)) is produced by running one iteration of EM from the new starting value after 

perturbation. The definition of derivative guarantees that lim
k→∞

𝑑𝑖𝑗
𝑅𝐸𝑀 = Δ𝑖𝑗. We denote the 

information matrix from SEM as ℑ̂𝑆𝐸𝑀(�̂�). 

Saliently different from FDM or REM, where the perturbation value needs to be chosen 

empirically and is fixed once selected, SEM choose it adaptively by making use of the EM 

history. Tian et al. (2012) found that the performance of FDM and REM could be heavily 

dependent on the magnitude of the perturbation constant 𝜂. This is understandable because the 

EM map is problem specific and the precision is thus expected to be somewhat different if the 

same perturbation constant is used in FDM or REM. The use of SEM is expected to mitigate 

such a problem. On the other hand, Jamshidian and Jennrich (2000) showed SEM’s precision 

might suffer when the EM algorithm converges slowly. In such a case, the constant perturbation 

value in FDM and REM becomes an advantage because it can be easily adjusted if the current 

precision is not satisfying, whereas it is not possible to adjust the SEM for the same purpose.  

The application of SEM to IRT item parameter error covariance was first done by Cai 

(2008). In his approach, the entire EM history is used to create a sequence of 𝚫(�̂�), say 𝚫(�̂�)𝒏 . 

Each element of this sequence requires 𝑝 (total number of item parameters estimated) extra EM 

runs after the convergence of the original EM. The SEM algorithm is considered converged if 

differences of all the Δ𝑖𝑗s between any adjacent runs in 𝚫(�̂�)𝒏 are below some selected criterion 

(e.g., 10−3; a.k.a., the SEM tolerance). This suggests that Cai’s original approach requires at 

least 2𝑝 extra EM runs. Given that there are 𝑝2 elements 𝚫(�̂�), as 𝑝 increases, it is quite common 

to have far more than 2𝑝 extra EM runs before the algorithm converges. Also, parameter 

estimates either tend to change drastically at the beginning of the original EM cycles, making 

𝛾𝑖
(𝑘) − �̂�𝑖 too large, or tend to change very little near the convergence of the original EM, making 

𝛾𝑖
(𝑘) − �̂�𝑖 too small. Both situations reduce the accuracy of numerical differentiation. Noticing 

that there was room for improvement in the original SEM, Tian et al. (2012) offered a 

modification. Based on observed data log-likelihood difference between the original EM cycles, 

they defined a “best window of opportunity” which is typically towards the middle of the EM 

history for the calculation of  𝚫(�̂�). Also, they loosened the stringent element-wise convergence 

criteria to a row-wise criteria. That is, in adjacent runs, if all the Δ𝑖𝑗s in a row have converged 
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simultaneously, that row won’t be calculated in the following runs. The algorithm is considered 

converged until all the rows have converged. These updates improved the stability and efficiency 

of the SEM, and were later adopted by some commercial IRT software such as IRTPRO and 

flexMIRT. 

2.5.4 The sandwich-type covariance matrix 

As previously noted, the sandwich-type covariance matrix could yield a consistent 

estimate of error covariance matrix when there are model misspecification. This applies to IRT 

item parameter covariance matrix estimation as well. Computing the expected version of the 

sandwich covariance matrix is quite complicated and time consuming when number of item 

parameter is moderately large since the calculation has to loop over all possible response 

patterns. For this reason, the observed version is usually preferred. Recall the formula of the 

observed version of sandwich covariance matrix 

ℑ̂𝑠𝑤 = ℑ̂2(�̂�)
−1ℑ̂1(�̂�)ℑ̂2(�̂�)

−1 . (2.5.19) 

To construct ℑ̂𝑠𝑤 in the context of IRT, ℑ̂1(�̂�) and ℑ̂2(�̂�) need to be replaced by corresponding 

matrices aforementioned.  ℑ̂𝑋𝑃𝐷(�̂�), which is based on the first definition of the observed Fisher 

information (variance of the observed data log-likelihood), can be used as ℑ̂1(�̂�). For ℑ̂2(�̂�), the 

Louis form observed information matrix, ℑ̂𝐿𝑜𝑢𝑖𝑠(�̂�), and the information matrices from 

numerical differentiation approaches via EM (i.e., ℑ̂𝐹𝐷𝑀(�̂�),  ℑ̂𝑅𝐸𝑀(�̂�) and ℑ̂𝑆𝐸𝑀(�̂�) ) are all 

suitable, as they are all based on the second definition of the observed Fisher information (the 

second derivative of the observed data log-likelihood).  

2.6 The Impact of Nonnormal Latent Traits on Item Parameter SE Estimates 

To overcome the fundamental drawback of EM that the error covariance matrix is not an 

automatic by-product of the iterations, the SE procedures presented in the previous chapter have 

been proposed. However, they were discussed separately over the last three decades. 

Comparisons of the performance among different SE estimation procedures were not available 

until recently. Tian, Cai, Thissen, and Xin (2013) compared the performances of SEM, the 

updated SEM, FDM and REM in unidimensional IRT models, while using the expected Fisher’s 

Information as a benchmark. When a test consists of 12 dichotomously scored items, the 2PL 

model was used for all the items.  The calculation time of the Fisher information is acceptable 
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and comparable against other methods. When a test consists of 10 multiple choice items and 4 

five-category constructed response items, the 3PL model and the graded response model were 

used, respectively. The Fisher information consumed considerably longer time to calculate the 

SEs. Under both test conditions, they found the SEM and the updated SEM produced accurate 

results, whereas the accuracies of FDM and REM heavily depended on the choice of perturbation 

constants. Only when the perturbation constant 𝜂 was 10−3 did FDM and REM produced results 

comparable with the benchmark and those from SEM and the updated SEM. Paek and Cai (2013) 

compared the performance of Fisher, XPD and the updated SEM in the context of 

unidimensional 2PL model, multidimensional between-item 2PL model and item bifactor model. 

Overall, the updated SEM provided slightly more accurate results than XPD. Both procedures 

generated results similar to the benchmark provided by the Fisher information method.  

However, all of the aforementioned investigations were conducted within the premises of 

the normal latent trait assumption. Given that the default EM-MML procedure is still widely 

used and can provide relatively accurate parameter point estimation in many occasions, even 

when the normality assumption is violated, naturally the next step would be evaluating the 

accuracy of different SE procedures under such a violation. Important questions to ask are 

whether those SE procedures discussed in this chapter can provide accurate standard error 

estimates, and which one(s) should be chosen in practice, when the default EM-MML is used for 

parameter estimation and while there is some belief that the underlying latent trait might be 

nonnormal. Such comparisons are scarce. In Toland’s study (2008), a misspecified latent trait 

was included in the study design. The performance of BILOG-MG’s default SE method was 

investigated but not compared to any other methods. Yuan, Cheng and Patton’s study (2014) is 

the only one that I am aware of which performed method comparisons. They compared the 

performance of SEs based on the XPD version, Louis’ version and the sandwich version of the 

observed information matrix in IRT for dichotomously scored items under a few model 

misspecification conditions. SEs based on the sandwich-type covariance matrix performed most 

consistently across conditions according to their results. However, only a limited number of 

forms and degrees of departure from normality was simulated in their study since it was not their 

primary goal to do a comprehensive evaluation in this regard. A clearer picture regarding how 

the degrees and shapes of the normality violation affects the results of these SE procedures is 

needed. Meanwhile, the models Yuan et al. chose to generate data were mainly one parameter 
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models. It is worthwhile extending the comparison to other popular IRT models such as the 2PL 

model. In addition, the two test length conditions in their study were 5 and 21, which are 

relatively small. In many areas, test length can easily exceed 21. At least one more test length 

condition much larger than 21 needs to be included. Finally, covariance matrix estimators in their 

study were obtained through SAS IML code, whereas practitioners applying IRT models usually 

rely on commercial IRT software programs where SE procedures are readily implemented. There 

is a need to perform an evaluation on a leading IRT commercial software program so that more 

practical suggestions regarding the use of the SE procedures provided by commercial software 

can be given.  
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CHAPTER THREE 

METHODOLOGY 

To systematically investigate the performance of SE procedures, a Monte Carlo 

simulation study was conducted. This chapter lists the simulation conditions, illustrates the data 

generation and calibration procedure, describes the data analysis process, and identifies some 

other practical concerns during the study.  

3.1 Choice of Software Package  

flexMIRT version 3.5 was chosen for fitting the IRT models to the data and estimating 

the parameters. The first reason to choose flexMIRT over other IRT software packages is that 

flexMIRT is one of the leading packages in both the industry and the academia. This study 

would be most beneficial if it was done with a package that has such popularity among 

researchers and practitioners. Another reason is that flexMIRT has the widest option of standard 

error estimation methods among all the commercial software. All of the SE methods that I 

intended to investigate are included in the flexMIRT, while some of the methods are not 

available in other programs.  

The statistical software R (2016) was used to facilitate the fitted model calibration by 

creating batch files and calling flexMIRT to run replications in a batch mode. Also, R was used 

as the tool for data generation and data analysis.  

3.2 Simulation Conditions 

3.2.1 Underlying 𝜃 distribution (shape) 

Four shapes of true underlying latent trait distributions were investigated. A standard 

normal distribution, which matches the presumed distribution that flexMIRT uses in the MML 

estimation by default, was selected as the reference condition. Three nonnormal distributions 

were included: positively skewed (PS), positively more skewed (PS+), and positively skewed 

bimodal (PS-BI). The PS condition represents a mild violation of the normality, with an expected 

skewness of 0.75 and an expected kurtosis of 0. The PS+ condition represents a more severe 

violation of normality, with an expected skewness of 1.5 and an expected kurtosis of 3. In both 

the PS and PS+ conditions, the expected mean and standard deviation of 𝜃 are 0 and 1, 
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respectively. These nonnormal distributions were derived from the cubic transformation method 

suggested by Fleishman (1978). Specifically, in order to generate a nonnormal distribution with 

desired expected value of the first four moments, a standard normal random variable 𝑍 was first 

created. The non-normally distributed variable 𝑍∗ can then be generated by applying the 

following equation:  

𝑍∗ = 𝐴 + 𝐵𝑍 + 𝐶𝑍2 + 𝐷𝑍3, 

where 𝐴, 𝐵, 𝐶 and 𝐷 are power constants obtained by solving a system of four equations 

regarding the first four moments of the nonnormal distribution. For the PS condition, 𝐴 =

−0.1736, 𝐵 = 1.1125, 𝐶 = 0.1736, and 𝐷 = −0.0503. For the PS+ condition, 𝐴 = −0.2683, 

𝐵 = 0.9362, 𝐶 = 0.2683, and 𝐷 = −0.0037. 𝜃s in the PS-BI condition were drawn from a 

mixture of two normal distributions, 𝜃1~𝑁(−0.8, 0.5) and 𝜃2~𝑁(0.8, 0.5), where the proportion 

was 0.7 for the first component and 0.3 for the second component. The generated distribution 

were standardized to have mean of 0 and standard deviation of 1. 

Variables representing characteristics that are rare in the general population could show 

skewed distributions mainly because most people have low levels of the feature and the rest of 

the people have high levels. Also, except for the direction, negatively skewed conditions can be 

considered mathematically equivalent to those positively skewed ones selected here if they have 

the same (absolute values of) moments. It is therefore reasonable to expect that whatever effect 

the positively skewed conditions might have on the performance of SE procedures could also be 

observed under those mirrored negatively skewed conditions, holding other factors constant. On 

these accounts, the current study included only the positively skewed conditions. Figure 3.1 

shows the shapes of the four latent trait distributions simulated in this study. 

3.2.2 Test length (TL) 

The number of items in a test varies due to the constructs to be measured and the budget 

or effort allowed for item development. However, a test should be neither too short nor too long. 

A test with too few items would not be able to provide a stable measure of examinees’ location 

on the latent construct, while a test that is too long would result in fatigue as well as a waste of 

resources. Tests measuring attitudinal and behavioral constructs often have relatively shorter TLs 

ranging from 10 to 30, while achievement and aptitude tests usually have larger number of items 
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ranging from 30 to 50. Two TL conditions, 15 items and 40 items, were selected in the study to 

represent a short test and a long test typically seen in educational and psychological applications. 

Meanwhile, since the number of estimated item parameters determines the dimension of the error 

covariance matrix, the computational burden for all of the SE procedures increases as complexity 

of the error covariance matrix increases. It is necessary to evaluate if such an increase in 

computational burden has any effect on the accuracy of each SE procedure, as well as how 

practical (in terms of execution time) each SE procedure is as the number of item increases.  

Figure 3.1 Shapes of the four simulated latent trait distributions 

 

 

3.2.3 Sample size (N) 

Sample size is a major concern when applying IRT models. Studies have shown that the 

sample size has an effect on the accuracy of item parameter point estimates (see e.g., Seong, 

1990; Stone, 1992). There are no definite rules of thumb of the minimum sample size required 
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for the 2PL model calibration, but according to empirical evidence and some recommendations 

from standard IRT textbooks (e.g., de Ayala, 2013), a sample of at least 500 examinees seems to 

be required for relatively stable and accurate item parameter estimation given the assumed 

distribution for 𝜃 matches the true population distribution. Less favorable situations may require 

larger sample sizes. In terms of the SE estimation, sample size could be even more crucial as the 

SEs of item parameters decrease at the rate of √𝑁 in theory. A larger sample size is always 

desired as it promises smaller SEs and thus less uncertainties around estimated parameters. 

Thissen and Wainer (1982) concluded that, under the circumstance that the model fit the data 

reasonably well and that item discriminations are homogenous and sufficiently large, a sample of 

500 could be sufficient if one were willing to tolerate SEs of 0.1 or so for the difficulty 

parameter, and when sample size is greater than 2500, SEs less than 0.05 could be expected. 

When item discriminations are not homogenous (i.e., 2PL model holds instead of 1PL) or their 

magnitudes are relatively small, larger sample sizes would be required to achieve similar 

precision. Those conclusion were drawn when the model fits. When studying the effect of the 

assumed and true 𝜃 distribution mismatch on SE estimates, sample sizes in consonance with the 

recommendations offered by literatures and practitioners were considered, so that comparisons 

could be made straightforwardly. Three sample size conditions were investigated in this study: 

500, 1500 and 3000. They represent small, moderately large and large samples. Together, they 

help to identify any possible trends each SE method might exhibit as the sample size increases, 

while the normality assumption about the latent trait is violated.   

3.3 Standard Error Procedures Evaluated 

The study design described above resulted in 4 × 2 × 3 = 24 data generation conditions 

(4 levels of latent trait distributions × 2 levels of test lengths × 3 levels of sample sizes). Each 

generated dataset was calibrated more than one time, each time using one of the following SE 

methods: 1. Expected Fisher information method (FIS); 2. Updated Supplemented-EM method 

(SEM); 3. Empirical cross-product method (XPD); 4. Forward difference method (FDM); 5. 

Richardson extrapolation method (REM); and 6. Sandwich method (SW). Among these methods, 

Fisher information needs a special note. When the test length is 15, trial runs revealed that the 

runtime of Fisher was comparable to other methods. However, when the test length was 40, the 

number of all possible response patterns is 240. Fisher becomes practically infeasible and the 
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flexMIRT suppresses the estimation of that standard error. Therefore, Fisher is only evaluated 

condition TL=15. All the other methods were applied to all the data generation conditions.  

This design resulted in a total of  4 × 3 × 5 + 4 × 3 × 6 = 132 evaluated conditions (4 

levels of latent trait distributions × 3 levels of sample sizes × 5 levels of SE method factor for 

TL=15 and 4 levels of latent trait distributions × 3 levels of sample sizes × 6 levels of SE 

method factor for TL=40). For SEM, the convergence criteria for SEs was set at 10−5. For both 

FDM and REM, the perturbation constant was set as 10−3, which is the default value in 

flexMIRT and was recommended by Tian et al. (2013).  For Sandwich, flexMIRT uses the SEM- 

based covariance matrix ℑ̂𝑆𝐸𝑀(�̂�) as the “bread” component (i.e., ℑ̂2(�̂�) in Equation 2.5.19), and 

the XPD-based covariance matrix ℑ̂𝑋𝑃𝐷(�̂�) as the “meat” component (i.e., ℑ̂1(�̂�) in Equation 

2.5.1; flexMIRT® Support Desk, personal communication, October 30, 2017) 

3.4 Generating Item Parameters 

The parametric form of the 2PL model applied in this study was consistent with the 

specification adopted by flexMIRT, namely, 

𝑃𝑖(𝜃𝑗) =
exp(𝑎𝑖𝜃𝑗 + 𝑑𝑖)

1 + exp(𝑎𝑖𝜃𝑗 + 𝑑𝑖)
 ,  

where 𝑑𝑖 is the intercept parameter with 𝑑𝑖 = −(𝑎𝑖𝑏𝑖), 𝑎𝑖 is the item discrimination or slope 

parameter, and 𝑏𝑖 is the item difficulty or location parameter. This is the same formula as the one 

in Equation 2.2.1 except that 𝛾0𝑖 and 𝛾1𝑖 were replaced by the more familiar symbols 𝑎𝑖 and 𝑑𝑖 

used in the IRT literature. In both TL=15 and TL=40 conditions, the 𝑎𝑖 were randomly selected 

from a truncated log-normal distribution such that 𝑎𝑖~ truncated 𝑙𝑛𝑁(0, 0.32) with lower bound 

= 0.7 and upper bound = 2.0. The 𝑏𝑖 were first randomly selected from a uniform distribution 

such that 𝑏𝑖~𝑈(−2, 2). Table 3.1 and 3.2 show the sample item parameters for TL=15 and 

TL=40, respectively.  
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Table 3.1 Sampled Item Parameter for Conditions with 15 Items 

Item ID  a d b 

1 1.491 1.482 -0.994 

2 1.599 0.213 -0.133 

3 0.809 1.507 -1.863 

4 0.844 0.163 -0.193 

5 1.16 -2.002 1.725 

6 1.37 0.781 -0.57 

7 0.762 -0.156 0.205 

8 0.879 -1.746 1.987 

9 0.903 -0.183 0.202 

10 0.829 -0.917 1.106 

11 0.865 0.982 -1.135 

12 0.991 0.101 -0.102 

13 1.195 -0.233 0.195 

14 0.948 -0.672 0.709 

15 0.726 0.927 -1.275 

  

Table 3.2 Sampled item parameter for conditions with 40 items  

Item ID a d b 

1 1.249 0.236 -0.189 

2 1.095 -1.482 1.354 

3 0.948 1.123 -1.184 

4 1.765 1.167 -0.661 

5 0.768 0.18 -0.234 

6 1.088 -0.788 0.724 

7 0.903 0.945 -1.047 

8 0.905 1.678 -1.854 

9 1.191 0.88 -0.739 

10 1.652 2.16 -1.308 

11 0.806 -0.94 1.166 

12 0.912 -0.973 1.066 

13 0.922 -0.684 0.742 

14 1.123 -0.807 0.718 

15 0.955 -1.218 1.277 

16 1.154 0.43 -0.372 

17 1.4 2.443 -1.744 

18 0.787 -0.255 0.324 
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Table 3.2 – continued 

Item ID a d b 

19 1.278 -1.433 1.122 

20 1.239 -2.173 1.754 

21 0.849 -0.899 1.059 

22 0.922 0.724 -0.785 

23 0.987 1.48 -1.5 

24 0.886 0.132 -0.149 

25 0.896 0.27 -0.301 

26 0.762 -1.473 1.933 

27 1.451 -1.061 0.731 

28 1.436 -2.419 1.685 

29 1.094 -0.337 0.308 

30 1.466 -1.515 1.033 

31 0.826 -1.066 1.29 

32 0.706 -1.136 1.61 

33 1.063 0.372 -0.35 

34 1.525 2.154 -1.413 

35 1.13 1.55 -1.371 

36 1.205 1.459 -1.211 

37 0.813 0.236 -0.29 

38 0.847 0.333 -0.394 

39 0.836 -0.056 0.067 

40 1.098 1.228 -1.118 

 

3.5 Other Controlled Factors 

61 quadrature nodes were used in the EM algorithm with the range of 𝜃 between −4.5 

and 4.5.For the 2PL model, this specification is expected to provide a good approximation of the 

continuous latent variable without running into any issues concerning the processing time.  In 

each EM cycle, the convergence criteria for the E-step (between-cycle) and the iterative M-step 

optimization (within-cycle) were 10−4 and 10−7, respectively. The maximum number of EM 

cycles was 500, and the maximum iterations of the M-step optimization is 100. For the SEM 

method, the SEM tolerance was set as 10−5. For both the FDM and REM methods, the 

perturbation constant 𝜂 was set as 10−3. Each evaluated condition was replicated 2000 times.  
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3.6 Data Analysis 

3.6.1 Excluding non-converged cases 

Before conducting any analysis, replications identified as not converged were excluded. 

A replication that failed to converge had one or more of the following issue(s): a) Unusual 

termination of the software; b) Any of the convergence criterion aforementioned not satisfied; c) 

One or more unrealistic point estimate values (greater than 10); d) Negative standard error 

values; or e) One or more standard errors greater than 2.  

3.6.2 Parameter recovery 

Before evaluating the performance of the SE estimation methods, the recovery of the true 

parameters under each data generation condition was examined and summarized using bias and 

root mean square error (RMSE). Let 𝛾 denote the true value of an item parameter and �̂�𝑟 the 

estimated value from the 𝑟th replication, the bias for an item parameter point estimate is 

𝐵𝑖𝑎𝑠(𝛾) =
1

𝑅
∑(�̂�𝑟 − 𝛾)

𝑅

𝑟=1

 , (3.6.1) 

and the RMSE is  

𝑅𝑀𝑆𝐸(𝛾) = √
1

𝑅
∑(�̂�𝑟 − 𝛾)2
𝑅

𝑟=1

  , (3.6.2) 

where 𝑅 is the total number of converged replications. As previously noted, the departure from 

normality of the true latent trait distribution would inevitably affect the accuracy of parameter 

estimation. However, as the nonnormal distributions simulated in this study were not extreme, 

the parameter estimates were not expected to be severely biased. The degree of validity of 

parameter estimates appears to be subject to the decision of how small a bias is deemed 

acceptable. Such a decision usually depends on the purposes of the test calibration, available 

resources, and many other aspects of a testing program. The purpose of providing parameter 

recovery results in this study is first, to demonstrate that no conditions with unreasonable 

parameter-estimate results were included for later analysis; and second, to document the results 

of parameter recovery under each condition so that practitioners can use their own judgement to 
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determine the usefulness of parameter point estimates before they delve into the evaluation of SE 

methods.  

3.6.3 Evaluation criteria for SE methods 

Accuracy of the SE estimates. After non-converged replications were excluded and parameter 

recovery was checked, bias, root mean square difference (RMSD) and absolute relative 

difference (AbsRD) were used to evaluate the performance of each SE estimation approach: 

  𝐵𝑖𝑎𝑠 =
1

𝑅
∑(𝑆𝐸(�̂�𝑟) − 𝑆𝐸𝑒(𝛾))

𝑅

𝑟=1

 (3.6.3) 

  𝑅𝑀𝑆𝐷 =
1

𝑅
∑√(𝑆𝐸(�̂�𝑟) − 𝑆𝐸𝑒(𝛾))

2
𝑅

𝑟=1

 (3.6.4) 

  𝐴𝑏𝑠𝑅𝐷 =
1

𝑅
∑|

𝑆𝐸(�̂�𝑟) − 𝑆𝐸𝑒(𝛾)

𝑆𝐸𝑒(𝛾)
|

𝑅

𝑟=1

   (3.6.5) 

 

where 𝑆𝐸(�̂�𝑟) is the standard error estimated by one of the SE methods for a parameter, and 

𝑆𝐸𝑒(𝛾) is the empirical standard error of a parameter (i.e., the standard deviation of parameter 

estimates for a specific parameter across replications) defined as 

𝑆𝐸𝑒(𝛾) = √
1

𝑅 − 1
∑(�̂�𝑟 − �̅�)2
𝑅

𝑟=1

 , (3.6.6) 

where �̅� is the mean of the estimated values of a parameter across replications. For simplicity, 

𝑆𝐸(�̂�𝑟) and 𝑆𝐸𝑒(𝛾) will be denoted as 𝑆𝐸𝑚 and 𝑆𝐸𝑒, respectively, where m can be the name of 

any one of the SE methods (e.g., 𝑆𝐸𝑋𝑃𝐷). Bias provides a straightforward measure of the 

direction and average magnitude of the bias of an estimated SE relative to the corresponding 

empirical benchmark. RMSD measures the discrepancy between 𝑆𝐸𝑚 and 𝑆𝐸𝑒 by considering 

both the average error and the variation in the errors. Finally, since all the 𝑆𝐸𝑚s as well as 𝑆𝐸𝑒s 

approach 0 at the same rate of √N, AbsRD is a suitable statistic in this study for evaluating the 

performance of SEs, especially across different sample sizes. Treating the AbsRD as a dependent 

variable, repeated measures ANOVA was performed to investigate the effects of the design 
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factors (i.e., three between-subject factors which are sample size, test length and latent trait 

distribution, and one within-subject factor which is the SE methods, where a subject is a 

simulation condition) and their interactions. Both the statistical significance and the effect size 

measure η2 were considered when identifying important effects. 

Computing time. In addition to accuracy, the computing time of SE estimates for a chosen SE 

method is sometimes also a concern in applied settings. In the case where no practically 

significant difference can be found from the results produced by two methods, the one that 

requires noticeably shorter time might be preferred. For example, as the test length increases, FIS 

quickly becomes infeasible due to long computing time, and other methods would be selected 

instead if they offer comparable accuracy. In addition, although Paek and Cai (2014) compared 

the computing times among FIS, XPD and SEM, no previous study in the IRT literature has 

documented the computing times of the less frequently used FDM, RME and SW, and how they 

compare with each other and with the other more frequently used methods. In this study, both the 

total time elapsed for a replication and the time elapsed for computing the SE estimate were 

recorded for each chosen SE method, using the built-in functionality of flexMIRT. Their 

averages, and the average proportion of SE computing time to the total computing time was 

calculated for each condition and method. The shape of the latent trait is expected to have no 

effect on the computing time, holding other factors equal.  

Raw-score distribution. Unlike in simulations, where the true distribution of 𝜃 is known a priori, 

there is no direct way in practice to know whether 𝜃 has a nonnormal distribution or not. The 

conjecture that the true 𝜃 may follow (or not follow) any specific distribution could come from 

two sources. The first is through heuristic reasoning. Reflecting on the nature of the construct 

being measured helps to build up the hypothesis. The second is by examining the data at hand. 

For example, the raw-score distribution arising from a skewed latent-trait distribution is also 

likely to be skewed to a certain degree. Therefore, for each combination of the sample size and 

the shape of the latent trait distribution, the frequency of each score point was calculated for each 

replication in this study. The average values of the raw-score moments and relative frequencies 

over replications were then calculated to depict the typical shape of the raw-score distribution in 

each condition. With this piece of information, practitioners could have more tangible indications 

of how far the true distribution of 𝜃 is from normal. The findings of this study thus become more 
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practical in guiding the practitioners to choose the most appropriate SE method when they 

encounter conditions similar to the ones simulated here.  
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CHAPTER FOUR 

RESULTS 

4.1 Convergence and Parameter Recovery  

Non-converged cases may have extreme or unreasonable estimates. To avoid results 

being distorted by these cases, the convergence rates were monitored and non-converged 

replications were removed from the subsequent analyses using the criteria listed in section 3.6.1. 

In general, the convergence rates were very high across all conditions. For most of the conditions 

investigated, convergence rates were 100%. For the other conditions that did have non-

converged cases, the non-convergence rates were all less than or equal to 1.5%. The lowest 

number of convergence happened when SE method was XPD, TL = 15, shape = PS+, and N = 

500. In this conditions, 98.5 % of the cases converged, which amounts to 1970 converged cases 

out of a total of 2000.  Table A.1 and A.2 in Appendix A show the summaries of the 

convergence rates.  

Item parameter recovery results including the average bias and RMSE are shown in 

Tables A.3 and A.4 in Appendix A. Since item parameter estimation is independent from the SE 

estimation, the choice of SE method does not affect the results of parameter recovery. Values in 

the tables were based arbitrarily on the converged replications when XPD was chosen as the SE 

method. Given the convergence rates were all close to 100%, there would be no practical 

difference if values were based on the converged replications when another SE was used. As 

expected, the recovery results improved as the sample size increased. For both the a and b 

parameters, the recovery results were reasonable across all sample sizes, test lengths and latent 

trait distribution combinations, even for the condition most likely to produce the largest deviation 

from the true values (i.e., TL=40, N=500 and Shape=PS+). As the parameter point estimation is 

not the main focus of this dissertation and topics such as parameter recovery have already been 

widely investigated in previous research, no further analysis was pursued in this regard. 

Nevertheless, this by no means suggests that accurate point estimation is not important. In fact, 

one should always make sure the parameter point estimates are at least reasonable before he/she 

delves into investigations of the performance of standard error procedures, so that such 

investigation can be meaningful.   
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4.2 Evaluation of the SE Estimation Methods 

4.2.1 Summary of the average bias 

Bias of the SE estimation for each item parameter by each method was calculated using 

the formula in Equation 3.6.3. The average bias across all the a parameters within a condition is 

shown in Table 4.1 and Table 4.2 for TL=15 and TL=40, respectively. The first column labeled 

“SEe” displays the average empirical SEs rather than bias. As expected, SEe decreased as sample 

size became larger. The rest of the columns suggest that the XPD in general exhibited some 

upward bias, especially when the test length was relatively long (TL=40) and the sample size 

was relatively small (N=500). This is consistent with one of the findings suggested by Paek and 

Cai (2014). In addition, SW also demonstrated the same upward bias in such situations. When 

TL=15, average biases of other SE methods were close to 0. When TL=40, although the most of 

the biases had positive signs, they were again close to 0 or much smaller than those produced by 

XPD. In both tables, biases tend to decrease as the sample size increases. This is also expected, 

as the magnitude of both the estimated SE and SEe were supposed to decrease approximately at 

the rate of √𝑁. The same type of information for the b parameters is shown in Table 4.3 and 

Table 4.4. Again, both the SEe and bias decreased as N became larger. For both TL=15 and 

TL=40, the majority of the biases produced by all the SE methods were close to 0, except that 

when TL=40 and N=500, XPD again showed slight upward bias. No clear pattern was found 

regarding effect of the shape of the 𝜃 distribution on the average bias. 

Table 4.1 Average Bias of the a Parameter SEs when TL = 15 

  SEe XPD SEM FDM REM SW FIS 

N=500 

 

Normal .1680 .0034 -.0014 -.0002 -.0012 .0013 -.0020 

PS .1683 .0029 -.0027 -.0011 -.0025 .0000 -.0028 

PS+ .1636 .0088 .0005 .0016 .0009 .0016 -.0006 

PS-BI .1653 .0060 .0004 .0014 .0007 .0029 .0006 

         

N=1500 

Normal .0957 .0004 -.0005 -.0004 -.0004 .0001 -.0006 

PS .0948 .0012 -.0003 .0006 -.0001 .0002 .0000 

PS+ .0931 .0035 .0006 .0015 .0009 .0000 .0004 

PS-BI .0936 .0024 .0009 .0012 .0012 .0014 .0014 

         

N=3000 

Normal .0674 .0001 -.0003 -.0004 -.0002 .0000 -.0003 

PS .0668 .0005 -.0003 .0003 -.0001 -.0001 .0000 

PS+ .0663 .0015 -.0003 .0004 .0000 -.0010 -.0003 

PS-BI .0660 .0014 .0007 .0008 .0009 .0009 .0011 
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Table 4.2 Average Bias of the a Parameter SEs when TL = 40 

  SEe XPD SEM FDM REM SW 

N=500 

 

Normal .1534 .0162 .0049 -.0013 .0010 .0268 

PS .1522 .0193 .0049 .0008 .0022 .0204 

PS+ .1519 .0243 .0038 .0023 .0038 .0124 

PS-BI .1488 .0217 .0040 .0045 .0074 .0095 

        

N=1500 

Normal .0881 .0022 .0009 -.0001 -.0002 .0072 

PS .0863 .0050 .0023 .0021 .0010 .0064 

PS+ .0867 .0068 .0020 .0020 .0012 .0038 

PS-BI .0847 .0063 .0021 .0042 .0027 .0032 

        

N=3000 

Normal .0617 .0010 .0006 .0008 .0000 .0035 

PS .0609 .0025 .0013 .0018 .0005 .0030 

PS+ .0612 .0036 .0014 .0016 .0006 .0021 

PS-BI .0593 .0038 .0017 .0040 .0019 .0018 

 

 

Table 4.3 Average Bias of the b Parameter SEs when TL = 15 

  SEe XPD SEM FDM REM SW FIS 

N=500 

 

Normal .2011 -.0140 -.0218 -.0203 -.0204 -.0213 -.0198 

PS .1882 .0012 -.0084 -.0071 -.0072 -.0084 -.0064 

PS+ .2128 .0046 -.0098 -.0076 -.0085 -.0118 -.0101 

PS-BI .1788 .0058 -.0030 -.001 -.0016 -.0027 -.0006 

         

N=1500 

Normal .1013 .0002 -.0021 -.0014 -.0011 -.0025 -.0008 

PS .1202 -.0169 -.0201 -.0188 -.0191 -.0207 -.0188 

PS+ .1178 -.0011 -.0061 -.0041 -.0051 -.0079 -.0058 

PS-BI .0947 .0057 .0029 .0050 .0040 .0025 .0043 

         

N=3000 

Normal .0712 -.0003 -.0016 -.0014 -.0007 -.0020 -.0006 

PS .0804 -.0082 -.0101 -.0083 -.0092 -.0106 -.0091 

PS+ .0792 .0025 -.0006 .0005 .0002 -.0022 -.0003 

PS-BI .0761 -.0058 -.0075 -.0052 -.0066 -.0078 -.0064 
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Table 4.4 Average Bias of the b Parameter SEs when TL = 40 

  SEe XPD SEM FDM REM SW 

N=500 

 

Normal .1703 .0113 -.0047 -.0125 -.0053 .0154 

PS .1694 .0191 -.0010 -.0068 -.0004 .0128 

PS+ .1892 .0278 -.0024 -.0053 .0015 .0055 

PS-BI .1581 .0243 .0040 .0013 .0109 .0112 

        

N=1500 

Normal .0929 .0025 -.0005 -.0027 .0049 .0056 

PS .0940 .0053 .0000 -.0009 .0029 .0044 

PS+ .1128 .0002 -.0082 -.0087 -.0025 -.0066 

PS-BI .0862 .01 .0047 .0060 .0073 .0067 

        

N=3000 

Normal .0649 .0010 -.0006 -.0010 .0001 .0023 

PS .0717 -.0031 -.0060 -.0060 -.0054 -.0043 

PS+ .0737 .0045 -.0001 .0001 .0004 .0004 

PS-BI .0665 .0001 -.0030 -.0007 -.0017 -.0025 

 

 

Figure 4.1 to 4.3 and Figure 4.4 to 4.6 show the bias of the SE methods by each 

individual item ordered by the magnitudes of the true a parameters and the true b parameters, 

respectively, when TL=40. Since the magnitudes of SE estimates decrease quickly as sample size 

increases, to help better observing how SE methods performs differently within a specific sample 

size, sample size was used as the factor that varies across figures, and therefore figures have 

different scales of the y-axis. Again, one can confirm from these figures that XPD and SW 

tended to produce some positive biases in many occasions for both the a and b parameters, 

especially when the sample size was only 500. Also, different SE methods produced consistent 

biases for a specific parameter. That is, if a parameter has a higher bias than other parameters 

according to one SE method, the biases produced by other SE methods also tended to be high for 

the same specific item. In addition, these figures reveal that for the b parameters, the bias tended 

to increase when item are very easy or very difficult. The pattern for the a parameters were less 

obvious but still observable. Items with larger a parameters tended to have slightly higher 

positive biases. In addition to this trend, more fluctuation was observed in the figures for the a 

parameter. This fluctuation may not only be due to the values of the a parameters themselves, but 

more likely also due to the values of the associated b parameters. For example, in the PS+ 

conditions across N=500, N=1500, and N=3000, the same three items had the largest a parameter 
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biases (based on the XPD approach). These three items were (from left to right in the figure) 

item number 17, number 34 and number 10 in Table 3.2. Each of them had a relatively large a 

parameter associated with a relatively extreme b parameter. Lastly, the values of bias were more 

homogenous when the latent trait was normally distributed, and became more fluctuating when 

skewness and kurtosis increased. Plots for the conditions with TL=15 were presented in 

Appendix B (Figure B.1 to B.6), as they suggest similar information.  

 

 

Figure 4.1 Average Bias of the a Parameter SEs when TL = 40 and N = 500 
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Figure 4.2 Average Bias of the a Parameter SEs when TL = 40 and N = 1500 

 

 

Figure 4.3 Average Bias of the a Parameter SEs when TL = 40 and N = 3000 
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Figure 4.4 Average Bias of the b Parameter SEs when TL = 40 and N = 500 

 

 

Figure 4.5 Average Bias of the b Parameter SEs when TL = 40 and N = 1500 
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Figure 4.6 Average Bias of the b Parameter SEs when TL = 40 and N = 3000 

 

4.2.2. Summary of the average RMSD 

The root mean squared difference (RMSD) in equation 3.6.4 takes both the bias and 

variability of an estimate into consideration when evaluating an estimator. Table 4.5 to 4.8 shows 

the values of RMSD in each condition for the a and b parameters. A table structure similar to 

that in Table 4.1 to 4.4 was applied here, except that the cells under each SE method column now 

contains RMSDs rather than biases. When TL=15, SEs estimated by the expected Fisher 

information (FIS) had the smallest RMSDs compared to other methods for both the a and b 

parameters. This reinforced the fact that FIS is truly the “gold standard” to obtain SE estimates 

when runtime is not a concern.  

 When sample size increased, RMSDs of all the methods decreased as expected. However, 

the amount of decreases for the FDM-based RMSD was smaller than the others. This was more 

salient when TL=40. The magnitudes of RMSDs by FDM were much larger than those of other 

approaches when N=1500 or N=3000. The SW performed worse than other SE methods when 

the 𝜃 distribution was normal, especially in a longer test. Its performance improved as the 𝜃 

distribution became nonnormal, but only to an extent comparable to the other methods. In 
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general, for both test lengths, other SE methods produced similar sized RMSDs, although SEM 

and REM seemed to have slightly smaller values when the a parameters are of concern. The 

shape of the 𝜃 distribution did seem to affect the RMSDs. The PS+ conditions, where the 

normality of 𝜃 distributions was most violated, tended to have the largest RMSDs. The Normal 

conditions tended to have the smallest RMSDs. RMSDs for the PS-BI conditions typically are in 

between those from PS and PS+ or less than those from PS.  

Table 4.5 Average RMSD of the a Parameter SEs when TL = 15 

  XPD SEM FDM REM SW FIS 

N=500 

 

Normal .0180 .0163 .0189 .0163 .0170 .0162 

PS .0195 .0170 .0184 .0170 .0172 .0163 

PS+ .0223 .0170 .0187 .0171 .0169 .0157 

PS-BI .0200 .0168 .0189 .0168 .0174 .0162 

        

N=1500 

Normal .0057 .0054 .0065 .0053 .0056 .0053 

PS .0068 .0055 .0066 .0055 .0054 .0051 

PS+ .0083 .0058 .0070 .0059 .0055 .0054 

PS-BI .0069 .0056 .0069 .0056 .0056 .0054 

        

N=3000 

Normal .0028 .0028 .0039 .0027 .0029 .0027 

PS .0036 .0028 .0041 .0028 .0029 .0028 

PS+ .0054 .0036 .0044 .0036 .0029 .0026 

PS-BI .0039 .0031 .0061 .0031 .0029 .0029 

 

Table 4.6 Average RMSD of the a Parameter SEs when TL = 40 

  XPD SEM FDM REM SW 

N=500 

 

Normal .0221 .0219 .0144 .0178 .0584 

PS .0248 .0175 .0226 .0206 .0447 

PS+ .0298 .0156 .0234 .0214 .0274 

PS-BI .0265 .0144 .0225 .0260 .0230 

       

N=1500 

Normal .0051 .0057 .0148 .0046 .0136 

PS .0072 .0056 .0154 .0047 .0121 

PS+ .0093 .0057 .0143 .0053 .0083 

PS-BI .0079 .0051 .0158 .0052 .0091 

       

N=3000 

Normal .0026 .0029 .0096 .0022 .0069 

PS .0039 .0032 .0108 .0025 .0058 

PS+ .0052 .0033 .0149 .0028 .0046 

PS-BI .0045 .0028 .0159 .0028 .0042 
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Table 4.7 Average RMSD of the b Parameter SEs when TL = 15 

  XPD SEM FDM REM SW FIS 

500 

 

Normal .0555 .0569 .0656 .0563 .0583 .0552 

PS .0526 .0514 .0563 .0511 .0522 .0501 

PS+ .0701 .0672 .073 .0669 .0677 .066 

PS-BI .0489 .0466 .0563 .0465 .0474 .0459 

        

1500 

Normal .014 .0143 .0213 .0139 .0149 .0138 

PS .0256 .0272 .0299 .0263 .0276 .0258 

PS+ .0208 .0208 .0275 .0201 .021 .0196 

PS-BI .0158 .0144 .0239 .0148 .0143 .0151 

        

3000 

Normal .0069 .0071 .0138 .0068 .0075 .0068 

PS .0123 .0134 .0187 .0126 .0137 .0124 

PS+ .01 .0092 .0148 .009 .0093 .0088 

PS-BI .011 .0116 .0236 .011 .0118 .0109 

 

Table 4.8 Average RMSD of the b Parameter SEs when TL = 40 

  XPD SEM FDM REM SW 

N=500 

 

Normal .0412 .0397 .0395 .0435 .0675 

PS .0464 .0408 .0437 .0465 .0593 

PS+ .0612 .0475 .0533 .0557 .0564 

PS-BI .0461 .0406 .0397 .0514 .0578 

       

N=1500 

Normal .0112 .0170 .0209 .0264 .0258 

PS .0133 .0129 .0208 .0188 .0249 

PS+ .0189 .0197 .0248 .0340 .0208 

PS-BI .0150 .0133 .0209 .0141 .0260 

       

N=3000 

Normal .0053 .0069 .0122 .0051 .0106 

PS .0088 .0102 .0152 .0089 .0117 

PS+ .0096 .0089 .0188 .0072 .0103 

PS-BI .0081 .0084 .0191 .0078 .0130 

 

The similar item-by-item figures were created for the RMSDs (Figure 4.7 to 4.12) and 

they confirmed the results mentioned earlier. Besides, these figures suggest that there also 

appeared to be trend that RMSD values increases as items became more discriminative. Also, 

clear “U” shapes were observed for the b parameter SEs, indicating items with more extreme b 

parameters have larger RMSDs. These results were consistent with what was found in the 
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previous section on the summary of bias. Plots for the 15-item tests where in Figure B.7 to B12 

in Appendix B. 

 

Figure 4.7 Average RMSD of the a Parameter SEs when TL = 40 and N = 500 

 

 

Figure 4.8 Average RMSD of the a Parameter SEs when TL = 40 and N = 1500 
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Figure 4.9 Average RMSD of the a Parameter SEs when TL = 40 and N = 3000 

 

 

Figure 4.10 Average RMSD of the b Parameter SEs when TL = 40 and N = 500 



 

58 

 

 

 

Figure 4.11 Average RMSD of the b Parameter SEs when TL = 40 and N = 1500 

 

 

Figure 4.12 Average RMSD of the b Parameter SEs when TL = 40 and N = 3000 
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4.2.3 Summary of the average AbsRD  

Table 4.29 to Table 4.12 summarize the average absolute relative differences (AbsRDs) 

of the SE methods based on Equation 3.6.5. Similar to the results shown in the summary of 

RMSD, the FIS approach displayed the smallest AbsRD among all the SE procedures for both 

the a and b parameters when TL=15. Other methods showed similar level of AbsRD across 

different sample sizes and latent trait distributions. When TL=40, SEM and REM appeared to 

have smaller AbsRDs for the a parameters, and SW generally produced the largest AbsRDs. 

Also, the XPD and SW showed undesired large values in the long test (40) and small sample size 

(500) combination for both the a and b parameters, which is consistent with the results suggested 

by the bias and RMSD. Since AbsRD is a relative index that is free from the effect of sample 

sizes on the scale of SE estimates, values of AbsRDs are comparable across different sample 

size. For the a parameters, larger sample sizes reduced the AbsRDs of all the SE procedures 

regardless of the test lengths and shapes of the 𝜃 distributions. For the b parameters, such a trend 

was less salient. Item-by-item plots indicated very similar results to what was suggested by 

RMSD. They can be found in Appendix B (Figure B.13 to B.24).  

Table 4.9 Average AbsRD of the a Parameter SEs when TL = 15 

  XPD SEM FDM REM SW FIS 

N=500 

 

Normal .0781 .0734 .0785 .0734 .0756 .0732 

PS .0877 .0771 .0816 .0770 .0770 .0743 

PS+ .1071 .0787 .0825 .0791 .0771 .0723 

PS-BI .0906 .0760 .0817 .0760 .0779 .0728 

        

N=1500 

Normal .0453 .0431 .0477 .0429 .0449 .0428 

PS .0565 .0453 .0521 .0451 .0437 .0415 

PS+ .0740 .0488 .0546 .0496 .0456 .0452 

PS-BI .0571 .0455 .0512 .0457 .0459 .0434 

        

N=3000 

Normal .0326 .0315 .0375 .0311 .0329 .0311 

PS .0425 .0325 .0406 .0323 .0330 .0330 

PS+ .0705 .0433 .0468 .0443 .0341 .0303 

PS-BI .0485 .0363 .0444 .0367 .0344 .0338 
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Table 4.10 Average AbsRD of the a Parameter SEs when TL = 40 

  XPD SEM FDM REM SW 

N=500 

 

Normal .1150 .0799 .0679 .0695 .1966 

PS .1313 .0766 .0762 .0729 .1615 

PS+ .1628 .0763 .0838 .0821 .1177 

PS-BI .1465 .0687 .0812 .0867 .0983 

       

N=1500 

Normal .0449 .0445 .0541 .0393 .1012 

PS .0659 .0485 .0630 .0401 .0910 

PS+ .0882 .0506 .0647 .0463 .0704 

PS-BI .0758 .0444 .0718 .0462 .0581 

       

N=3000 

Normal .0330 .0345 .0494 .0278 .0749 

PS .0522 .0412 .0604 .0321 .0682 

PS+ .0703 .0427 .0607 .0364 .0567 

PS-BI .0636 .0371 .0751 .0382 .0435 

 

 

Table 4.11 Average AbsRD of the b Parameter SEs when TL = 15 

  XPD SEM FDM REM SW FIS 

N=500 

 

Normal .1869 .2064 .2176 .2007 .2126 .1940 

PS .1653 .1739 .1873 .1706 .1793 .1644 

PS+ .1958 .2058 .2193 .2025 .2108 .1983 

PS-BI .1614 .1616 .1837 .1592 .1660 .1553 

        

N=1500 

Normal .0892 .0965 .1186 .0903 .1037 .0888 

PS .1871 .2067 .2161 .1971 .2122 .1918 

PS+ .1214 .1347 .1553 .1269 .1420 .1243 

PS-BI .1288 .1076 .1443 .1174 .1041 .1210 

        

N=3000 

Normal .0641 .0717 .0919 .0642 .0791 .0639 

PS .1369 .1556 .1754 .1435 .1622 .1406 

PS+ .0795 .0759 .1004 .0714 .0824 .0706 

PS-BI .1265 .1363 .1698 .1280 .1405 .1266 
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Table 4.12 Average AbsRD of the b Parameter SEs when TL = 40 

  XPD SEM FDM REM SW 

N=500 

 

Normal .1572 .1596 .1738 .1681 .2345 

PS .1775 .1566 .1704 .1681 .2061 

PS+ .2024 .1696 .1849 .1823 .1882 

PS-BI .2046 .1600 .1616 .1855 .2014 

       

N=1500 

Normal .0837 .0986 .1112 .1193 .1492 

PS .1011 .0997 .1169 .0987 .1389 

PS+ .1263 .1443 .1588 .1473 .1529 

PS-BI .1427 .1075 .1278 .1245 .1376 

       

N=3000 

Normal .0589 .0726 .0931 .0567 .1129 

PS .1031 .1259 .1461 .1061 .1381 

PS+ .0948 .0916 .1097 .0694 .1108 

PS-BI .1037 .1045 .1363 .0992 .1195 

 

4.2.4 ANOVA of the average AbsRD 

Using AbsRD as the dependent variable, ANOVA was conducted to examine the 

performance of the SE procedures. Sample size (N), test length (TL) and the distribution of the 

latent trait (Shape) were treated as the between-subject effects, and SE estimation methods (SE) 

was treated as the within-subject effect. The SE method has only five levels in the ANOVA 

(XPD, SEM, FDM, REM and SW), since the FIS method was only used for the 15-item test and 

it has already been recognized as the gold standard. ANOVAs were performed on the AbsRDs of 

the a parameters SEs and the AbsRDs of the b parameters SEs separately. The normality 

assumption of the residuals within each SE level was checked by the Quantile-Quantile plots 

shown in Figure B.25 to B.34 in Appendix B. For both the a and b parameters, the distributions 

of the standardized residuals did not appear to suggest severe deviations from normality. The 

Mauchly’s test results supported the sphericity assumption for the AbsRDs of the b parameters, 

but not for the a parameters. Therefore, Greenhouse-Geisser (G-G) correction was applied to the 

ANOVA for the a parameters to adjust the degrees of freedom of the F test.  

Table 4.13 displays the ANOVA table for the a parameter. As the magnitude of the 

dependent variable was small in nature, values in the “Sum of Squares” column and the “Mean 

Squares” column were both multiplied by 100 for the ease of comparison. Family-wise Type I 

error rate was controlled by Bonferroni’s correction over the total of 13 significance tests. The 
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adjusted pairwise alpha level was 0.0039 (0.05/13). The effect size measure 𝜂 2 was also 

calculated. A statistically significant factor with an 𝜂 2 greater than 0.01 was classified as an 

important effect. Among the between-subject effects, the test length (F(1, 6) = 211.61, p < .001, 

𝜂 2 = .066) and sample size (F(2, 6) = 793.09, p < .001, 𝜂 2 = .497) were identified as important. 

Among the within-subject effects, the interaction between SE and TL (F(1.11, 6.63) = 56.07, p 

= .003, 𝜂 2 = .081), SE and N (F(2.21, 6.63) = 15.88, p = .002, 𝜂 2 = .066), SE and Shape (F(3.32, 

6.63) = 16.60, p < .001, 𝜂 2 = .072), and the main effect of SE (F(1.11, 6.63) = 86.05, p < .001, 𝜂 2 

= .124) were important. The interaction were depicted in Figure 4.13 to 4.15.  

Table 4.13 ANOVA table for AbsRD of the a parameter 

Source  df 
100 × Sum  

of Squares  

100 × Mean  

Square  
F p-value. 

Eta- 

Squared 

Between subjects  23 5.761 
    

TL 1 .648 .648 211.61 < .001 0.066 

N 2 4.854 2.427 793.09 < .001 0.497 

Shape 3 .104 .035 11.27 .007 0.011 

TL × N 2 .086 .043 14.03 .005 0.009 

TL × Shape 3 .022 .007 2.34 .170 0.002 

N × Shape 6 .029 .005 1.60 .292 0.003 

Error (between) 6 .018 .003 
  

 

Within subjects 96 4.013 
   

 

SE 4 (1.11) 1.216 1.099 86.05 < .001 0.124 

SE × TL 4 (1.11) .792 .716 56.07 .003 0.081 

SE × N 8 (2.21) .449 .203 15.88 .002 0.046 

SE × Shape 12 (3.32) .704 .212 16.60 < .001 0.072 

SE × TL × N 8 (2.21) .358 .162 12.66 .005 0.037 

SE × TL × Shape 12 (3.32) .344 .104 8.11 .012 0.035 

SE × N × Shape 24 (6.63) .065 .010 .76 .632 0.007 

Error (within) 24 (6.63) .085 .013 
   

Total  119 9.774     
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Figure 4.13 Two-way Interaction between Test Length and SE Method for the a Parameter SEs 

 

 

Figure 4.14 Two-Way Interaction between Sample Size and SE Method for the a Parameter SEs 
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Figure 4.15 Two-way Interaction between Shape of the Latent Trait Distribution and SE Method 

for the a Parameter SEs 

 

 

Table 4.14 displays the ANOVA table for the AbsRDs of the b parameter. Sample size 

was the only important between-subject effect (F(2, 6) = 21.04, p = .002, η̂2 = .547). Exactly the 

same set of within-subject factors were identified as the important effects as those for the a 

parameter. They are the interaction between SE and TL (F(4, 24) = 27.91, p = .003, η̂2 = .049), 

the interaction between SE and N (F(8, 24) = 9.09, p = < .001, η̂2 = .017), the interaction 

between SE and Shape (F(12, 24) = 8.38, p < .001, η̂2 = .011), and the main effect of SE (F(4, 

24) = 82.28, p < .001, η̂2 = .015). The interactions were depicted in Figure 4.16 to 4.18. 

Table 4.14 ANOVA table for AbsRD of the b parameter 

Source  df 
100 × Sum  

of Squares  

100 × Mean  

Square  
F p-value 

Eta- 

Squared 

Between subjects  23 19.887 
    

TL 1 .376 .376 1.28 .302 .017 

N 2 12.304 6.152 21.04 .002 .547 

Shape 3 1.600 .533 1.82 .243 .071 

TL × N 2 .033 .016 .06 .945 .001 

TL × Shape 3 .899 .300 1.02 .446 .040 
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Table 4.14 – continued 

Source  df 
100 × Sum  

of Squares  

100 × Mean  

Square  
F p-value 

Eta- 

Squared 

N × Shape 6 2.920 .487 1.28 .276 .130 

Error (between) 6 1.755 .292 
  

 

       

Within subjects 96 2.624 
   

 

SE 4 1.113 .278 82.28 < .001 .049 

SE × TL 4 .377 .094 27.91 < .001 .017 

SE × N 8 .246 .031 9.09 < .001 .011 

SE × Shape 12 .340 .028 8.38 < .001 .015 

SE × TL × N 8 .133 .017 4.93 .001 .006 

SE × TL × Shape 12 .156 .013 3.84 .002 .007 

SE × N × Shape 24 .178 .007 2.19 .030 .008 

Error (within) 24 .081 .003 
   

Total 119 22.511     

 

 

 

Figure 4.16 Two-way Interaction between Test Length and SE Method for the b Parameter SEs 
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Figure 4.17 Two-way Interaction between Sample Size and SE Method for the b Parameter SEs 

 

 

Figure 4.18 Two-way Interaction between Shape of the Latent Trait Distribution and SE Method 

for the b Parameter SEs 
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4.2.5 Summary of the runtime data 

In operational settings, usually a series of IRT calibrations need to be conducted within a 

certain timeframe. When the schedule is tight, the runtime of the item parameter step becomes 

relevant. A complete cycle of an item parameter estimation procedure often involves the item 

parameter point estimation, item parameter SE estimation, calculation of model fit indices, and 

other steps such as data manipulation and calculation of marginal reliability. Among these 

procedures, the SE estimation could be one of the most time consuming activities due to its 

mathematical complexity. Assuming the EM-MML estimation routine is adopted and all the 

aspects other than the SE estimation being the same, it is important to choose an SE procedure 

that not only produces accurate estimates, but also finishes the task in a timely manner. For this 

reason, Table 4.15 provides a summary of the runtime for each of the SE method studied. The 

“Total” and “SE” columns show averages of the total runtime and the runtime for the SE stage to 

run one replication, respectively, for a given test length and sample size (in seconds). The last 

column shows the proportion of runtime cost during the SE stage to the total runtime. Note that 

holding other studied factors equal, no theoretical difference exist in terms of the execution of 

the estimation algorithm among different latent trait distributions. In this study, such differences 

range from 0 to 0.09 seconds, indicating practically little difference. Therefore, in a given 

combination of other factors, the results across four levels of Shapes were pooled. The table 

indicates that generally the relationship of runtime amount SE approaches was: XPD < FDM < 

SEM < SW< REM < FIS. When FIS was used (TL=15), the total runtime was almost completely 

determined by the FIS procedure. Close to 100% of that was used for SE calculations. XPD 

consumed the least amount of time among these methods as expected. It was also consistent with 

the expectation that the runtime for SW was longer than those for both XPD and SEM, since 

XPD and SEM are the two required pieces to compute SW. REM cost more time than FDM 

because REM has more functions to evaluate during the numerical differentiation. The computer 

used for this study carries an Intel® Core™ i7-4790 CPU which has 4 cores and 8 threads with 

3.6 GHz base frequency and 4.0 GHz max turbo frequency (and 16 GBs of RAM and Windows 

8 64-bit operating system). The results, especially the absolute amount of time consumed, may 

differ if another machine was used. 
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Table 4.15 Runtime Summary 

TL N SE Method Total SE SE/Total 

15 

500 

FIS 3.37 3.33 0.99 

XPD 0.10 0.05 0.56 

SEM 0.29 0.25 0.87 

FDM 0.14 0.09 0.69 

REM 0.35 0.32 0.90 

SW 0.31 0.26 0.87 

1500 

FIS 3.62 3.56 0.99 

XPD 0.19 0.14 0.74 

SEM 0.29 0.24 0.83 

FDM 0.16 0.11 0.69 

REM 0.49 0.44 0.90 

SW 0.30 0.25 0.83 

3000 

FIS 3.71 3.64 0.98 

XPD 0.35 0.28 0.81 

SEM 0.37 0.30 0.82 

FDM 0.21 0.15 0.69 

REM 0.76 0.67 0.89 

SW 0.43 0.35 0.81 

40 

     
500 XPD 0.29 0.11 0.4 

 SEM 3.84 3.67 0.96 

 FDM 0.76 0.58 0.77 

 REM 2.74 2.51 0.92 

 SW 3.79 3.62 0.96 

1500 XPD 0.54 0.31 0.58 

 SEM 2.9 2.67 0.92 

 FDM 0.99 0.76 0.77 

 REM 3.38 3.12 0.92 

 SW 2.95 2.72 0.92 

3000 XPD 0.94 0.62 0.66 

 SEM 2.75 2.45 0.89 

 FDM 1.35 1.02 0.76 

 REM 3.86 3.56 0.92 

 SW 2.9 2.59 0.89 

 

4.2.6 The raw-score distributions 

To examine whether the underlying distribution of a latent trait is nonnormal in practice, 

the distribution of the raw score could be investigated to provide some evidence. Table 4.16 and 

4.17 report the average values of the first four moments of the raw-score distributions and the 𝜃 
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distributions, respectively. The skewness of the raw-score distributions and the skewness of the 𝜃 

distributions were highly correlated, with a correlation of 0.975 in the TL=15 condition and a 

correlation of 0.984 in the TL=40 condition. The kurtosis were also highly correlated, with a 

correlation of 0.982 in the TL=15 condition and a correlation of 0.987 in the TL=40 condition. 

The frequency of each raw score point within a condition was recorded and then averaged to 

produce overall pictures condition by condition as shown in Figure 4.19 and 4.20. In each panel, 

a normal density curve with the same mean and standard deviation as the raw scores was 

overlaid to provide a comparison. In the first figure where TL=15, raw-score distributions were 

relatively close to normal forms when the true 𝜃s were normally distributed. As the true 𝜃s 

became positively skewed, the corresponding raw-score distributions also started to show some 

skewness. It became more skewed when Shape=PS+. Finally, when Shape turned to PS-BI, the 

raw-score distributions did show some bimodality, even though not so obvious due to the limited 

number of score points of the test. Such consistent trends were manifested in the second figure, 

where TL=40. These figures suggest that the shapes of the average raw-score distributions were 

consistent with shapes of the true underlying 𝜃 distributions. Therefore, it would be a good idea 

to check the distribution of the raw scores before the estimation of item parameters. When the 

raw-score distribution is clearly skewed or bimodal, it would be meaningful to choose a SE 

procedure that could possibly produce better estimates of SEs according to the finding of this 

study. The recommendation of SE methods in different scenarios were discussed in the next 

chapter. 

Table 4.16 The First Four Moments of the Raw-score Distribution (average values across 

replications) 

TL N Shape Mean SD Skewness Kurtosis 

15 

500 

Normal 7.57 3.17 -0.05 -0.67 

PS 7.47 3.18 0.22 -0.72 

PS+ 7.42 3.05 0.39 -0.47 

PS-BI 7.50 3.21 0.18 -0.78 

1500 

Normal 7.57 3.17 -0.05 -0.66 

PS 7.47 3.18 0.22 -0.72 

PS+ 7.42 3.06 0.40 -0.46 

PS-BI 7.49 3.21 0.18 -0.77 

3000 

Normal 7.56 3.18 -0.05 -0.66 

PS 7.47 3.18 0.22 -0.72 

PS+ 7.42 3.05 0.40 -0.46 

PS-BI 7.49 3.21 0.18 -0.77 
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Table 4.16 – continued  

TL N Shape Mean SD Skewness Kurtosis 

40 

500 

Normal 19.93 7.54 -0.02 -0.57 

PS 19.75 7.54 0.40 -0.66 

PS+ 19.62 7.18 0.68 -0.18 

PS-BI 19.79 7.63 0.31 -0.78 

1500 

Normal 19.92 7.54 -0.03 -0.57 

PS 19.74 7.53 0.40 -0.65 

PS+ 19.63 7.18 0.69 -0.17 

PS-BI 19.79 7.63 0.31 -0.77 

3000 

Normal 19.91 7.54 -0.03 -0.57 

PS 19.74 7.53 0.40 -0.65 

PS+ 19.62 7.17 0.69 -0.17 

PS-BI 19.79 7.63 0.31 -0.77 

 

 

Table 4.17 The First Four Moments of the True 𝜃 Distribution (average values across 

replications) 

N Shape Mean SD Skewness Kurtosis 

500 

Normal 0.00 1.00 0.00 -0.02 

PS 0.00 1.00 0.74 -0.02 

PS+ 0.00 1.00 1.47 2.81 

PS-BI 0.00 1.00 0.49 -0.58 

1500 

Normal 0.00 1.00 0.00 -0.01 

PS 0.00 1.00 0.75 -0.01 

PS+ 0.00 1.00 1.49 2.95 

PS-BI 0.00 1.00 0.49 -0.58 

3000 

Normal 0.00 1.00 0.00 0.00 

PS 0.00 1.00 0.75 0.00 

PS+ 0.00 1.00 1.49 2.97 

PS-BI 0.00 1.00 0.49 -0.58 
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Figure 4.19 Average Raw-score distribution Summary when TL = 15 

 

Figure 4.20 Average Raw-score distribution Summary when TL = 40 



 

72 

 

CHAPTER FIVE 

CONCLUSIONS 

Currently, the MML estimation via the EM algorithm is the predominant approach for 

IRT model item parameter estimation. Item parameters standard error estimation requires a 

standalone procedure in this EM-MML routine because it cannot be automatically produced as a 

byproduct of the EM algorithm. The current study evaluated the performance of several SE 

procedures shown in the IRT literature, under the circumstances that the distribution of the latent 

trait is nonnormal. The SE procedures in this study were the expected Fisher information method 

(FIS), the empirical cross-product approach (XPD), the supplemented EM approach (SEM), the 

forward difference method (FDM), the Richardson extrapolation method (REM), and the 

sandwich-type covariance method (SW). In addition to the shape of latent trait distributions, 

sample size and test length were varied to find out how they impact the SE estimation and 

interact with the SE procedures.  

5.1 Summary of the Results and Discussions 

No SE estimation method was found to be absolutely unacceptable among the conditions 

explored in the current study in terms of average bias, RMSD and AbsRD. When a relatively 

long test (40 items) was paired with a small sample (500 examinees), XPD exhibited some 

positive bias and higher RMSD than other methods for both the a and b parameters. The SW 

approach, which uses the XPD-based information matrix as the “meat” or the middle component 

of the three information matrices in its formula, showed similar behavior. Therefore, these two 

methods would be least favorable in those large test length and small sample size conditions. 

However, when the distribution of the latent trait was normal and the sample size was large 

enough, the performance of XPD was always one of the best among the SE methods. Since the 

runtime analyses suggested that XPD required the least amount of time to do the calculations, 

this method is highly recommended when sample size is sufficient and there was no strong 

evidence that indicates violation of the normality assumption of the latent trait. The FDM 

method also does not require much time to run, but its estimates had larger variabilities than the 

other methods in a long test. Generally speaking, the SEM and REM approaches appeared to 

have outperformed other methods. There was no condition where these two methods showed the 

lowest performance. Although the SEM and REM methods might require longer time to run, the 



 

73 

 

time-accuracy tradeoff was very acceptable given the current simulation conditions. Between 

these two methods, SEM was less time-consuming when sample sizes were 1500 and 3000, and 

more time-consuming when sample size was 500. The performance of SW was not so 

satisfactory compared to other methods, especially when the test was long and the latent trait was 

normally distributed. Its performance did improved when the latent trait distribution was 

nonnormal. Nonetheless, it failed to surpass other methods. Lastly, The Fisher information 

approached performed well when test length was 15, even when latent traits were nonnormally 

distributed. It is recommended when test is short and computing time is less of a concern.  

The ANOVA analyses of the AbsRD suggested that for both the a and b parameters, SE 

methods interacted with the test length, sample size and the distribution of the latent trait. These 

interactions suggest that the performance of the SE estimation methods is dependent upon one of 

these factors. In the interaction plots, it can be inferred that XPD, FDM and SW appeared to be 

the major contributors to such interactions. Nonetheless, although SEM and REM were usually 

the best performers, there were some circumstances where other methods might be more 

appropriate. It is useful to take these interactions effects into consideration before choosing an 

SE method.  

5.2 Recommendations for the Choice of the SE Estimation Methods 

Based on the results from this study, recommendations for the choice of the SE 

estimation method were as follows.  

1. When the test is short (e.g., less than 15 or 20), or when the runtime is less likely to be a 

concern, one should use FIS to obtain the greatest accuracy. 

2. When the normality assumption of the latent trait distribution is likely to hold (e.g., raw-

score distribution are close to a normal form and no content theory implies a nonnormal 

latent trait): 

 If the test is long and the sample size is large enough (e.g., TL >=40 and 

N >=1500), use XPD. 

 If the test is long and the sample size is small (e.g., TL >=40 and N <=500), use 

SEM, FDM or REM. 
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3.  When the distribution of the latent trait distribution is likely to be slightly positively 

skewed (e.g., a skewness around 0.4 is observed on the raw score, and no content theory 

implies a normal latent trait): 

 If the test is long and the sample size is large enough (e.g., TL >=40 and 

N >=1500), use XPD, SEM, or REM 

 If the test is long and the sample size is small (e.g., TL >=40 and N <=500), use 

SEM, FDM or REM. 

4.  When the distribution of the latent trait distribution is likely to be fairly positively 

skewed (e.g., a skewness around 0.7 is observed on the raw score, and/or theory implies a 

nonnormal latent trait): 

 If the test is long and the sample size is large enough (e.g., TL >=40 and 

N >=1500), use SEM, REM or SW 

 If the test is long and the sample size is small (e.g., TL >=40 and N <=500), use 

SEM. 

5. When the distribution of the latent trait distribution is likely to be positively skewed and 

bimodal (e.g., a skewness around 0.3 and a bimodal shape are observed on the raw score, 

and/or theory implies a nonnormal latent trait): 

 If the test is long and the sample size is large enough (e.g., TL >=40 and 

N >=1500), use SEM or REM. 

 If the test is long and the sample size is small (e.g., TL >=40 and N <=500), use 

SEM.  

 In large-scale assessments where a very large number of examinees take relatively long 

tests (e.g., 30 items, 40 items or more), XPD could still be the most favorable method because of 

the computational efficiency. SEM and REM, on the other hand, showed the best overall 

performance in terms of estimation accuracy regardless of different types of latent trait 

distributions in this study. However, it is also important to realize that both the SEM and REM 

may occasionally require more fine-tuning to attain optimal performance. As mentioned earlier 

in Chapter 3, for the SEM, an extra convergence criterion (the SEM tolerance) was specified as 

10−5 in this study. Although it is theoretically always better to use a smaller tolerance, more 

computing time would be needed to allow for a smaller SEM tolerance to achieve the 

convergence. For the REM, the perturbation constant in this study was specified as 10−3 
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following the suggestion by Tian et al. (2012), and appeared to be working well. However, there 

is no guarantee that such a perturbation value is suitable in all occasions. Tunings like these 

could possibly be a burden to practitioners.  

5.3 Limitations and Future Directions 

In the earlier development of the item response theory, more focus has been put on the 

point estimation of item parameters rather than the estimation of standard errors. As the EM-

MML approach emerged and being adopted in the IRT literature, parameter recovery studies 

abound. One of the themes of these parameter recovery studies was to evaluate the performance 

of EM-MML under various violations of the model assumptions, among which the violation of 

normality assumption of the latent trait is one that had been visited from time to time. Although 

in some of the parameter recovery studies the standard error estimation were also reported or 

discussed, it has never been in the center of the stage. This was not only due to the fact that the 

behaviors of the EM-MML on IRT item parameter point estimation had not been thoroughly 

investigated, but also due to the lack of alternative standard error procedures. In the earlier 

commercial IRT software program such as the BILOG-MG, only one method was provided for 

the SE estimation and not much detail was provided to explain the nature of the SE method used 

in the program. Such methods were usually the M-step-based SE or the XPD. As the EM-MML 

routine became widely received in the field, some researchers started to develop alternative SE 

estimation methods in order to obtain more accurate SEs of the item parameters. Several 

numerical differentiation method that uses the history of EM were introduced. The sandwich-

type covariance matrix which has long been used in other branches of statistical modeling such 

as the structural equation modeling also started to gain some attentions. However, the impact of 

the normality assumption violation of the ability distribution on the SE estimation, and how 

different SE methods perform under such a violation was not touched until very recently. This 

study elaborated the theoretical relationship among several SE estimation methods in the IRT 

framework, and provided a relatively comprehensive evaluation of their performances when the 

normality assumption of the latent trait was violated. The findings of this study are particularly 

useful for practitioners that frequently use IRT software to obtain item parameter estimates and 

SE estimates, and especially those who deal with potential nonnormal latent traits. The raw-score 

distributions in section 4.2.6 reveals that one can inspect the raw-score distribution of examinee 
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responses to infer the shape of the underlying latent trait distribution. If the raw-score 

distribution turned out to be nonnormal and there were some theoretical evidence to believe the 

underlying latent trait could also be nonnormal, practitioners can choose the appropriate SE 

approach based on the findings, taking into consideration the test length, sample sizes, as well as 

the time constraints of the project.  

On the other hand, some limitations of the current study necessitate more future 

investigations, and one should be cautious when generalizing the results beyond the design of 

this study. The first limitation is related to the software used to perform IRT calibrations. As a 

commercial IRT software frequently used in both research and operational work, flexMIRT 

provided a good selection of method for the estimation of SE. This made it a suitable vehicle to 

conduct this research. However, a drawback is that it is difficult to tweak some of the SE 

procedures if something did not work as expected. One of the findings of this study was that the 

sandwich-type covariance matrix did not produce any advantage over the other SE methods as 

suggested by theory and literature. The flexMIRT uses the XPD-based information matrix as its 

“meat” component and the SEM-based information matrix as its “bread” components. Since 

XPD and SEM are approximations of the information matrix, a possible modification of the SW 

could be to use alternative information matrix approximations as its components. Such an 

investigation could be done in the future to better determine the utility of the SW method when 

latent trait or other type of model misspecifications are present. In addition, other SE methods 

can also be investigated. For example, the behaviors of the numerical differentiation method that 

uses the central difference evaluation (Jamshidian & Jennrich, 2000), the observed information 

matrix based on Oakes’ identity (Oakes, 1999; Chalmers, 2018), and the observed information 

matrix based on Louis’ formula could be tested.  

A second limitation and future direction is related to the IRT model used to conduct the 

analysis. As a starting point, this study only investigated the performance of SEs using one of the 

most popular unidimensional IRT model—the 2PL model. In the future, similar study can be 

done using the 3PL model. The addition of the pseudo-guessing parameter in the 3PL model 

usually makes the EM-MML procedure much more difficulty to converge. In many occasions, it 

may require users to impose prior distributions on the pseudo-guessing parameter and/or the 

discrimination parameter. This creates a challenge for the evaluation of some of the SE methods 
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such as the XPD because the traditional ways they were implemented in software does not 

account for prior parameter distribution information. In addition to the unidimensional model, 

the performance of different SE methods can be assessed using the multidimensional IRT models 

as well. Although the procedures to calculated SEs follow the same logic as they are in the 

unidimensional models, no practical information is currently available. A multidimensional IRT 

model such as the between-item multidimensional model (Adams, Wilson, & Wang, 1997) or the 

item-bifactor model (Gibbons & Hedeker, 1992) usually assumes multivariate normality of the 

underlying latent dimensions. This assumption is subject to violations. Both the item parameter 

estimation and SE estimation can be investigated under this violation. 

A third future direction is to estimate the underlying 𝜃 distribution 𝑔(𝜃) rather than 

assuming it to be normal during the EM-MML estimation. One way to do this it to estimate the 

𝑔(𝜃) as an empirical histogram, which was original suggested by Bock and Aitkin’s (1981) 

when they introduced the EM-MML into IRT. Since then, the BILOG-MG program have 

implemented this method for IRT models that handle binary data. The most recent and most 

flexible implementation of this method is available in the flexMIRT program. It is capable of 

running this option on both binary data and ordinal data using either the commonly used 

unidimensional models or the item-bifactor models. In each of the EM iteration, the EH approach 

simply uses the posterior distribution of the latent trait 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) (Equation 2.2.12) obtained in 

the previous E-step rather than the assumed normal distribution as the prior for the current E-

step. This method better approximates the true distribution of the underlying latent trait so that 

the parameter estimation results can be improved compared to the conventional EM-MML 

routine. Since the other steps in the EM-MML remain unchanged, the same SE procedures can 

be used to obtain SE estimates of the item parameters. That being said, it should be noted that the 

estimation of 𝑔(𝜃𝑗|𝒖𝑗; 𝜸) in each EM iteration is also involved with estimation errors and such 

errors would not be accounted for by the SE procedures discussed in this study if they were 

implemented as they are. Nonetheless, it would be a proper starting point to see how these SE 

procedures behave when the EH is used. 

A number of other approaches that estimate 𝑔(𝜃) have also been proposed in the 

literature. These include the Davian-curve IRT (Woods & Lin, 2009), the Ramsay-curve IRT 

(Woods & Thissen, 2006; Woods, 2007), the loglinear smoothing method (Casabianca & Lewis, 
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2015) and so forth. The evaluations of these approaches are currently limited perhaps due to the 

lack of off-the-rack tools for their realization. Future research regarding these methods are 

certainly worthwhile.  
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APPENDIX A 

TABLES 

Table A.1 Convergence Results (15 Items) 

  XPD SEM FDM REM SW FIS 

N=500 Normal 99.90% 99.90% 99.90% 99.90% 99.90% 99.90% 

 PS 99.75% 99.80% 99.75% 99.80% 99.80% 99.80% 

 PS+ 98.50% 98.95% 98.90% 98.95% 99.15% 99.15% 

 PS-BI 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

N=1500 Normal 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS+ 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS-BI 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

N=3000 Normal 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS+ 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS-BI 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 

 

Table A.2 Convergence Results (40 Items) 

  XPD SEM FDM REM SW 

N=500 Normal 100.00% 99.85% 100.00% 99.95% 99.45% 

 PS 100.00% 100.00% 99.90% 99.95% 99.65% 

 PS+ 99.75% 99.85% 99.75% 99.85% 99.95% 

 PS-BI 100.00% 99.95% 99.95% 99.90% 99.60% 

N=1500 Normal 100.00% 100.00% 100.00% 99.95% 99.85% 

 PS 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS+ 100.00% 100.00% 99.95% 99.95% 100.00% 

 PS-BI 100.00% 100.00% 99.90% 100.00% 99.80% 

N=3000 Normal 100.00% 100.00% 100.00% 100.00% 99.95% 

 PS 100.00% 100.00% 99.95% 100.00% 100.00% 

 PS+ 100.00% 100.00% 100.00% 100.00% 100.00% 

 PS-BI 100.00% 100.00% 99.95% 100.00% 100.00% 
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Table A.3 Summary of Parameter Recovery (Average Bias and RMSE) for the a Parameters 

  TL = 15  TL = 40 

 Normal PS PS+ PS-BI  Normal PS PS+ PS-BI 

N=500          

Ave Bias 0.011 0.007 -0.065 0.021  0.010 -0.004 -0.062 0.009 

RMSE 0.168 0.182 0.210 0.176  0.154 0.164 0.189 0.157 

N=1500          

Ave Bias 0.004 -0.003 -0.072 0.014  0.003 -0.012 -0.071 0.002 

RMSE 0.096 0.116 0.159 0.110  0.088 0.106 0.140 0.099 

N=3000          

Ave Bias 0.002 -0.005 -0.076 0.011  0.002 -0.014 -0.073 <0.001 

RMSE 0.067 0.093 0.144 0.086  0.062 0.085 0.123 0.077 

 

Table A.4 Summary of Parameter Recovery (Average Bias and RMSE) for the b Parameters 

 TL = 15  TL = 40 

 Normal PS PS+ PS-BI  Normal PS PS+ PS-BI 

N=500          

Ave Bias -0.002 -0.030 -0.057 -0.026  0.001 -0.029 -0.050 -0.022 

RMSE 0.188 0.197 0.242 0.179  0.166 0.177 0.216 0.159 

N=1500          

Ave Bias -0.001 -0.027 -0.050 -0.021  <0.001 -0.026 -0.049 -0.022 

RMSE 0.102 0.119 0.159 0.107  0.093 0.105 0.142 0.093 

N=3000          

Ave Bias <0.001 -0.026 -0.050 -0.020  0.001 -0.027 -0.048 -0.022 

RMSE 0.071 0.094 0.138 0.081  0.065 0.079 0.117 0.070 
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APPENDIX B  

FIGURES 

 

Figure B.1 Average Bias of the a Parameter SEs when TL = 15 and N = 500 
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Figure B.2 Average Bias of the a Parameter SEs when TL = 15 and N = 1500 

 

 

Figure B.3 Average Bias of the a Parameter SEs when TL = 15 and N = 3000 
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Figure B.4 Average Bias of the b Parameter SEs when TL = 15 and N = 500 

 

 

Figure B.5 Average Bias of the b Parameter SEs when TL = 15 and N = 1500 
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Figure B.6 Average Bias of the b Parameter SEs when TL = 15 and N = 3000 

 

 

Figure B.7 Average RMSD of the a Parameter SEs when TL = 15 and N = 500 
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Figure B.8 Average RMSD of the a Parameter SEs when TL = 15 and N = 1500 

 

 

Figure B.9 Average RMSD of the a Parameter SEs when TL = 15 and N = 3000 
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Figure B.10 Average RMSD of the b Parameter SEs when TL = 15 and N = 500 

 

 

Figure B.11 Average RMSD of the b Parameter SEs when TL = 15 and N = 1500 
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Figure B.12 Average RMSD of the b Parameter SEs when TL = 15 and N = 3000 

 

 

Figure B.13 Average AbsRD of the a Parameter SEs when TL = 15 and N = 500 
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Figure B.14 Average AbsRD of the a Parameter SEs when TL = 15 and N = 1500 

 

 

Figure B.15 Average AbsRD of the a Parameter SEs when TL = 15 and N = 3000 
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Figure B.16 Average AbsRD of the b Parameter SEs when TL = 15 and N = 500 

 

 

Figure B.17 Average AbsRD of the b Parameter SEs when TL = 15 and N = 1500 
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Figure B.18 Average AbsRD of the b Parameter SEs when TL = 15 and N = 3000 

 

 

Figure B.19 Average AbsRD of the a Parameter SEs when TL = 40 and N = 500 
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Figure B.20 Average AbsRD of the a Parameter SEs when TL = 40 and N = 1500 

 

 

Figure B.21 Average AbsRD of the a Parameter SEs when TL = 40 and N = 3000 
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Figure B.22 Average AbsRD of the b Parameter SEs when TL = 40 and N = 500 

 

 

Figure B.23 Average AbsRD of the b Parameter SEs when TL = 40 and N = 1500 
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Figure B.24 Average AbsRD of the b Parameter SEs when TL = 40 and N = 3000 

 

 

Figure B.25 Q-Q Plot of the Standardized Residuals for the AbsRD of XPD (a parameter) 
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Figure B.26 Q-Q Plot of the Standardized Residuals for the AbsRD of SEM (a parameter) 

 

 

Figure B.27 Q-Q Plot of the Standardized Residuals for the AbsRD of FDM (a parameter) 
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Figure B.28 Q-Q Plot of the Standardized Residuals for the AbsRD of REM (a parameter) 

 

Figure B.29 Q-Q Plot of the Standardized Residuals for the AbsRD of SW (a parameter) 
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Figure B.30 Q-Q Plot of the Standardized Residuals for the AbsRD of XPD (b parameter) 

 

 

Figure B.31 Q-Q Plot of the Standardized Residuals for the AbsRD of SEM (b parameter) 
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Figure B.32 Q-Q Plot of the Standardized Residuals for the AbsRD of FDM (b parameter) 

 

 

Figure B.33 Q-Q Plot of the Standardized Residuals for the AbsRD of REM (b parameter) 
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Figure B.34 Q-Q Plot of the Standardized Residuals for the AbsRD of SW (b parameter) 
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