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ABSTRACT 

 
 

It is commonly thought that external influences such as indoctrination, coercion, and subtle 

manipulation can affect our status as morally responsible agents. In extreme cases, external 

interventions may undermine our moral responsibility altogether. Some philosophers seek to 

benefit from these considerations in arguing against compatibilism, the thesis that moral 

responsibility is compatible with the truth of determinism. Usually we get a case of some agent in 

a deterministic universe who, through the workings of some nefarious manipulator, has had many 

of his desires, values, or pro-attitudes erased and replaced by alien ones which then lead him to 

perform some action. The premises of the argument claim that 1) this agent is not responsible for 

his action, and 2) with regards to moral responsibility, there is no relevant difference between the 

manipulated agent and a standard agent in a deterministic universe.  

One type of response to the manipulation argument involves offering a parallel argument. 

First, one produces a case similar to the one offered in the original argument, but which involves 

an agent who fulfills standard incompatibilist conditions on responsibility. In this sort of case, the 

agent has a choice between two actions, and right before the decision is made, it is not determined 

which choice she will make. In a well-constructed case, both options available to the agent are 

radically different than anything that she would have considered prior to the manipulation, and it 

seems as though we get the same intuitions about this indeterministic agent.  

 One upshot of this strategy is that it allows us to avoid the compatibility debate and simply 

focus on the effects of external interventions on our responsibility. The next step is to either show 

that these external interventions are not real threats to responsibility or to provide a view which 



ix 

explains what precisely is problematic about these external interventions. I focus on attempts to 

do the latter. Specifically, I focus on attempts to do so which require that the motivational states 

that led the agent to action were not acquired in a certain way.  

 I evaluate the three major historical accounts available, those offered by Haji and Cuypers, 

Fischer and Ravizza, and Mele. My aim is to identify the features of the external interventions that 

are doing the work in undermining the responsibility of these agents. Taking the lessons learned 

from these chapters, I lay the groundwork for an explanation of why victims of extreme 

manipulation are not responsible. I further extend this framework to less extreme cases of external 

intervention, cases which may be more common in the actual world. Those features that undermine 

responsibility in extreme cases may be present to a lesser degree in cases where interventions 

mitigate, rather than eliminate, an agent’s responsibility.  
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CHAPTER 1 

 

INTRODUCTION 

 

 

1.1 Arguments and Cases 

 

This dissertation focuses on a specific argument in the literature on free action and moral 

responsibility, the Manipulation Argument, and a response to it commonly called the historical 

response. In this chapter, I offer an overview of the argument and the literature surrounding it. I 

begin with what I take to be one of the most compelling thought experiments involving 

manipulation, a pair of cases presented by Alfred Mele involving Chuck and Sally.1  

Chuck is a bad dude. When he was young, he enjoyed torturing animals, yet still had some 

scruples about it. Nonetheless, he valued being the sort of person that does as he pleases and 

“unambivalently rejects conventional morality as a system designed for and by weaklings” (Mele 

2006: 171-2). In order to achieve this goal, he set out on a project of personal development, 

involving various actions and habituation. For example, he would torture animals and mercilessly 

bully vulnerable people, increasingly performing cruel actions in order to harden himself against 

the feelings of weaklings. Eventually, he became the sort of person he is today, a person who 

enjoys killing people, is wholeheartedly behind his desires to do so, and these desires are well-

integrated with the rest of his mental states. 

                                                           
1 This case, or a variation of it, can be found in Mele 1995: 157-62, 2008: 269-70, 2009a: 166-7, 2009b: 464-5, 2013a: 
159, 2013b: 169-70, and 2016: 72-5. Sometimes, Chuck is contrasted with Beth, although this Beth is not the same 
as the one in the case of Ann and Beth. In order to avoid confusion, I stick to Sally. 
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 Sally, on the other hand, is a very sweet person; one can imagine her as being like the 

sweetest person you know. One night while she was sleeping, and unbeknownst to her, a group of 

neuroscientists implant in her the system of values that make Chuck tick and erase her own, 

although they keep her memory intact. She wakes up with a desire to kill her neighbor George, 

whom she had always found to be unpleasant. She is, of course, surprised by this desire; but after 

some reflection, she judges that this desire lines up with her system of values and that she has no 

reason not to kill George. So, she does. 

 These are two very different agents who perform very similar actions, and from similar 

motivations. Chuck certainly seems like the sort of person who is morally responsible for his 

character and for the murders that flow from it.2 Sally, on the other hand, does not seem to be 

responsible for her murder of George. But when the agents murder, their values and desires are 

very similar, and the way that those mental states lead to the murders is very similar.  

How can we explain this difference in responsibility, given that their mental lives, at the 

moment of action and shortly before it, are very similar? Some have appealed to the fact that the 

agents have importantly different histories; the way that they came to be the sort of person they 

are when they murder is different. These sorts of views are commonly called historical views, since 

the difference-maker is the agent’s history. This dissertation focuses on this sort of view. Before 

getting into more detail about these views and the project of the dissertation, I provide some 

context. 

 

                                                           
2 There is an assumption I want to make about Chuck that is not typically made when the case is presented. This 
assumption is that his past is not similar to that of someone like Robert Alton Harris, a haunting case of horrifying 
actions performed by someone with a terrible past that is sometimes used in the moral responsibility literature 
(Fischer and Ravizza 1993: 1-4), (Watson 2004: 235-52). 
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1.1.1 Positions 

 

Over the last few decades, much of the discussion on free action and moral responsibility 

has centered on the question of whether free action and moral responsibility are compatible with 

the truth of determinism. A common understanding of what it means to say that a universe is 

deterministic is to say that at any instant, given the past and the laws, there is only one possible 

future. A more precise explanation: a world is deterministic if, for any instant t, a statement of the 

laws of nature, combined with a statement describing the entire state of the universe up until, and 

including, t, entails a statement of every event that occurs after t.  

“Compatibilism” has been used to refer to different theses, although the three main ones 

are:  

FC) Free action is compatible with the truth of determinism,  

RC) Moral responsibility is compatible with the truth of determinism, and  

FRC) The conjunction of FC and RC.  

On one common way of understanding “compatibility,” and the one that I will be using, to say that 

determinism is compatible with, say, moral responsibility, is to say that there is a possible 

deterministic world in which some agent is morally responsible for something (e.g., an action, 

event, property-instantiation, etc.).3  

Incompatibilism is generally understood to be the negation of the compatibilist thesis, and 

can be given three common interpretations as well: 

FI) Free action is not compatible with the truth of determinism,  

RI) Moral responsibility is not compatible with the truth of determinism, and  

                                                           
3 Different theorists will differ on what an agent can be responsible for. 
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FRI) The conjunction of FI and RI.4  

Understanding this in terms of possible worlds, to say that moral responsibility or free action are 

not compatible with the truth of determinism is to say that there is no possible deterministic world 

in which some agent is morally responsible for something or does something freely. Finally, 

another common thesis is libertarianism, which is the conjunction of an incompatibilist thesis with 

the corresponding claim that some actual agent acts freely, or is morally responsible for something, 

or both. 

 A distinction is often made between direct and indirect responsibility. One way of thinking 

about this is in terms of what are commonly taken to be the two conditions on responsibility, the 

control and the epistemic condition. In order to fulfill the control condition on responsibility for 

an action, the agent needs to have the right type of control over the action. The epistemic condition 

requires, roughly, that the agent know the morally relevant features of their action, or at least, be 

able to know them. But there are cases where an agent does not fulfill one of these conditions when 

performing an action, yet is responsible for it. Consider, for example, the case of a severely 

inebriated driver who runs over an innocent pedestrian. This sort of agent is usually seen as failing 

to meet the control condition at the time of the incident, yet we think that he is responsible for 

running over the pedestrian. Or consider the case of a person like an adult Chuck, who over time 

has become cruel and cold-hearted to the point where he cannot recognize various moral features 

of his actions. Chuck may plausibly fail to meet the epistemic condition on responsibility for many 

of his actions (including his murders), yet we do not think that this absolves him of responsibility 

for those actions. These sorts of cases involve agents that are indirectly responsible for their 

                                                           
4 Strictly speaking, FRI goes against my characterization of incompatibilism. This version is not the negation of any 
single form of compatibilism stated above, though it does capture one of the more common views among those 
typically labeled as incompatibilists. 
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actions. Cases of direct responsibility for an action are cases where the agent meets both conditions 

on responsibility when performing said action. 

In order to explain these cases of indirect responsibility, we need to appeal to a tracing 

condition, a condition that explains how we can trace this action back to some time when the agent 

did meet both the epistemic and control conditions on direct moral responsibility. This sort of 

condition will pick out a relationship between the action that the agent is indirectly responsible for 

and a past action (or actions) that the agent was directly responsible for.  

1.1.2 The Standard Argument 

The Manipulation Argument is a style of argument that has typically been employed 

against the compatibilist. There are many ways in which manipulation arguments can differ. One 

of the ways they differ is in the target of the argument. Some manipulation arguments conclude 

with the claim that any form of compatibilism is false, other, more modest versions, conclude with 

the claim that one of the specific forms of compatibilism mentioned above is false, and other, even 

more modest versions, are aimed at a specific set of sufficient conditions for free action or moral 

responsibility for an action. For simplicity’s sake, I will be focusing on manipulation arguments 

concluding with the claim that moral responsibility is not compatible with the truth of determinism 

(RI), which would falsify both RC and FRC. I interpret this argument as making a claim about 

both direct and indirect responsibility. A premise that states that a manipulated agent is not 

responsible for some action should be read as saying that said agent is neither directly nor indirectly 

responsible for her action. 

Manipulation arguments that are in the standard form begin with a case of an agent in a 

deterministic universe who is manipulated into performing some action. The manipulation 
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typically involves advanced neuroscientists instilling a suite of pro-attitudes – i.e. desires, values, 

etc. - that results in an agent with a substantially different moral character, and leads her to identify 

with said pro-attitudes and perform a specific action on the basis of them.5 Once we have a case, 

the first premise of the argument states that the manipulated agent is not morally responsible for 

the action. The second premise offers the no-difference thesis, which states that with regard to 

moral responsibility, there is no relevant difference between the manipulated agent and a normal 

agent in a deterministic universe. The argument then concludes either with the modest claim that 

a particular compatibilist view is false, or with the more ambitious claim that compatibilism in 

general is false. 

Suppose the case of Sally given above takes place in a deterministic universe. A version of 

the manipulation argument involving her case would look like this: 

P1) Sally is not morally responsible for killing George. 

P2) Regarding moral responsibility, there is no relevant difference between Sally 
and a standard agent in a deterministic universe. 

C) Therefore, standard agents in deterministic universes are not responsible for 
their actions. 

Another way that standard manipulation arguments can differ is in the cases that are used and 

appear in the first premise. I return to different sorts of cases later.  

 Before moving on, there is one point to make about no-difference theses. Consider the 

following two claims: 

                                                           
5 Someone may worry that such a change in pro-attitudes will also involve a change in personal identity, such that 
the manipulation involves the end of one person and the beginning of another (Vargas 2013: 278-80, 300, 2006: 
359). This will depend on the changes involved and the view of personal identity that one endorses. There does not 
seem to be anything in the nature of these cases that would preclude us filling out the details such that, on most 
views of personal identity, the agent, post-manipulation, is the same person as the agent, pre-manipulation. For 
other discussions of manipulation and personal identity, see Glannon 1998, Khoury 2013, Matheson 2014, Mele 
1995: 175, n.22 (also see Haji and Cuypers (2008: 225, n.4), who endorse Mele’s response to this concern).  
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NDM: The manipulated agent is morally responsible if and only if a standard agent 
in a deterministic universe is morally responsible. 

NDF: With regard to those features that are relevant to an agent’s responsibility, 
there is no relevant difference between the manipulated agent and a standard agent 
in a deterministic universe.  

Although the no-difference thesis is often stated in slightly different ways, most of them can be 

paraphrased as either NDM or NDF.6 Both NDM and NDF allow for differences between the 

manipulated agent and a standard agent in a deterministic universe, but there are cases where the 

two come apart. NDM simply states that either the two agents are morally responsible or neither 

of them is. A rejection of NDM commits one to the claim that the manipulated agent and merely 

determined agents should get asymmetrical verdicts with regards to their moral responsibility (in 

at least one instance). NDF, however, focuses on differences in terms of features that are relevant 

to moral responsibility. A rejection of NDF is consistent with symmetrical judgments about the 

responsibility of the manipulated agent and merely determined agents.  

Suppose that an agent’s having either of the two properties P1 and P2 is sufficient for an 

agent’s not being morally responsible. Now suppose that some manipulated agent has both P1 and 

P2, but merely determined human agents have P1 yet lack P2. Since the instantiation of either of 

these properties by an agent is sufficient for her lack of responsibility, neither of these agents is 

responsible, and NDM is true as it applies to them. NDF, on the other hand, would be false. Both 

P1 and P2 are relevant to an agent’s responsibility, given that having either one of these is sufficient 

for an agent’s lack of responsibility. Since the two agents differ with regards to P2, there is a 

                                                           
6 Sometimes the no-difference thesis is stated as a conditional, unlike the bi-conditional form of NDM, such that 
they are more aptly paraphrased as “if the manipulated agent is not morally responsible, then a normal human agent 
in a deterministic universe is not morally responsible.” For dialectical purposes, this conditional, which is entailed by 
NDM, is the important one. 
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difference with regard to the features that are relevant to responsibility. The point is this, NDM is 

a thesis about the moral responsibility of certain agents, and NDF is instead a thesis about those 

features that are relevant to moral responsibility. We may have a difference between two cases in 

the features that are relevant for moral responsibility without there being a difference in the moral 

responsibility of these agents.  

 NDF entails NDM, but, as we have seen, the entailment does not go both ways. It is difficult 

to see how one could argue for NDM without thereby providing an argument for NDF, and usually, 

when people argue for a no-difference thesis, they seem to be arguing for something along the 

lines of NDF, by picking out features that are different between the case of a manipulated agent 

and the case of a merely determined agent and arguing that these features are not relevant to moral 

responsibility.7  

 There are recent variations on the Manipulation Argument against the compatibilist,8 but 

in the following two subsections, I only consider two other well-known versions: Derk Pereboom’s 

Four-Case Argument and Mele’s Zygote Argument.  

1.1.3 The Four-Case Manipulation Argument 

Pereboom sets out his Four-Case Argument as a plank in a much larger argument for his 

skeptical position on free will and moral responsibility. He notes that generally, compatibilists 

offer their conditions as necessary conditions on moral responsibility, but his argument will show 

that they are not sufficient. Pereboom thinks this is justified because compatibilists “do not intend 

                                                           
7 For examples of those who have argued in this way, see Fischer (2011), Mele (2006: 190-93), (2008), (2013), and 
Pereboom (2014: 77-80). 
8 See, for example, Todd 2012 (and a response from King (2015)), Todd 2013 (and responses from Capes (2013), 
Tierney (2013, 2014), and Khoury (2014)), and Mickelson 2015 (and a response from De Marco (2016)). 
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their conditions to function merely as necessary conditions” (2014: 74). He proceeds by offering 

four cases involving Professor Plum, beginning with a case that involves “the most radical sort of 

manipulation consistent with the proposed compatibilist conditions and with intuitive conditions 

on agency” (2014: 74). The second will have a weaker version of manipulation which is still 

consistent with compatibilist conditions and the third will be a form of indoctrination in a 

deterministic universe. The fourth case will be one where we have an ordinary agent in a 

deterministic universe.9 According to Pereboom, the challenge for the compatibilist is to draw a 

distinction between any two adjacent cases which would show why the agent is responsible in one 

but not the other.10 

 Prior to describing the four cases, Pereboom lays out some features that they all have in 

common: 

- Plum decides to murder White for the sake of some personal advantage, 
- Plum succeeds in doing so, 
- The action under consideration is Plum’s decision to kill White, 
- This is a basic mental action, 
- This action is not out of character; for Plum, selfish reasons weigh heavily (too 
heavily from a moral point of view), 
- The desire that motivates him is not irresistible, 
- Plum’s effective desire to murder White conforms appropriately to his second-
order desires for which effective desires he will have,  
- Plum’s desires can be modified by, and some of them arise from, rational 
consideration of his reasons, 
- Were Plum to think that the negative consequences for his action would be more 
severe than he expects them to be, he would not have so decided, 

                                                           
9 Other iterations of this argument, involving slight variations on the details of the cases involved, can be found in 
Pereboom 1995, 2001: 110-117, 2013 and in Fischer et al. 2007. 
10 I disagree with Pereboom on this. In order to provide a theory that gets us a verdict of responsible/not-responsible 
in every possible case of action, Pereboom is right in claiming that the compatibilist will have to do this. But, in order 
to reject the conclusion of the Four-Case Argument, one would not need to do this much. For this purpose, it would 
be sufficient to show a difference between one of the last two cases and both of the first two cases, adjacent or not, 
which would explain why the agent is responsible in one and not the other. This latter strategy, although it might 
not get us a verdict on every case in the argument, would be enough to combat the claim that we should think the 
same of Case 4 as we do of Case 1. (For an explanation of why I split the four cases into the first two and the second 
two, see n. 12, p. 12). 
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- And Plum has the general ability to grasp, apply, and regulate his actions by moral 
reasons. (Pereboom 2014: 75)  
 

These stipulations are there in part to make the argument clearer and in part to ensure that Plum 

fulfills various compatibilist conditions on moral responsibility on offer.  

Case 1 of the argument is as follows: 

Case 1: A team of neuroscientists has the ability to manipulate Plum’s neural states 
at any time by radio-like technology. In this particular case, they do so by pressing 
a button just before he begins to reason about his situation, which they know will 
produce in him a neural state that realizes a strongly egoistic reasoning process, 
which the neuroscientists know will deterministically result in his decision to kill 
White. Plum would not have killed White had the neuroscientists not intervened, 
since his reasoning would then not have been sufficiently egoistic to produce this 
decision. But at the same time, Plum’s effective first-order desire to kill White 
conforms to his second-order desires. In addition, his process of deliberation from 
which the decision results is reasons-responsive; in particular, this type of process 
would have resulted in Plum’s refraining from deciding to kill White in certain 
situations in which his reasons were different. His reasoning is consistent with his 
character because it is frequently egoistic and sometimes strongly so. Still, it is not 
in general exclusively egoistic, because he sometimes successfully regulates his 
behavior by moral reasons, especially when the egoistic reasons are relatively weak. 
Plum is also not constrained to act as he does, for he does not act because of an 
irresistible desire – the neuroscientists do not induce a desire of this sort. (Pereboom 
2014: 76-7)11 

Pereboom suggests that it is intuitive that Plum is not morally responsible for his decision. One of 

the candidate explanations for this fact, he suggests, is that Plum is determined to decide as he 

does by factors that are outside of his control (2014: 77). 

 Case 2 of the argument runs as follows: 

Case 2: Plum is just like an ordinary human being, except that a team of 
neuroscientists programmed him at the beginning of his life so that his reasoning is 
often but not always egoistic (as in Case 1), and at times strongly so, with the 

                                                           
11 As Pereboom claims, this case is a revised version of earlier ones. The revision is meant to avoid an objection 
provided by some, that, in the previous version of the case, Plum is not responsible because “he is too disconnected 
from reality, or because he himself lacks ordinary agential control, or because he is not an agent at all” (2014: 76). 
The criticisms Pereboom is concerned with can be found in Baker 2006, Demetriou 2010, Fischer 2004, and Mele 
2005.  
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intended consequence that in his current circumstances he is causally determined 
to engage in the egoistic reasons-responsive process of deliberation and to have the 
set of first and second-order desires that result in his decision to kill White. Plum 
has the general ability to regulate his actions by moral reasons, but in his 
circumstances, due to the strongly egoistic nature of his deliberative reasoning he 
is causally determined to make his decision to kill. Yet he does not decide as he 
does because of an irresistible desire. The neural realization of his reasoning 
process and of his decision is exactly the same as it is in Case 1 (although their 
causal histories are different). (Pereboom 2014: 77) 

Pereboom also thinks that Plum is intuitively not responsible for his decision in this case, and a 

plausible explanation of this fact is that the decision is causally determined by factors outside of 

his control (2014: 78). 

 In Case 3 of the argument, Pereboom removes the neuroscientists, and simply puts Plum 

in a society where self-interest and violence are more strongly encouraged than in ours: 

Case 3: Plum is an ordinary human being, except that the training practices of his 
community causally determined the nature of his deliberative reasoning processes 
so that they are frequently but not exclusively rationally egoistic (the resulting 
nature of his deliberative reasoning processes are exactly as they are in Cases 1 and 
2). This training was completed before he developed the ability to prevent or alter 
these practices. Due to the aspect of his character produced by this training, in his 
present circumstances he is causally determined to engage in the strongly egoistic 
reasons-responsive process of deliberation and to have the first and second-order 
desires that issue in his decision to kill White. While Plum does have the general 
ability to regulate his behavior by moral reasons, in virtue of this aspect of his 
character and his circumstances he is causally determined to make his immoral 
decision, although he does not decide as he does due to an irresistible desire. The 
neural realization of his deliberative reasoning process and of the decision is just as 
it is in Cases 1 and 2. (Pereboom 2014: 78) 

Pereboom’s treatment of Case 3 is different than the first two. He does not claim that it is intuitive 

that Plum is not responsible for his decision in this case. Rather, he claims that in order for the 

compatibilist to argue that Plum is responsible, she will need to point towards a feature in which 

this case and the previous one differ. He suggests that compatibilists will not be able to appeal to 

the failure to meet compatibilist conditions on moral responsibility, since he has designed these 
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cases such that Plum meets all of these. Further, he thinks that what plausibly explains the lack of 

responsibility in Case 2 is that the decision was causally determined by the controlling agents, and 

the sources of this were outside of Plum’s control. A similar explanation, he thinks, applies to 

Plum in Case 3 (2014: 78). 

 Finally, we get Case 4, where Plum is an agent in an ordinary deterministic universe: 

Case 4: Everything that happens in our universe is causally determined by virtue of 
its past states together with the laws of nature. Plum is an ordinary human being, 
raised in normal circumstances, and again his reasoning processes are frequently 
but not exclusively egoistic, sometimes strongly so (as in Cases 1-3). His decision 
to kill White issues from his strongly egoistic but reasons-responsive process of 
deliberation, and he has the specified first and second-order desires. The neural 
realization of Plum’s reasoning process and decision is exactly as it is in Cases 1-
3; he has the general ability to grasp, apply, and regulate is actions by moral reasons, 
and it is not because of an irresistible desire that he decides to kill. (Pereboom 2014: 
79) 

The main feature that sets this case apart is that the decision is not brought about by other agents, 

although the decision is still determined by causes beyond Plum’s control. In order to argue that 

this is not a relevant difference, Pereboom asks us to consider variations on Cases 1 and 2 which 

don’t involve an intelligent designer. In these cases, the work is done rather by a spontaneously 

generated machine, or a force field (2014: 79). 

 Pereboom provides the reasoning behind his claim that Plum is not responsible in these 

four cases because he is causally determined by factors beyond his control, a feature that is 

common to all four cases: 

It’s highly intuitive that Plum is not morally responsible in Case 1,12 and there are 
no differences between Cases 1 and 2, 2 and 3, and 3 and 4 that can explain in a 

                                                           
12 It’s not clear to me that Pereboom is staying true to his earlier explanation of the argument here, though the point 
is minor. Although an argument can work in the way described in this quotation, he claims that we get the intuitive 
judgment of non-responsibility in both Case 1 and Case 2. If this is true, then such an argument, omitting Case 1, 
would also work. Further, if the compatibilist wishes to follow his strategy of showing the difference in two cases 
that would explain a difference in responsibility, it would be tough to do so by merely showing a difference between 
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principled way why he would not be responsible in the former of each pair but 
would be in the latter. We are thus driven to the conclusion that he is not responsible 
in case 4. The salient factor that can plausibly explain why Plum is not responsible 
in all of these cases is that in each he is causally determined by factors beyond his 
control to decide as he does. This is therefore a sufficient, and I think also best, 
explanation for his non-responsibility in all of these cases. (2014: 79). 

What Pereboom is offering here is an argument to the best explanation. This form of argument is 

different than what we find in the standard manipulation argument.13   

 The views discussed in this dissertation do not serve as responses to Pereboom’s Four-Case 

Argument. Depending on how we interpret Case 1, the views discussed in this dissertation will be 

able to explain why Plum is not responsible in that case. I return to Case 1 in the final chapter, but 

for now, it is important to keep in mind that even if these views can explain why Plum in Case 1 

is not responsible, the Compatibilist must still face the problem of Plum in Case 2.14 

1.1.4 The Zygote Argument 

Alfred Mele’s Zygote Argument begins with the case of Ernie and Diana. Diana, a goddess 

with special powers and knowledge, wants event E to occur 30 years after time t. Diana knows 

what the state of the universe is just before t and she knows the laws of nature of her deterministic 

                                                           
Case 1 and 2. This is because the compatibilist is likely attempting to avoid the counter-intuitive result. If this is so, 
and the intuitive result for Case 2 is also a judgment of non-responsibility, then the compatibilist’s work is not 
finished.   
Although I think that the compatibilist need only show a relevant difference between either of the last two cases 
and the first two cases, regardless of whether they are adjacent or not, in order to combat Pereboom’s argument, 
she still needs to show a difference between whichever of Case 3 and 4 she picks and both Cases 1 and 2. Showing 
a difference between cases 1 and 3, for example, will not be enough if the reason for non-responsibility is different 
in cases 1 and 2. Nor will it be enough if we still get the intuition that Plum is not responsible in Case 2 and the 
compatibilist can’t show the relevant difference between 3 and 2. 
13 For an objection to the claim that being causally determined to decide is the best explanation of Plum’s non-
responsibility, see Mele 2005. 
14 For other discussions of the Four-Case Argument in particular that have not already been mentioned, see Barnes 
2015, Cohen 2015, Haas 2013, Haji and Cuypers 2004, 2006, Harrison 2010, Matheson 2016, McKenna 2014, Nelkin 
2011:52-60, Pereboom 2008 (a response to McKenna 2008), Sartorio 2016: 157-70, Sripada 2012 (though see Gorin 
2013), and Vihvelin 2013: 151-5. 
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universe. With these things in mind, she creates a zygote, Z, in Mary at time t which will develop 

into Ernie. Diana does this knowing that, given the state of the world and the laws, Ernie will, 30 

years in the future, perform action A, which will bring about event E. When Ernie performs A, he 

does so while fulfilling standard compatibilist sufficient conditions for free and morally 

responsible action. The most recent version of the Zygote Argument proceeds as follows: 

P1. Ernie is not morally responsible for anything he does. 
P2. Concerning moral responsibility of the beings into whom the zygotes develop, 
there is no significant difference between the way Ernie’s zygote comes to exist 
and the way any normal human zygote comes to exist in a deterministic universe. 
C. So in no possible deterministic world in which a human being develops from a 
normal human zygote is that human being morally responsible for anything he or 
she does. (Mele 2016: 72) 
 

This version of the Zygote Argument is aimed at compatibilist views regarding moral 

responsibility. There are two considerations that are sometimes presented with the argument. One 

is a stipulation in the case. In order to avoid the claim that Ernie is not morally responsible for A-

ing because Diana is morally responsible for his actions, Mele stipulates that Diana is stark-raving 

mad and has no grasp of morality.15 Adding this detail makes the case such that Diana is not 

morally responsible for her actions,16 and this explanation of Ernie’s lack of responsibility is 

unavailable. 

 The second consideration that is sometimes presented with this argument is the case of 

Bernie.17 Bernie is just a regular agent in a deterministic universe. If one is a compatibilist, one 

can assume that Bernie fulfills all of one’s conditions on responsibility and free action. The 

important part about Bernie is that he is just like Ernie, and his history, and the history of the 

                                                           
15 This stipulation can be found in Mele 2006: 198, n.16; 2008: 282, n.61; 2013b: 176; 2016: 72. 
16 She is not responsible because she fails to meet both the epistemic and control conditions on moral responsibility. 
In order to avoid the possibility that she is indirectly responsible for her actions, we can further stipulate that she 
fails to meet a tracing condition on her decision to modify the zygote and her action of doing so.  
17 This can be found in Mele 2008: 279; 2016: 77-8. A similar comparison can be found in Mele 2006: 190, although 
Bernie is just called Ernie in a different case. 
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zygote that developed into Bernie, is like Ernie’s, down to the smallest detail. The only difference 

is that the zygote that developed into Bernie came about in the normal way, and did not undergo 

any finagling from a deity. 

 This argument, along with Pereboom’s Four-Case Argument, are fairly popular in the 

manipulation literature. Although there are various responses to the Zygote Argument in particular, 

I will not consider them specifically.18 One of the main reasons for bringing up these two versions 

of the manipulation argument is that they involve a special sort of case. 

1.1.5 Original Design, Mid-Life, and Blind Forces 

In the literature on manipulation arguments, there is a preponderance of cases. Many of 

these cases are intended to fulfill a specific purpose, and the details in them are developed in order 

to help them along. In this dissertation, I discuss many of these cases, bringing them up as the 

discussion makes necessary. In this subsection, I focus on three main types of cases discussed in 

the manipulation literature. These three types are important for explaining parts of the literature in 

broad strokes, and for explaining the project that I undertake in this dissertation.  

 One type of case is what I call mid-life cases. An example of this sort of case is the one of 

Sally that this chapter begins with. In this sort of case, we begin with an adult agent that already 

has a history. Then something happens. In the case of Sally, what happens is the manipulation. 

This manipulation changes the agent in important ways, making her a different sort of person, at 

least in some spheres of activity. Sally is turned into a cruel murderer, a person similar to Chuck. 

                                                           
18 Since Mele has offered different versions of the argument, some responses are responses to outdated versions of 
the Zygote Argument. Responses to some version of the argument can be found in Barnes 2015; Deery and Nahmias 
2017; Fischer 2011, 2016; Kearns 2011; King 2013; Mickelson 2016; Sartorio 2016: 156-70; Schlosser 2015; Waller 
2013; and Yaffe 2003. Although Yaffe’s paper came out before the Zygote Argument, what he has to say about 
manipulators plausibly applies to the Zygote Argument as well. 
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A crucial fact about the agents in these cases is that they are similar to other agents that are 

considered responsible. Importantly, after the manipulation they are similar with regard to the parts 

of their psychological hierarchy relevant to the action at hand, and with the way that this hierarchy 

leads to their action. This sort of change seems to undermine Sally’s responsibility for the murder 

and, at least initially, it looks like this change is at least partly responsible for this undermining.  

The sort of mid-life cases that I will mostly focus on are called global manipulation cases. 

In these sorts of cases, it is not merely one pro-attitude (or a small set of them) that is changed, 

there is quite a bit that gets changed. A standard feature of these cases involves implanting higher-

order pro-attitudes concerning the pro-attitudes that lead to action. For instance, the manipulator 

may implant not only a desire to murder her neighbor, but also a desire that this desire to murder 

her neighbor be effective. Another standard feature of these cases is that pro-attitudes that compete 

with the implanted ones are erased. Unless otherwise noted, when I discuss mid-life cases in this 

dissertation I will mean those of the global kind. The discussion of mid-life cases in the literature 

on the manipulation argument tends to focus on cases of this sort as well. 

 A second type of case is what is commonly called an original design case. This is the type 

of case we find in the Zygote Argument and in Case 2 of the Four-Case Argument.19 This sort of 

case also involves a manipulator, but the work that the manipulator does occurs before the victim 

of the manipulation has developed the capacities necessary for moral responsibility. In Case 2 of 

Pereboom’s Four-Case Argument, for example, Plum is programmed at the beginning of his life, 

                                                           
19 Other cases of original design can be found in MacDonald, Fischer, et. al 2000: 414-5; Mele 1995: 190-1; and Rosen 
2002. Kane (1996: 65) offers the case of Walden 2, where much of the work is done on people as they are children. 
This case does not clearly fit with the others for two reasons: 1) it is not clear whether the conditioning process that 
the agents undergo is completed before they reach the stage of moral agency, and 2) the intentions of the 
manipulators are less precise than in other cases; they are not about specific actions but rather about limiting the 
desires and options that the citizens have. 
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long before he gains the capacities to recognize and deliberate on the basis of moral reasons. In 

the Zygote Argument, the manipulation occurs even before that. Plausibly, this manipulation 

occurs even before Ernie exists, depending on when one thinks that a person begins to exist. These 

sorts of agents can be compared to people like Plum in Case 4, or Bernie; standard agents in 

deterministic universes that are responsible, according to the compatibilist.  

One similarity that cases of original design have with mid-life cases is that the manipulated 

agent performs the relevant action as a result of the manipulation. Although they share this feature, 

original design cases are also different than cases of mid-life manipulation. The radical change in 

the person involved in mid-life cases is not present in the cases of original design. 

Both sorts of cases generally yield the judgment that the manipulated agent is not 

responsible, but it is not clear that the problem they present is the same. In the next section, I focus 

on responses to manipulation arguments. These responses often involve a diagnosis of what is 

doing the work in undermining the responsibility of the manipulated agent. As I argue, the two 

prominent responses of this sort differ in which sorts of cases they can explain.  

The final type of case I want to discuss in this subsection involves blind forces. This sort 

of case is very much like a manipulation case, yet it involves no manipulator. Recall the case of 

Sally, which involves a radical change in her value hierarchy. Now suppose that, instead of this 

change being the result of an intervention by manipulators, it is caused by what we can call a blind 

force. What leads to the radical change does not involve a being with a mind or with intentions. 

For example, we can suppose that she suffers some sort of brain damage, or a brain tumor is 

affecting her brain functions to the point where her mental life is significantly changed. One 

variation involves the agent passing through the Bermuda Triangle, where a mysterious and 
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anomalous electromagnetic field produces such a change in the agent.20 A blind force variation of 

a mid-life manipulation case seems to have the same effects on the agent’s responsibility, yet there 

is no manipulator present. If this is right, then it looks like an adequate explanation of what 

undermines the responsibility of such agents will not essentially feature the presence of a 

manipulator.  

Blind force variations seem to work well on mid-life cases, in the sense that our pre-

theoretical judgments about the agent will not differ from those about the manipulated agent. But 

it is not clear that a blind force variation will work well on a case of original design. Consider a 

case like that of Ernie where there is no Diana, but rather, Mary (Ernie’s mother) passes through 

the Bermuda triangle while pregnant, resulting in the same modification of the zygote.21 It is not 

clear that this case will yield the same judgment as the Ernie case, but we can consider both options. 

Recall that the main purpose of manipulation arguments has been to show that compatibilism is 

false. If one thinks that in the blind force variation, Ernie is not responsible for his action, then it 

is unlikely that this person will get a different result in the case of Bernie. Such a person does not 

need a manipulation case to convince her. If, on the other hand, one does not judge that Ernie lacks 

responsibility in this case, then the blind force variation does not serve the dialectical purpose that 

the case of Ernie did. 

1.1.6 Parallel Arguments 

Traditionally, the purpose of manipulation arguments has been to show that compatibilism 

is false. In response, philosophers sometimes note that determinism might not be what is doing the 

                                                           
20 This case can be found in Mele 1995: 168; 2016: 81. 
21 Sartorio (2016: 160-1) offers a similar case. 
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work in undermining the agent’s responsibility. Consider, for example, a variation of the case of 

Sally. Suppose that, just before she decides to kill her neighbor, her decision is not determined. 

This is because there is a small chance that, rather than deciding to kill her neighbor, Sally will 

instead become unconscious.22 When Sally decides to kill her neighbor in such a case, our views 

about her responsibility do not change. Since Sally in this case is not determined to so decide, it 

looks like the presence of determinism is not essential to the intuition. This sort of variation can 

also be given for a case of original design. This point is useful in response to arguments like 

Pereboom’s Four-Case Argument which go beyond the mere claim that compatibilism is false, 

offering an explanation of what is doing the work in undermining the manipulated agent’s 

responsibility.23 One thing this response does not do is help the compatibilist handle cases of 

manipulation.  

There are other variations on manipulation cases that do more than this. Haji and Cuypers 

(2001) produce cases of manipulated agents that not only involve indeterminism, but also involve 

agents that fulfill incompatibilist conditions on responsibility. Roughly, the idea with these cases 

is to find the place where the incompatibilist requires indeterminism, and introduce indeterminism 

in that part of the case while still maintaining the intuition. For example, suppose someone requires 

indeterminacy just before the moment of decision. Now consider a variation of the Sally case 

where, after the manipulation, she is torn between killing George or his dog Brewster, and just 

before she decides to kill George, it is not determined which one she will decide to kill. This sort 

                                                           
22 A variation of this sort can be found in Kearns 2011 and Mele 2005, 2006: 142. 
23 Kearns’s (2011) use of this variation is aimed at the original version of the Zygote Argument instead. That version’s 
first premise stated that “[b]ecause of the way his zygote was produced in his deterministic universe, Ernie is not a 
free agent and is not morally responsible for anything” (Mele 2006: 189). Kearns considers different ways of cashing 
out the “because” claim in that premise, and one of them involves merely appealing to determinism as the feature 
that is doing the work in undermining responsibility. 
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of case works best if we make both options ones that are significantly different than any that the 

agent would have considered prior to the manipulation. I will call this sort of case a parallel case. 

Parallel cases are manipulation cases just like those in standard manipulation arguments, but where 

the agent meets incompatibilist conditions on responsibility for an action. 24 

Parallel cases do not provide a solution for the compatibilist, but, they can be used to spread 

the fun around. Using such a case, we can construct a parallel argument just like the standard 

manipulation argument that argues for the falsity of incompatibilist accounts.25 Although parallel 

cases do not solve the problematic nature of manipulation cases, they do make their problematic 

nature one that theorists on both sides have to deal with, and no longer provide a reason for 

favoring incompatibilist over compatibilist accounts.26 

All of the parallel cases on offer that I know of are cases of mid-life manipulation.27 There 

are difficulties with attempting to run this strategy on original design cases. One issue with this 

strategy is that a relevant feature that is present in mid-life cases is absent in original design cases. 

This feature is the radical change, which seems to be, at least partially, responsible for our 

judgments about mid-life agents.28 Producing a parallel, original design case is a side-project of 

                                                           
24 For others who discuss these parallel cases, see Cyr 2016, Harrison 2008, King 2013, Mele 2006: 52, and 
Tognazzini 2014. 
25 A best-explanation argument like Pereboom’s, on the other hand, does not seem to be amenable to this treatment. 
26 This is more of a general point and will not hold for an incompatibilist view that does not think any of us are 
responsible. This sort of view will not yield the counterintuitive result that such agents are responsible. Further, 
there have been responses to manipulation arguments which I discuss in the next section that involve amendments 
to the views. Such a view will not yield the counterintuitive result either (although these responses have been 
introduced by compatibilists, an incompatibilist can make use of them, and Mele’s own libertarian view 
accommodates these cases). 
27 Although King (2013) and Tognazzini (2014) seem to come to conclusions about manipulation arguments in general 
(including those involving cases of original design), they do not offer parallel cases of the original design variety. 
28 This consideration is reinforced by blind force cases, which eliminate the manipulator. Parallel cases can be used 
to eliminate determinism as well. In a blind force, parallel (so indeterministic), mid-life case, neither determinism 
nor the presence of a manipulator can explain our judgment. 
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mine, one which I hope to develop after the dissertation is completed. Here I simply present some 

initial difficulties with producing such a case. 

Before explaining these difficulties, there is some conceptual work to be done. Suppose 

universe A is deterministic and suppose that event P occurs in A. Given this, we know that any 

world with the same laws and past prior to the occurrence of P as A will have P occur as well. In 

a deterministic world, this generalizes and is true for any P which occurs in it (except for perhaps 

the first events). But such a thing can be true for an event given the past and the laws, without this 

generalizing to all events that occur in that world. It can be true that E, an event that occurs at 

indeterministic world W, occurs in any possible world with the same past and laws as W without 

this being true of every event that occurs in W. 

Consider an idealized indeterministic world. In this world, Jack and Jill are debating about 

whether they should go to the movies or stay home. Since they strongly disagree, they decide to 

let a die settle the matter for them. If the die that they roll lands on an odd number, they will go 

out, and if it lands on an even number, they will stay home. After rolling the die, it lands on a 5, 

so they go out. Now suppose that, at time t1, a nanosecond before the die is tossed, the laws of this 

world and the past up until t1 do not entail that the die will land on a 5. At t1, it is not determined 

that the die will land on a 5, but the past and the laws up until t1 do entail that the die will land on 

either 3 or 5.29 In this case, at t1, it is determined that Jack and Jill will go to the movies, while it 

is not determined that one of the events that is among the causes of  

                                                           
29 From my understanding, indeterminism need not open up all possibilities. Although the past and the laws may not 
entail that, when we open the box, Schrodinger’s cat is alive, it may be inconsistent with the laws and the past that, 
when we open the box, Rudolph the giraffe will pop out offering us tea and biscuits.  
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 doing so, the die landing on a 5, will occur. This case involves an event in an 

indeterministic world being determined to occur at a time, even though at least one of the events 

leading up to it is not determined at that time. I use this possibility in attempting to construct a 

parallel original design case. 

There are two main ways of trying to run such a case: 1) a case where the relevant action 

is determined by its proximal causes, and 2) a case where it is not. I consider the second way first. 

A case of type 2 will be one where we leave open different options. One version could, for example, 

have Diana setting up the zygote such that, when she does so, it is determined that 30 years in the 

future, Ernie, an ambidextrous gunslinger, will kill Billy. Just before Ernie does so, he is deciding 

whether to kill Billy using the blue gun from his right holster or the red gun from his left, and each 

possibility is consistent with the past and the laws.30 When he does decide to kill Billy with his 

blue gun, he may be fulfilling some incompatibilist conditions on responsibility, and according to 

those views, he is responsible for killing Billy (and for doing so with his blue gun).  

There are two issues with trying to produce this style of case. One issue is that the case of 

ambidextrous Ernie will not work for an incompatibilist view that requires the alternatives to be 

substantially different. If we make the alternatives substantially different, then it looks like we lose 

the intuition.  

Suppose, for example, that a view requires that, in order for an agent to be responsible for 

an action, she needed to have an alternative open to her that had a different moral valence. There 

are different characters that this requirement may take. On one reading, the requirement will not 

be a strong one, and two bad options may be enough to fulfill this, as long as one is worse than the 

                                                           
30 Thanks to Alfred Mele for suggesting this particular case. 
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other. Consider, for example, a version where Ernie is deciding whether to kill or to merely wound 

his victim.31 Such a case will fulfill this weak requirement, and we may still get the judgment that 

Ernie is not responsible for killing his victim. On a stronger reading of the requirement, the options 

available to the agent must be significantly different, such that one is the wrong action and another 

is at least permissible. In this sort of case, it is not clear that many will form the same judgment 

regarding the agent’s responsibility.32  

A second difficulty with this sort of case is that an incompatibilist view can be easily 

amended to avoid the counter-intuitive result, and this amendment is not available to the 

compatibilist. Consider, for example, a principle from Ekstrom: 

Disjunctive Principle 2 (DP-2): A person S is morally responsible for doing X at t 
only if either S could have done otherwise than X at t or S could have at some time 
done something other than what s/he did, something that would be reasonably 
expected to have the result that S would do otherwise than X at t. (Ekstrom 1999: 
211) 

With regard to the action of killing Billy, Ernie fulfills neither of the two disjuncts of DP-2.33 

A second way of producing an original design parallel case is to produce a case where the 

relevant action is determined by it proximal causes. In this sort of case, we could try to make the 

relevant action one that, according to the incompatibilist conditions, the agent is indirectly 

responsible for. Suppose, for example, that one has a tracing condition where one can be indirectly 

                                                           
31 Thanks to Alfred Mele for suggesting this version of the case. 
32 One result of such a modification is that the designer’s intention, at least with regards to the agent’s action, will 
not be as precise as it is in other cases. Also, unlike parallel mid-life cases that try to fulfill this condition, one cannot 
make both options the result of a radical change like what one finds in mid-life cases. 
33 This is not all there is to the case, but things get fairly tricky. Consider two events: 1) Ernie kills Billy, 2) Ernie Kills 
Billy with his blue gun. In the case of ambidextrous Ernie, 1 is determined before Ernie is born, 2 is not determined 
until Ernie makes his choice. Whether these events are different actions (or these descriptions refer to different 
actions) will depend on how one individuates actions. If one takes them to be different actions, then Ernie may fulfill 
DP-2 with regard to 2, although I don’t know what our pre-theoretical judgment about that particular action would 
be. This consideration ought to make an amendment along the lines of DP-2 a more difficult matter. 
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responsible for some action if we can trace it back to some prior action that was not determined by 

its proximal causes. Theoretically, I do not see a reason as to why this could not be done, especially 

if we use something like the case of Jack and Jill rolling a die as a model. The issue with this sort 

of case is going to be the same as the second issue with the previous sort of case. A principle such 

as DP-2 will make it difficult to construct such a case where the relevant action is determined by 

its proximal causes.34  

2.1 Responses 

Responses to manipulation arguments are various. One standard classification of responses 

comes from McKenna (2008). He divides responses into two kinds, hard-line and soft-line 

responses.35 Hard-line responses to the manipulation argument take what is considered the hard 

route by rejecting the first premise, which states that the manipulated agent is not responsible.36 

Soft-line responses, on the other hand, reject the second premise, which states the no-difference 

                                                           
34 In the previous footnote, I mention a technical difficulty with how DP-2 applies to the variation of the case. The 
difficulty arises from action-individuation. A similar worry may apply here. Suppose it is determined, before he is 
born, that Ernie will kill Billy, and that it is determined, before he makes his choice, that Ernie will kill Billy with his 
blue gun. It is still possible that there was some previous time and some previous action such that Ernie could have 
acted otherwise at that time, and were he to have done so, he would have ended up killing Billy with the red gun. 
35 Kane (1996: 67-8) makes a similar distinction, labelling the positions hard and soft compatibilism. I prefer 
McKenna’s terminology for two reasons:  
1) Hard and soft compatibilism is a distinction used in other ways (Mele 2005: 103, n. 18), using “hard” to denote 
those who think that the truth of determinism is required for responsibility, and “soft” for those who think that the 
truth of determinism is not required.  
2) Given the strategy of parallel cases, we might want a distinction that can track these styles of responses that 
incompatibilists could offer as well. But, “hard” has been used to denote different theses. “Hard incompatibilism” is 
often used to denote something else (the thesis that incompatibilism is true and we do not have moral responsibility 
(Vargas in Fischer et. al. 2007: 3). “Hard libertarianism” has been used to denote the thesis that we are sometimes 
responsible and the falsity of determinism is required for responsibility, whereas “soft libertarianism” denotes the 
thesis that we are sometimes responsible and, although the falsity of determinism is not required for responsibility, 
it is required for a more desirable form of it (Mele 2005: 95). 
Rather than denoting views, “hard-line” and “soft-line” denote responses to manipulation arguments.   
36 See, for example, Fischer 2011, Frankfurt 1998: 54, 2002: 27, McKenna 2004, 2008, 2012a, 2012b, 2014 (though 
see McKenna 2016 for a possible change in view), Sartorio 2016: 156-70, Sripada 2012, Vargas 2013: Ch. 9 (though 
see Vargas 2018 for a possible change in view for at least some cases), and Watson (1999: 360-1). 
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thesis.37 There are also recent responses that do not neatly fit into either of these categories.38 

Generally, these sorts of responses pose dilemmas for the proponent.  

 I do not have too much to say about hard-line responses.39 The intuitive response to many 

manipulation cases seems to be that the manipulated agent is not responsible. Taking a hard-line 

response would involve biting the bullet and accepting the counterintuitive result. Although I think 

that biting the bullet is not off-limits in philosophy, and that sometimes it will need to be done, 

finding out when it should be done is not easy. There is currently an explosion of literature on 

philosophical methodology,40 much of it involving discoveries from, and sparked by, experimental 

philosophy. Some type of answer, be it partial or complete, to the question of when it is acceptable 

to bite the bullet in deciding between theories would be necessary for justifying a hard-line 

response, and crucial for rejecting such a response. I am not prepared to give such an answer.  

 There is still something to say regarding this. There are many views of moral responsibility 

on offer, and many arguments for or against theses regarding moral responsibility. When coming 

to a conclusion about which view to accept, one should have in mind a goal that they want the 

theory to achieve, and there are many different goals one can have. For example, one might want 

the theory to capture our everyday concept of moral responsibility, or one might want a theory that 

describes the property of being morally responsible. One could instead have a more pragmatic goal 

in mind, thinking that the main goal of one’s theory be that it leads to better agents, or to a better 

                                                           
37 See, for example, Barnes 2015, Fischer 2000a, 2004, Fischer and Ravizza 1998: Chs. 7-8, 2000a, Haji 1998, 2008, 
2009, 2010, 2013, Haji and Cuypers 2004, 2007, 2008, McKenna 2016, Mele 1995, 2006, 2008, 2009a, 2009b, 2013a, 
2013b, 2016, Nahmias and Deery 2017, Waller 2013, and Yaffe 2003. 
38 See, for example, Kearns (2011), King (2013), Schlosser (2014), Tognazzini (2014), and Vihvelin (2013: 153-5). 
39 Though see Mele 2013b and 2016 for an extended discussion of hard-line responses. 
40 For some examples, see Cappelen 2012, Cappelen et. al. 2016, Deutsch 2015, Fischer and Collins 2015, Machery 
2017, Sider 2013, Unger 2014, and Williamson 2008. 
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society. I take it that, for various goals, our pre-theoretical judgments will have a role to play in 

deciding between views, and straying too far from these judgments will increase the risk of failing 

to achieve this goal. 

 Soft-line responses attempt to hold true to our judgments about these manipulated agents 

and explain what is different about manipulated agents. I divide these responses into two camps. 

One camp includes what have typically been called historical views, but I will call these agent-

focused views. These types of views diagnose the problem of manipulation cases by focusing on 

the history of components of the agent that led to the action while only appealing to facts regarding 

the mental life of the agent. These sorts of views make no reference to the manipulator in 

explaining what went wrong with manipulated agents. A second camp of soft-line responses are 

what I call manipulator-focused views. This sort of response explains the manipulated agent’s lack 

of responsibility, at least partly, by appealing to the presence of a manipulator, which is external 

to the agent.  

 Each of these two types of view has its virtues and its vices. Agent-focused views can 

explain what went wrong in cases of mid-life manipulation. Since they do not appeal to the 

presence of the manipulator in explaining what went wrong with manipulated agents, their 

explanation does not falter in blind force variations of mid-life cases. The vice of these views is 

that they are unable to explain what went wrong in original design cases. These cases are designed 

to produce an agent whose entire history (or entire history as long as they have been an agent) is 

just like that of a standard agent. Because of this, the explanations that these views offer do us no 

service in the cases of original design. 
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 Manipulator-focused views, which appeal to the presence of a manipulator in explaining 

what went wrong with a manipulated agent, can explain the problematic nature of cases of original 

design. They can also explain what went wrong in standard cases of mid-life manipulation, which 

involve a manipulator. Their vice is that they cannot handle blind force variations. In these cases, 

there is no manipulator, so an explanation that appeals to the presence of one will do no work.  

  

3.1 The Dissertation 

This dissertation will focus on the three prominent agent-focused views; that of John Fischer and 

Mark Ravizza, that of Ishtiyaque Haji and Stefaan Cuypers, and that of Alfred Mele. Each of these 

views will get its own chapter. I conclude by taking the lessons learned from these chapters to lay 

the groundwork for an agent-focused view.  

 Before moving on to this task, I would like to make some final points. I lean towards the 

view that mid-life cases and original design cases pose different problems for views of 

responsibility, and their treatments should, accordingly, be different. It is possible that both 

explanations are correct, and that what happens in standard cases of mid-life manipulation is that 

the agent’s lack of responsibility is overdetermined. When it comes to mid-life cases, I agree with 

Mele on the claim that the problem comes from the change that the agent undergoes, and how this 

change comes about.41  

                                                           
41 Mele (2009a: 169, and 2009b: 466-7, 2016: 77) offers a radical reversal diagnosis of these cases which I discuss in 
a later chapter. 
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This aspect of the cases can help to explain two things discussed earlier.  First, it can be 

used to explain why mid-life cases are amenable to the production of parallel cases. As discussed 

earlier, such a treatment is not simple with cases of original design, and may not work against 

some incompatibilist views. Second, it can be used to explain why blind force variations can work 

on mid-life cases but do not work for cases of original design. These provide us with reasons 

(though not overwhelming ones) to think that the problems posed by these two types of cases are 

different. 

Further, given that I am focusing on agent-focused views, I will not be attempting to solve 

the problem of original design cases; my focus will be on mid-life cases. Further, given that mid-

life cases are amenable to a parallel treatment, I will not be focusing on the compatibility debate. 

Cases of mid-life manipulation, being problematic for both compatibilist and incompatibilist 

views, provide a general need for this sort of solution. The views on offer, as well as the view I 

outline in the final chapter, are applicable both to compatibilist and to incompatibilist positions.  

Finally, although I mentioned Pereboom’s argument to the best explanation, I will focus 

on the problem as posed by standard manipulation arguments, and a viable response to the no-

difference premise. One reason to avoid this argument is that it is a mixed one, involving both a 

case of mid-life manipulation (Case 1), and a case of original design (Case 2). As I argue, it looks 

like we can home in on the features that are doing the work in undermining the responsibility of 

the manipulated agents in standard cases. If this is right, then we will be able to formulate an 

explanation that will compete with Pereboom’s, at least for Case 1. This would help to provide a 

rebuttal of Pereboom’s argument to the best explanation. 
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CHAPTER 2 

 

FISCHER AND RAVIZZA’S VIEW 

 

 In this chapter I begin the project of evaluating views that provide historical conditions on 

moral responsibility in order to respond to the problematic cases of mid-life manipulation. This 

chapter is dedicated to Fischer and Ravizza’s theory of moral responsibility, and specifically, their 

condition on taking responsibility for the springs of one’s actions. In section 1, I provide an outline 

of this condition. The main source for this is Fischer and Ravizza’s book Responsibility and 

Control, although I sometimes appeal to further sources for elucidation. The view presented here 

is a joint venture, but Fischer has written about this view outside of the book, and has continued 

this research project without Mark Ravizza. Responsibility and Control is a development of the 

view provided in Fischer’s The Metaphysics of Free Will. Throughout section 1, I leave certain 

questions about the details of Fischer and Ravizza’s view unanswered. In section 2, I consider and 

evaluate objections to Fischer and Ravizza’s view. 

1.1 The View 

1.1.1 The Basics 

Fischer and Ravizza posit a necessary condition on responsibility for an action: “[w]hen an 

agent is morally responsible for, say, an action, we have proposed that it must be the case that the 
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action flows from the agent’s own, moderately reasons-responsive mechanism” (Fischer and 

Ravizza 1998: 207).42 Put more formally: 

RON: An agent is responsible for an action A only if A flows from the agent’s own, 
moderately reasons-responsive mechanism. 

There are three main notions to unpack here: 1) a mechanism, 2) ownership of a mechanism, and 

3) moderate reasons-responsiveness. The next few subsections are devoted to explaining these. 

The notion of ownership involved in RON plays the role of making their view historical and 

enabling them to respond to manipulation cases (at least those of the mid-life variety). In response 

to such cases, Fischer and Ravizza are usually going to suggest that the mechanism from which 

the relevant action issued is not the agent’s own (and thereby fails to meet RON).  

In order for the mechanism to be the agent’s own, in the relevant sense, the agent needs to 

have “taken responsibility” (Fischer and Ravizza 1998: 207). This notion of taking responsibility 

must itself be explained, and one specific question regards precisely what the agent has to take 

responsibility for. For now, we can posit a rudimentary form of a necessary condition relating 

“taking responsibility” and “agent’s own mechanism”: 

OTN1: A mechanism M is an agent’s own (in the sense employed in RON) only if 
the agent has taken responsibility. 

Further, we get the claim that “[t]he process by which an agent takes responsibility for the springs 

of his action makes them his own in an important sense” (Fisher and Ravizza 1998: 210). Here I 

read “springs of his action” as the agent’s relevant mechanism and “his own in an important sense” 

as referring to the sense of ownership used in RON and OTN1. For the rest of the chapter, these 

                                                           
42 Fischer and Ravizza understand “moral responsibility” in a way such that an agent can be morally responsible for 
an action even if one is neither blameworthy nor praiseworthy for it. Further, it seems as though they may think that 
we can be morally responsible for morally neutral actions (Fischer and Ravizza 1998: 43). 
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phrases will be read in this way unless otherwise noted. This claim suggests that taking 

responsibility for the relevant action-producing mechanism is sufficient for making that 

mechanism the agent’s own, thereby giving us: 

OTMS: A mechanism M is an agent’s own if the agent has taken responsibility for 
M. 

One might be inclined to join OTMS with OTN1 to give us necessary and sufficient conditions for 

mechanism ownership, but given what we have so far, this move would be premature. OTN1 does 

not specify what the agent has to take responsibility for, and it remains an open possibility that a 

mechanism can be an agent’s own in virtue of the agent’s having taken responsibility for something 

else. 

Much of this chapter is devoted to an attempt at getting precise on what this notion of 

“taking responsibility” comes to and what one takes responsibility for. This is a worthwhile task, 

since one of the more common responses to objections to this view is that the assailant does not 

get the view right.  

1.1.2 Reasons-Responsiveness  

 According to RON, one of the necessary conditions on an agent’s being responsible for 

some action is that it issue from a mechanism that is moderately reasons-responsive. In discussing 

this, they give us three versions of reasons-responsiveness: strong, weak, and moderate, and they 

begin by explaining strong reasons-responsiveness.  

Where K is a kind of mechanism, “[s]trong reasons-responsiveness obtains under the 

following conditions: if K were to operate and there were sufficient reason to do otherwise, the 

agent would recognize the sufficient reason to do otherwise and thus choose to do otherwise and 
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do otherwise” (Fischer and Ravizza, 1998: 41). This characterization picks out three main 

functions of mechanisms. The first of these is reasons-receptivity, concerned with the mechanism’s 

recognition of reasons. The second is reasons-reactivity, concerned with the connection between 

reasons that are recognized by the mechanism and the choices produced by the mechanism. The 

third function concerns the connection between choices and actions.43 Neither this form of reasons-

responsiveness nor weak reasons-responsiveness is going to require that, when the agent does 

otherwise in the relevant possible world, she does so because there is this sufficient reason (Fischer 

and Ravizza, 1998: 63). 

When we are assessing a mechanism for strong reasons-responsiveness, we have to 

consider the counterfactual “[i]f the agent had sufficient reason to do otherwise, then they would 

recognize this reason, choose in accordance with it, and act in accordance with the choice.”44 

                                                           
43 If one thinks that choices are mental actions, then one might think that this third function is not well described. 
Perhaps one way to read them is to think of “action” in this third function as more narrowly defined, such that it 
only applies to overt actions. When they discuss this function, Fischer and Ravizza mention what a failure in this 
function may reflect: “various kinds of physical incapacities, or even (again) weakness of the will” (Fischer and 
Ravizza, 1998: 42). This statement fits well with the interpretation of “action” as “overt action,” especially given the 
focus on physical incapacities. Once they move to moderate reasons-responsiveness, Fischer and Ravizza treat the 
last two functions as one and refer to it as reasons-reactivity (1998: 69). 
44 There seem to be two importantly different ways of filling out the antecedent of the relevant counterfactual, and 
in explaining it, Fischer and Ravizza do not seem to come down on one or the other. Although I will not develop this 
point to any significant degree here, I do want to outline a worry that may come up.  

One way of filling out the antecedent involves giving some specific reason r, and the worlds we would 
consider are the closest worlds where the agent has reason r. A different way of filling out the antecedent would be 
with just the general “sufficient reason,” and the worlds we would consider are the closest ones with a sufficient 
reasons to do otherwise, whatever that reason is. On the first way of filling it out, reasons-responsiveness becomes 
relative to specific reasons (the counterfactual may be true for some reasons but not others), although Fischer and 
Ravizza seem to want to pick out a more general property than this. On the second way of filling out the antecedent, 
we get a strange result. Suppose someone has a mechanism that is only responsive to one (or just a few) reasons(s) 
to do otherwise and it just turns out that the closest possible world where there is a sufficient reason is one where 
the agent has this reason (or one of these few). In this case, the mechanism in question would be strongly reasons-
responsive, although it would not be responsive to many reasons. Further, a slight change in the environment may 
change which world is closest, and possibly make the closest world one where the sufficient reason to do otherwise 
is not a reason that the mechanism is responsive to, thereby making the mechanism lose strong-reasons-
responsiveness on the basis of something that, on the face of it, seems irrelevant. 
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Fischer and Ravizza are quick to point out that strong reasons-responsiveness would be too much 

to ask of a mechanism in order for an agent to be responsible.  

Alternatively, weak reasons-responsiveness is too weak. In order for a mechanism to be 

weakly reasons-responsive, there must be some possible world with the same natural laws as the 

actual world where, holding the kind of mechanism fixed, “there is a sufficient reason to do 

otherwise, the agent recognizes this reason, and the agent does otherwise” (Fischer and Ravizza, 

1998: 44). This form of reasons-responsiveness drops the counterfactual and simply asks for a 

single possible world where the mechanism recognizes a sufficient reason and reacts in accordance 

with it. Given how many possible worlds there are, and how many sufficient reasons there are in 

these worlds, requiring that there be just one that fulfills these conditions will make weak reasons-

responsiveness too easy to come by. 

When it comes to moderate reasons-responsiveness, the level of responsiveness required 

for moral responsibility, Fischer and Ravizza offer a more subtle characterization. One addition 

they provide is that when it comes to reactivity, that is, the function of a mechanism that involves 

deciding and acting on the decision, they require that the decision be made on the basis of the 

reason that was recognized (1998: 64). The previous formulations allowed for cases where agents 

recognize a sufficient reason to do otherwise, and decide to do otherwise, yet they do not so decide 

because of the sufficient reason, but rather because of something else. This qualification is meant 

to exclude such cases from our evaluation of the responsiveness of mechanisms. 

A further qualification involves a distinction between prudential and moral reasons. Fischer 

and Ravizza offer a rough distinction between these two sorts of reasons, the former being reasons 

concerning the long-term self-interest of the agent, and the latter being reasons that issue from 
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some sort of balancing between the agent’s interests and the interests and rights of others (1998: 

76).45 The moral reasons here need not actually be correct, they simply need to be “in the ‘ball 

park’ as contenders for being correct [as] given by the considered judgments . . . of the relevant 

community” (1998: 77). This distinction allows them to formulate a further requirement on what 

it takes for a mechanism to be moderately reasons-responsive: that it be responsive and receptive, 

to at least some moral reasons. 

When it comes to evaluating mechanisms for moderate reasons-responsiveness, Fischer 

and Ravizza apply different standards to receptivity and reactivity. They apply a stronger standard 

to receptivity than for reactivity, and this is, in part, to allow for moral responsibility when an agent 

acts from weakness of will, cases where it seems as though an agent acts against what she perceives 

to be sufficient reasons to do otherwise. 

The strong standard that applies to receptivity requires that the actual mechanism be 

regularly46 receptive to reasons, which involves exhibiting an understandable pattern of reasons-

recognition. For a pattern to be understandable, “[t]he contents of the responses must interact in a 

substantive way – a way that is, admittedly, difficult to specify generally – to produce a pattern 

that is understandable to a suitably placed third party” (1998: 71, n.14). Assessing this pattern can 

                                                           
45 I say this is a rough distinction because on these descriptions, many moral reasons will also be prudential reasons, 
since a reason issuing from deliberation about interests of the agent as well as others will often issue from 
deliberation involving an agent’s long-term self-interest, and balancing this against the interest of others. 
Sometimes, these sorts of reasons may concern the long-term self-interest of the agent, even though we would not 
normally consider them to be prudential reasons. Consider, for example, a case where someone, after deliberation, 
judges that the interests of another outweigh her own self-interest. In this case, the result of the deliberation may 
go against the agent’s own self-interest (and possibly long-term self-interest), yet concern this interest in some 
sense. 
46 They point out that the “regularly’ here does not mean “normally” or “customarily,” but rather implies a degree 
of orderliness (1998: 71, n. 12). 
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involve actual as well as hypothetical cases.47 In order for the pattern to count as understandable, 

it must show “a suitable correspondence to the objective . . . grading of the strength of reasons” 

(1998: 72). That is, given a set of preferences, values, and beliefs, the ranking of reasons and their 

strengths must line up with what the community as a whole would come up with through the 

process of reflective equilibrium (1998: 72, n.15). For example, if the fact that a ticket costs $1,000 

is sufficient reason not to go to an event, then were the ticket to cost $2,000, this should be 

recognized as a sufficient reason as well.48 

For the reactivity component of moderate reasons-responsiveness, Fischer and Ravizza 

simply require weak reasons-reactivity (1998: 69, 73). One way of understanding weak reactivity 

would be to apply a similar standard as we did for weak reasons-responsiveness, but just to the 

reactivity component. On this understanding, a mechanism is weakly reactive to reasons if there 

is a possible world (or only a very small set of worlds)49 where, holding the laws and mechanism 

fixed, the agent recognizes a sufficient reason to do otherwise and the agent decides to do otherwise 

(and does otherwise) on the basis of that reason. It is important to note that the mechanism only 

needs to be reactive to reasons; it need not be reactive to moral reasons (1998: 78-80). 

 

                                                           
47 Including, as I discuss later, hypotheticals about which reasons would count as sufficient given a different set of 
values than those actually held (1998: 71). 
48 Using this notion of “understandable,” Fischer and Ravizza specify that in order to be responsible the agent 
needs to recognize an understandable pattern of moral reasons (1998:77). 
49 A statement from Fischer and Ravizza, which I offer at the end of this note, suggests the move from “a world” to 
“a small set of worlds.” The difference in interpretation here will not make a substantial difference to anything else 
in this chapter, so I set it aside. Further, a case where there is only one such world and not also a very small set of 
worlds is going to need to be fairly contrived. The statement suggesting this shift is as follows: “[a]s we pointed out, 
an agent may be morally responsible even though his mechanism is only weakly reactive to reasons (reacting 
differently in only a very small set of worlds)” (1998: 74-5). 
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1.1.3 The Nature of Mechanisms 

One of the crucial components of this view is the notion of mechanisms which issue in 

actions, but Fischer and Ravizza leave this somewhat unclear.50 For our purposes, there are two 

questions regarding mechanisms that will play a large role in what follows: 1) what is the nature 

of mechanisms? and 2) how do we individuate mechanisms and their kinds? In this subsection, I 

focus on the first question. I return to the second question in the next subsection.  

On one reading of “mechanism,” a mechanism is a kind of processor. Very loosely, on this 

reading, a mechanism is the sort of thing that takes inputs and produces outputs. This could mean 

something like a set of pro-attitudes and beliefs, or a set of dispositions involved in the recognition 

and evaluation of reasons, some sort of faculty, etc. This interpretation is suggested by some claims 

made by Fischer and Ravizza, for example, when they refer to the faculty of practical reason as a 

mechanism (Fischer and Ravizza 1998: 38-9, 42),51 or when Fischer discusses inputs and outputs 

of the mechanism (Fischer 2012: 202). 

On a different reading of “mechanism,” a mechanism is simply a process, or a series of 

events preceding some action. This reading is the one that Fischer and Ravizza explicitly take. 

When introducing mechanisms, Fischer and Ravizza make it clear that they do not mean to reify 

anything, and that they are not thinking of anything like a mechanical object (1998: 38, fn. 8). All 

                                                           
50 This criticism is not new. It can be found, for example, in Ginet (2006: 233), Bratman (2000: 453), and McKenna 
(2001: 96). 
51 For example, in discussing a Frankfurt-case, “Sam’s action issues from the normal faculty of practical reasoning... 
[b]ut in the alternative scenario, a different kind of mechanism would have operated – one involving a direct 
stimulation of Sam’s brain.” (Fischer and Ravizza 1998: 38-9). The relevant action issues from a faculty, and this is 
contrasted to a different mechanism in a different scenario, implying that, at least in this instance, they are thinking 
of the faculty of practical reasoning as the relevant mechanism. While discussing a separate case and focusing on 
reasons-responsiveness, we are asked to “imagine that as a result of the unimpaired operation of the normal human 
faculty of practical reasoning Jennifer decides to go (and goes) to the basketball game tonight” (Fischer and Ravizza 
1998: 42). 
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they mean to talk about is the process that leads to an action, or the way that the action came 

about.52  

Ultimately, it may be possible to translate statements about mechanisms that seem to imply 

one reading into statements that are consistent with the other reading. So, for example, it may be 

that to implant a mechanism is just to implant entities involved in some series of events leading to 

actions,53 or we may be able to interpret inputs as initiators of a given sequence of events, and 

outputs as their consequences.  

For this chapter, I will be working with an understanding of mechanisms that involves a 

mix of these two readings, one introduced by Ginet:54 a mechanism is “the whole complex of 

events and states that would figure in a correct explanation of why the action occurred” (Ginet 

2006, 233). Such a complex of events and states will include “the particular desires, beliefs, and 

intentions that were among the agent’s reasons for acting in the particular way that he did” (ibid, 

233).55 For reasons I present later (subsections 1.4, 2.6 and 2.7), this interpretation may not be 

quite right. The main component of this reading that I will be committed to in this chapter is the 

claim that a mechanism is a complex of things like events and states such as desires, beliefs, etc. 

A point of contention will be which events and which states, exactly, are a part of this complex. 

                                                           
52 “[A]lthough we employ the term “mechanism,” we do not mean to point to anything over and above the process 
that leads to the relevant upshot; instead of talking about the mechanism that leads to (say) an action, we could 
instead talk about the process that leads to action or “the way the action comes about”” (Fischer and Ravizza 
1998: 38). 
53 Fischer and Ravizza sometimes describe cases of manipulation as cases involving the implantation or installation 
of a mechanism. For an example of the claim that a mechanism is implanted, see the first case of Judith in Fischer 
and Ravizza, 1998: 231). For an example of a case being described as involving the installation of a mechanism, see 
Fischer’s discussion of Chum (2012: 202). 
54 McKenna also explicitly takes this reading and attributes it to Ginet (McKenna 2001: 96, 2013: 162).  
55 Although Fischer responds directly to Ginet’s criticisms in the same issue of The Journal of Ethics, he does not 
address this conception of mechanisms (Fischer 2006a). At the very least, I think this suggests that Fischer does not 
find this reading too objectionable. 
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1.1.4 Individuating Mechanisms and their Kinds 

On Fischer and Ravizza’s view, whether two mechanisms are the same one, or at least of 

the same kind, plays a crucial role in deciding the verdict that the view provides for a given case. 

For example, in order to know whether an agent is responsible in manipulation cases, we will need 

to know whether the mechanism that leads to action after the manipulation is the same, or of the 

same kind, as a mechanism that the agent had previously taken responsibility for. 

 As with the nature of mechanisms, Fischer and Ravizza leave individuation of mechanisms 

and their kinds unclear.56 Although they acknowledge that this may be a source of problems for 

their view, Fischer and Ravizza suggest that individuating mechanisms can be generally treated as 

an intuitive matter: 

We must confess that we do not have any general way of specifying when two kinds 
of mechanisms are the same. This is a potential problem for our approach; it will 
have to be considered carefully by the reader. But rather than attempting to say 
much by way of giving an account of mechanism-individuation, we shall simply 
rely on the fact that people have intuitions about fairly clear cases of “same kind of 
mechanism” and “different kind of mechanism” (Fischer and Ravizza 1998: 40).57 

Although this seems to be their official line on the individuation of mechanisms and their kinds, 

we may be able to glean more from further statements. Most of this is discussed in later subsections 

while discussing Fischer’s replies to manipulation cases directed at their view specifically. 

For now, we can consider the following claim made in Fischer and Ravizza’s book: 

It is important to note that, on our approach, mechanisms are (in the typical case, at 
least) individuated broadly. So, “ordinary practical reasoning” subsumes such 
“submechanisms” as the “doing one’s homework” mechanism, the “practicing 

                                                           
56 This criticism is also not new. It can be found, for example, in Ginet (2006: 233-5), McKenna (2001: 96, 2013: 161-
3), and Watson (2001: 379-383). The first two of these authors suggest shifting focus to agents rather than 
mechanisms, though Fischer does not accept this revision. 
57 Similar statements can be found in Fischer and Ravizza (2000b: 476) and Fischer (1994:163-4, 2000b: 404, 2006b: 
17, and 2012: 10-11). 
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piano” mechanism, the “brushing one’s teeth” mechanism, and so forth. A similar 
point applies in the nonreflective case. It is, of course, possible, in a given case, that 
genuinely different mechanisms operate when one (say) does one’s homework and 
(say) brushes one’s teeth, in which case, our theory will take account of this fact. 
(Fischer and Ravizza 1998: 216, fn. 10)   

This does help to give us a somewhat clearer picture of mechanisms. The picture suggests that 

some mechanisms may include other mechanisms, and that mechanisms can be individuated as 

broadly as the mechanism of ordinary practical reasoning or as finely as the mechanism of brushing 

one’s teeth.   

 The last sentence in the quotation adds a complication. Fischer and Ravizza claim that it is 

possible for genuinely different mechanisms to be operating when one brushes one’s teeth and 

when one does one’s homework. Given the context, my reading of this is that it may be the case 

that a mechanism of practical deliberation leads to one action, yet a different kind of mechanism, 

one involving nonreflective behavior, leads to the other. On this reading, “genuinely different” is 

being interpreted as a difference in kind of mechanism that is relevantly different for moral 

responsibility.  

The claim that it is possible that these are genuinely different mechanisms implies that it is 

also possible that they are not genuinely different.58 On the reading of “genuinely different” I am 

taking, this would amount to the claim that it is possible that the two mechanisms are of the same 

kind. Another option is that it is the same mechanism of practical deliberation that is operating in 

both instances. This poses a problem for Ginet’s interpretation of what mechanisms are. 

Specifically, this poses a problem for the stipulation that the mechanism includes the whole 

complex of states and events needed to explain why the action occurred. In order to explain why 

                                                           
58 Thanks to Alfred Mele for pointing out this implication and the conflict with Ginet’s interpretation of 
mechanisms. 
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someone brushed their teeth, we need to appeal to some events and states that will not play a role 

in explaining why one did their homework. This poses a problem if we read Ginet as claiming that 

these explanatory events and states are the only ones that are included in the mechanism. Because 

of these complications, I only take up the part of Ginet’s interpretation that has to do with what 

kinds of things are involved in a mechanism (states and events), yet remain agnostic about whether 

it only involves those states that play an explanatory role. 

There is still a way of explaining this on Ginet’s interpretation, and this would be to claim 

that multiple mechanisms are operating in each of the events. For example, when it comes to doing 

one’s homework, one could claim that there are multiple mechanisms, one of which is a 

mechanism leading to this action which only includes those states and events required to explain 

the action. A second mechanism could be the mechanism of practical deliberation, which includes 

more than just those states and events needed to explain this specific action. It would include 

enough such that it is the same mechanism that is operative when one brushes one’s teeth even 

though in this second case, there is also a second, different mechanism that only includes those 

states and events required to explain the action of brushing one’s teeth. 

Fischer and Ravizza acknowledge the possibility of multiple mechanisms operating in a 

given case, as well as a concern that this poses. 59 If multiple mechanisms operate in a given case, 

we may have mechanisms that differ in important respects. For instance, it may be that one 

mechanism that operates in a given case is moderately reasons responsive yet the other one is not.60  

When considering this point, Fischer and Ravizza suggest that, although there may be multiple 

                                                           
59 Outside of the quotation given above, Fischer and Ravizza claim that multiple mechanisms can be operating in a 
single case elsewhere (1998: 46, 1998: 47 fn. 19). 
60 As I show shortly, this actually is going on in a standard case where the mechanism of “brushing one’s teeth” 
operates, though it is not problematic for their view (see n. 65, p. 42).  
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mechanisms operating at a time, not all of them are relevant to ascriptions of moral responsibility. 

Which mechanism is the relevant one to ascriptions of guidance control and moral responsibility 

is also going to be an intuitive matter (1998: 47). In explaining various cases throughout their 

work, Fischer and Ravizza often appeal to the mechanism of ordinary practical reasoning, or 

nonreflective mechanisms (as contrasted to the former),61 so it seems that the mechanisms relevant 

for moral responsibility can be individuated as broadly as these.62 

 Although they leave the picking out of relevant mechanisms to intuition, Fischer and 

Ravizza do make one stipulation about which mechanism is relevant for ascriptions of guidance 

control: 

it is a necessary condition of a mechanism’s relevance to ascriptions of guidance 
control (and moral responsibility) that it be a “temporally intrinsic” or 
“nonrelational” mechanism in the following sense: if a mechanism M issues in act 
A, then M is relevant to the agent’s guidance control of A only if M’s operating does 
not entail that A occurs (Fischer and Ravizza 1998: 47) 

Suppose you decide to donate five percent of your salary to the United Way and do so. One non-

relevant mechanism would be “deliberation preceding donating 5 percent of one’s salary to the 

United Way.” The operation of this mechanism entails that one donates the money, in which case, 

there is no possible world in which this mechanism of yours operates and you don’t donate the 

money, thereby making it so that this mechanism is not responsive to reasons.63 But surely, you 

                                                           
61 See, for example, 1998: 85, 215. 
62 The worry in this paragraph is similar to a different possible worry. Suppose that there is only one mechanism that 
operates in any given case, it may still be that this mechanism is of various kinds. Which kind is the relevant one is 
important for judgments of responsibility, as it pertains to whether the mechanism is moderately reason-responsive 
and whether, as I explain later, it is the agent’s own mechanism. 
63 In describing this example, I try to stick to their explanation, but there is a concern here. In order to assess a 
mechanism for reasons-responsiveness, we need to look at worlds where the mechanism-kind is held fixed, not 
necessarily worlds where the specific mechanism is. They describe the actual mechanism of “deliberation preceding 
donating 5 percent of one’s salary to the United Way” and then state that “[i]f this kind of mechanism were to 
operate, then you would give 5 percent of your paycheck to the United Way in any logically possible scenario” (1998: 
46). Although a mechanism that fits this description will always issue in a donation, it is not clear that mechanisms 
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could be responsible for donating the money, and so they exclude mechanisms whose operation 

entails the performance of the action produced by that mechanism in the actual world. It is 

unfortunate that they use the terms “nonrelational” and “temporally intrinsic” since, if we read this 

straightforwardly, then a mechanism that was described in terms of its origins would not be a 

relevant one either, given that this description would involve relational claims.64 This statement 

seems intended to exclude mechanisms described in terms of the action they produce. This, at the 

very least, suggests the following necessary condition on a mechanism’s being relevant for moral 

responsibility: 

MRMR: A mechanism M resulting in action A is relevant for moral responsibility 
only if the operation of M does not necessitate the occurrence of A.65  

Consider, for example, a mechanism akin to Plato’s vision of the good.66 On Plato’s view, if an 

agent judges it best to A on the basis of moral reasons, then the agent necessarily A-s. Suppose 

that, in considering what to do, an agent recognizes the reasons for A-ing, judges it best to do so, 

and does so. If we understand the mechanism as necessarily involving the apprehension of these 

reasons and the judgment that it is best to A, then it looks like such a mechanism fails to meet 

MRMR and is consequently not relevant to ascriptions of moral responsibility.  

                                                           
of this kind are similarly restricted. If kinds are not this specific, then the move from “the operation of this mechanism 
entails a donation” to “the operation of a mechanism of this kind entails a donation” is problematic, and the claim 
that this mechanism is not reasons-responsive needs further support (since, holding the kind of mechanism fixed, 
we do not always get the same result).  
64 Given that they appeal to the origins of a mechanism in order to show that a manipulated agent’s action which 
flows from a mechanism is not responsible, we should probably not read them in this way. 
65 As promised in n. 60: In the ordinary case where the mechanism of “brushing one’s teeth” operates, we have a 
mechanism that is temporally extrinsic in the way that Fischer and Ravizza intended to exclude with MRMR. This 
mechanism is not even moderately reasons-responsive. If the mechanism of ordinary practical reasoning, which 
subsumes the mechanism of “brushing one’s teeth” is operating here as well, then as long as the broader mechanism 
is moderately reasons-responsive, we have a case where an action flows from a mechanism that is moderately 
reasons-responsive and one that is not. Since the mechanism of “brushing one’s teeth” fails to meet MRMR, this 
would not be a problem for their view, even if they wanted to ascribe responsibility for the action of brushing one’s 
teeth. 
66 Thanks to Alfred Mele for suggesting this mechanism. 
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This result may seem strange, until we consider that there are possibly other mechanisms 

at work here. Consider, for example, a mechanism that necessarily involves apprehension of the 

moral reasons in the world that the agent is in (on a de dicto reading), results in a judgment that it 

is best to perform whatever action those reasons recommend, and issues in this action. This 

describes a mechanism that is different than the one just considered. Whereas the initial mechanism 

refers specifically to A-ing, this latter mechanism refers to moral reasons and whatever action is 

recommended by them. In different worlds, where there are different moral reasons, this 

mechanism will apprehend those reasons instead. If these reasons recommend a different action, 

then the agent will judge it best to perform this other action, and perform that action instead. The 

operation of this mechanism, although it led the agent to A in the actual world, does not entail that 

the agent A-s. Because of this, MRMR would not preclude this mechanism from our evaluation of 

the agent’s responsibility for A-ing. 

1.1.5 Three Conditions on Taking Responsibility 

In order for an agent to be responsible for some action, the action needs to have issued 

from a mechanism that is moderate-reasons responsive and the agent’s own. Now recall OTN1 

and OTMS: 

OTN1: A mechanism M is an agent’s own (in the sense employed in RON) only if 
the agent has taken responsibility. 

OTMS: A mechanism M is an agent’s own if the agent has taken responsibility for 
M. 

In order for a mechanism to be an agent’s own mechanism, she needs to have taken responsibility, 

and if she has taken responsibility for a mechanism, then that mechanism is that agent’s own 
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mechanism. On Fischer and Ravizza’s view, taking responsibility involves the fulfilment of three 

main conditions.67 The first is: 

TR1’: The individual must see himself as the source of his behavior . . . He must 
see himself as an agent; he must see that his choices and actions are efficacious in 
the world (Fischer and Ravizza 1998: 210). 

TR1’ requires, roughly, that the agent sees her motivational states as having consequences in the 

world. 

 The second condition is not quite as straightforward, and they offer two versions of it. The 

general condition is: 

TR2’: The individual must accept that he is a fair target of the reactive attitudes as 
a result of how he exercises this agency in certain contexts (Fischer and Ravizza 
1998: 211). 

In order to fulfill this condition, the agent need not have a theory that explains which sort of 

contexts are the right ones, he only needs to accept that he is a fair target in certain contexts, and 

that which contexts these are is not an arbitrary matter.68 The two versions of TR2’ reflect a 

distinction between those individuals that do not engage in much philosophical reflection about 

the relationship between causal determinism and the fairness of our practices of assigning praise 

and blame (among others), and those who do. On the version that is meant to apply to those who 

do not engage in such reflection, what is required is that the individual “see[s] that in certain 

                                                           
67 As initially stated, these three conditions are necessary for taking responsibility, but in other parts, they state that 
the fulfilment of all three conditions is sufficient for taking responsibility. For example, when discussing the second 
version of the second condition, they state that “we contend that the satisfaction of this version of the condition is 
enough (in conjunction with the satisfaction of the other two conditions) for the agent to have taken responsibility” 
(Fischer and Ravizza 1998: 227). 
68 Although the agent needs to believe there are certain contexts in which she is a fair target of the reactive attitudes, 
it remains open whether the agent needs to have belief about specific contexts, rather than a mere belief in the 
claim that there are such contexts. Compare (a) “context c is a context in which I am a fair target of the reactive 
attitudes” to (b) “There is some context in which I am a fair target of the reactive attitudes.” It is unclear whether a 
belief that (b) is sufficient for the fulfilment of this condition, or whether the agent needs to believe something like 
(a) for at least one relevant context c. 
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contexts it is “fair,” in the sense of being part of our given social practices, for others to subject 

him to the reactive attitudes in certain circumstances” (Fischer and Ravizza 1998: 211).  

  The second version of TR2’ is a bit trickier. As Fischer and Ravizza accept, someone who 

is open-minded and has spent time reflecting on the issue of whether our social practices would be 

fair in light of the truth of determinism will find some appeal from arguments on both sides, leaving 

them with some doubt about the thesis that these practices would be fair in a deterministic universe. 

This sort of individual “must view himself as an apt candidate for the application of the reactive 

attitudes, and be willing to put aside his residual doubts, for all practical purposes” (Fischer and 

Ravizza 1998: 227). 

 The third condition regards the way in which the agent has formed the beliefs about himself 

involved in TR1’ and TR2’: 

TR3: The individual’s view of himself specified in the first two conditions [must] 
be based, in an appropriate way, on the evidence (Fischer and Ravizza 1998: 213). 

As Fischer and Ravizza note, the notion of “appropriate” here is difficult to pin down. They think 

it is plausible to at least require that these beliefs be grounded in his evidence for the beliefs; e.g., 

the agent’s previous experience with the consequences of his choices and actions. 

 One of the results of taking responsibility is that “a person forms a disposition to view 

himself as an apt (relative to our social practices) target for reactive attitudes on the basis of the 

way in which he exercises his agency” (Fischer and Ravizza 1998: 214).69 This process need not 

be conscious. 

                                                           
69 As I read them, they are not saying that what is required is a disposition to form the relevant beliefs about himself 
and the fairness of our social practice in general. I read them as saying something stronger, perhaps that the agent 
have such a non-occurrent belief. 
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1.1.6 What We Take Responsibility For 

Fischer and Ravizza clarify that when an agent takes responsibility, she is not taking 

responsibility for all of her actions, regardless of their source; she only takes responsibility for 

actions that flow from a certain source. Specifically, “an agent takes responsibility for acting from 

a particular kind of mechanism” (Fischer and Ravizza 1998: 215, original in italics). Sometimes 

they speak of an agent taking responsibility for a kind of mechanism, but this is intended to mean 

taking responsibility for actions that flow from this kind of mechanism.70 I follow them in this 

convention. 

This allows us to give more precise versions of TR1’ and TR2’. The improved readings 

that Fischer and Ravizza (1998: 215, fn.9) suggest are: 

TR1: The individual must see himself as the source of his behavior. He must see 
himself as an agent; he must see that his choices and actions are efficacious in the 
world, insofar as he acts from certain mechanisms. 

TR2: The individual must accept that he is a fair target of the reactive attitudes as 
a result of how he exercises this agency in certain contexts, insofar as he acts from 
certain mechanisms.  

These readings, although more specific, are stated in terms of mechanisms, as opposed to kinds of 

mechanisms. I suggest that provisionally, we read them as thinking of the target of taking 

responsibility as behavior that flows from a particular kind of mechanism, since this is the position 

they state when they explicitly discuss the question of what we take responsibility for (Fischer and 

Ravizza 1998: 215, 2000a: 441, Fischer 2000a: 390). Furthermore, given how Fischer responds to 

                                                           
70 In explaining their view, they state: “We contend that individuals make certain kinds of mechanisms their own by 
taking responsibility for them. (When we speak of taking responsibility for a kind of mechanism, we understand this 
as “shorthand” for taking responsibility for behavior that issues from that kind of mechanism.)” (2000a: 441). 
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certain objections, and how ownership is transmitted, it seems as though they have kinds of 

mechanisms in mind. 

 Once one has taken responsibility for behavior that flows from a certain kind of 

mechanism, this “property of having taken responsibility is then transmitted to behavior from 

mechanisms of the same kind” and exclusively so (Fischer and Ravizza 1998: 225).71 Since taking 

responsibility is sufficient for ownership (in virtue of OTMS), ownership transmits to other 

mechanisms of the same kind as well.   

 One further thing to note is that in order to take responsibility for behavior that issues from 

a certain kind of mechanism, the agent need not know all of the details of the mechanism: 

So, for example, when someone takes responsibility for behavior that flows from 
ordinary practical reasoning, he certainly need not know all (or, indeed, any) of the 
details of the neural states that underlie the mental states that constitute his practical 
reasoning. On our picture of taking responsibility, an agent need not know these 
details, but in taking responsibility for actions that flow from a kind of mechanism, 
he takes responsibility for acting from the mechanism in all its details. That is, in 
taking responsibility for acting from a kind of mechanism, he takes responsibility 
for acting from the mechanism in its full reality. To employ a metaphor, when one 
takes responsibility for acting from a kind of mechanism, it is as if one takes 
responsibility for the entire iceberg in virtue of seeing the tip of the iceberg. (Fischer 
and Ravizza 1998: 217)72 

This passage includes a commitment to two theses which I will call the “Full Detail Thesis” and 

the “Iceberg Thesis”: 

FDT: In taking responsibility for actions that flow from a kind of mechanism, the 
agent takes responsibility for acting from a mechanism in its full detail. 

                                                           
71 Fischer and Ravizza offer a similar statement with a caveat elsewhere (Fischer and Ravizza 2000a: 442-3). 
Responsibility for one mechanism of a certain kind transfers to another mechanism of the same kind in the absence 
of the agent’s reconsidering the mechanism. When I appeal to this thesis regarding the transmission of having taken 
responsibility, I assume that such a reconsideration has not occurred. 
72 Although this passage may be read as starting off by talking about particular mechanisms, the main explicit theses 
are in terms of kinds of mechanisms, and I read the entire passage as being about kinds. 



48 
 

IT: In order to take responsibility for acting from a kind of mechanism, an agent 
need not know all of the details of the mechanism.73 

These two theses are strongly related and combine to make it plausible that we actually do take 

responsibility for behavior issuing from kinds of mechanisms. After all, if FDT were true, but IT 

were false, then it would be highly implausible that anything other than a very powerful mind 

(god-like mind perhaps) would be able to take responsibility for a kind of mechanism. The passage 

above allows us to go further than FDT and IT and make more precise versions of the theses by 

focusing on types of details. For brevity, I will focus on more precise versions of IT.  

In the passage above, Fischer and Ravizza focus on one type of detail: the neural details of 

the operation of the mechanism.74 The relationship between the mental states involved in a 

mechanism and the physical states of the brain is somewhat contentious. One might think, for 

example, that they are identical, or that the mental states supervene on the physical, or that the 

physical states are realizers of the mental. I use the term “neural correlates” to mean those physical 

brain states that are so related to the mental states, without taking a stance on the relationship 

between the physical and the mental. The passage above includes a commitment to: 

N-IT: In order to take responsibility for acting from a kind of mechanism, an agent 
need not know all of the details regarding the neural correlates of the states in the 
mechanism.75 

Although neural correlates are what Fischer and Ravizza focus on, I suggest that they are 

committed to more than N-IT. 

                                                           
73 Notice that although both FDT and IT are about taking responsibility for actions that flow from kinds of 
mechanisms, the details are about a particular mechanism. This reflects the wording that Fischer and Ravizza use. 
74 In relation to this thesis and the full detail thesis, they focus on a different type of detail later on: if it turns out 
that, say, my mechanism of ordinary practical reasoning is deterministic, then I take responsibility for its 
deterministic character (Fischer and Ravizza 1998: 234). In a footnote on the same page (fn. 27), they state that they 
are inclined to take a similar line with subconscious motivational states. 
75 A broader version than N-IT may be P-IT, which would be just like N-IT but replaces “neural” with “physical.”  
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 Other sorts of details involved in kinds of mechanisms are details involving mental states 

such as beliefs, values, desires, etc. Consider: 

MS-IT: In order to take responsibility for acting from a kind of mechanism, an 
agent need not know all of the details regarding what mental states are part of the 
mechanism. 

We could also offer more specific versions – one for desires, one for values, one for beliefs, etc. – 

but MS-IT should be good enough for my purposes. I argue that, in order for Fischer and Ravizza’s 

view to be plausible, they need MS-IT. Suppose that I have a mechanism of ordinary practical 

reasoning.76 Now consider me at the age of 21, when I am deliberating about whether I should 

apply to graduate schools in philosophy. By this point I had already had a plethora of experiences 

with the operation of my mechanism of practical deliberation (or mechanisms of the same kind), 

and I can plausibly be said to have taken responsibility for it. Suppose that this is so. When my 

mechanism of practical reasoning results in my decision to apply to graduate schools in 

philosophy, I can be thought to be morally responsible for this decision, since I had taken 

responsibility for the mechanism and (hopefully) it was moderately reasons-responsive.77 When I 

originally took responsibility for this mechanism, I had no idea of how it would perform when 

faced with the option of applying to graduate school in philosophy; in fact, I had no idea that it 

would ever even be used to consider something like going to graduate school. I also had no desire 

to apply to graduate school, nor did I have any beliefs about my chances. So there were some 

details about this mechanism that I had no knowledge of, yet I was able to take responsibility for 

                                                           
76 Whether there is such a mechanism, or whether it is a relevant one, might be questionable, although they do 
appeal to such a mechanism throughout the exposition of their view. Even if there isn’t such a mechanism, a 
structurally similar example can be made with a finer-grained mechanism. 
77 One may worry about this point if one thinks that this is a morally neutral action and that moral responsibility only 
applies to actions that are not neutral. I don’t wish to get into this debate here, although Fischer and Ravizza suggest 
that on their view, one can be responsible for morally neutral actions (1998: 8, 43).  
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a mechanism of that kind. The details I did not know in this case are not about neural correlates 

(although I didn’t know those either), they are about the mental states in the mechanism that 

operated in that decision, and how this mechanism would perform in alternative scenarios; and not 

just alternative scenarios, but alternative scenarios that are quite different than what I had 

experienced beforehand.78 If MS-IT were false, then I would not have been able to take 

responsibility for this mechanism until I knew all of these things, and it is highly implausible that 

I ever did (even when I was deliberating about going to graduate school). 

1.1.7 Dealing with Manipulation Cases 

In arguing that their view can handle cases of mid-life manipulation, Fischer and Ravizza 

discuss two cases of Judith (Fischer and Ravizza 1998: 232ff). The two cases are identical except 

for the strength of the implanted desire: in one case, the desire is irresistible, and in another it is 

strong, but not irresistible. The first case is as follows: 

…[suppose] that a scientist secretly implanted a mechanism in Judith’s brain (let 
us say, a few days ago). Employing this mechanism, the scientist electronically 
stimulates Judith’s brain in such a way as to create what will be a literally 
irresistible urge to punch her best friend, Jane, the next time she sees Jane. When 
Judith meets Jane at a local coffeehouse, Judith experiences this sort of urge, and 
does indeed punch Jane. (Fischer and Ravizza, 1998: 231) 

On Fischer and Ravizza’s view, there are two reasons why Judith is not responsible for punching 

Jane in the first case, the first being that, since the action flows from an irresistible desire, the 

mechanism leading to action is not moderately reasons-responsive. Further, Judith has not taken 

responsibility for the kind of mechanism that issues in her action: 

                                                           
78 This last point suggests a further version of IT involving details about how the mechanism would behave in 
different scenarios, though this is not necessary for our discussion. 
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whereas Judith can plausibly be thought to have taken responsibility for the 
mechanism of ordinary practical reason (uninfluenced by clandestine operations of 
scientists), it is not plausible to say that Judith has taken responsibility for the sort 
of mechanism that actually issues in her action: this sort of mechanism includes the 
manipulations of the scientist (Fischer and Ravizza 1998: 232).   

Given that ownership of a mechanism transfers from one mechanism to another one of the same 

kind, this response implies that the mechanism issuing in Judith’s punch is not only a different 

mechanism than one that she had previously taken responsibility for, it is of a different kind. 

In the second version of the case, a version in which the induced desire is strong but not 

irresistible, only the second explanation is available.79 The discussion of this case is more detailed, 

and involves further claims that are helpful in understanding their view. We are told that, “[g]iven 

that Judith does not know about the manipulation of the scientist, and has not explicitly considered 

such manipulation, it is plausible to say that Judith has not taken responsibility for the kind of 

mechanism that actually issues in the action” (ibid. 233). Were Judith to become aware of the 

manipulation, she could either eliminate or significantly weaken her desire, or she could decide to 

keep this desire upon reflection;80 either way, “awareness and reflection returns Judith to the 

mechanism of ordinary practical reasoning, and she can subsequently be held morally responsible” 

(1998: 235).81 

The manipulation in the cases of Judith is not as drastic as standard cases of global mid-

life manipulation,82 but Fischer does offer a response to such a case offered by Ishtiyaque Haji 

                                                           
79 From here on, when I say something about Judith or the case of Judith, I mean this second case unless otherwise 
noted. 
80 These are the only two options that Fischer and Ravizza consider (1998: 235), though it seems obvious that they 
are not exhaustive. For example, a different way this could go is that Judith wants to eliminate or significantly weaken 
the desire (and so does not want to keep it upon reflection), but is unable or fails to do so. 
81 Statements like this can also be found in Fischer and Ravizza 2000b: 474-5 and MacDonald, Fischer et al. 2000: 
416. 
82 Though it may be more drastic than it originally seemed. The implanted desire is so strong that the only thing that 
would stop her from punching Jane would be the knowledge that, were she to punch Jane, she would be causing the 
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(Haji 2000: 395-6).83 In this case, a neurosurgeon turns Jenny into a psychological twin of Jim, a 

master computer hacker, by implanting a new set of values, goals, preferences, etc. and erasing 

previous ones.84 After the manipulation, Jenny has pro-attitudes towards hacking into Chase 

Manhattan and stealing a large sum of money, she has the skills to do so, and she does so.85 

According to Haji, Jenny fulfills T1-T3 and acts from a moderately reasons-responsive 

mechanism. Discussing this case and another one, Fischer claims that the agents “have taken 

responsibility for practical reasoning, but not practical reasoning that involves covert electronic 

manipulation” (Fischer 2000b: 407) and so have not taken responsibility for the kind of mechanism 

that issues in their actions. As Fischer admits, this commits him to a distinction between ordinary 

practical reasoning and “practical reasoning that crucially involves direct electronic stimulation of 

the brain” (Fischer 2000b: 407).86, 87 This difference, in order to work, must be a difference in 

kind. If it were merely a difference in mechanisms, but not a difference in kinds of mechanisms, 

then the explanation offered would not suffice. This is because, as Fischer and Ravizza point out, 

ownership transfers from a mechanism of one kind to other mechanisms of the same kind. 

                                                           
deaths of large numbers of innocent people (Fischer and Ravizza 1998: 232). As Watson suggests, in order to induce 
a desire with this character, “the manipulators must manage the woman’s intentions and her hitherto formed 
character in fairly extensive ways” (2001: 389). 
83 A more detailed version of this case is given in Haji and Cuypers 2001: 222. 
84 These changes are meant to be such that the implanted elements are unsheddable (a notion discussed n Ch. 4) 
and they are not enough changes to affect personal identity. The erasing of previously held elements is presumably 
just for those that conflict (or at least conflict significantly) with the newly implanted elements. 
85 Presumably she would not have had these pro-attitudes or skills, nor would she have performed this action, were 
it not for the manipulation. In both versions of this case, this seems to be implied. 
86 Presumably, what is meant here is a difference between two kinds of mechanisms of practical reasoning, though 
this may imply a difference in the types of reasoning as well. 
87 Fischer and Ravizza make a commitment to this difference elsewhere: “We think that it is tolerably clear that 
ordinary practical reasoning is in some way interestingly different in kind from practical reasoning in which crucial 
inputs have been implanted through direct manipulation, or the inputs are being processed through direct electronic 
manipulation” (2000b: 476). As I read them, “inputs” (at least in its first instance) is meant to be understood as 
elements of the mechanism (e.g., desires, values, etc.). 
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As I mentioned earlier, there are still more details of the view that can be gleaned from 

further statements made in response to objections, but I consider these in the next section, where I 

discuss extant objections as well as new ones that I provide.  

2.1 Objections 

Although there are many objections aimed at Fischer and Ravizza’s view of moral 

responsibility and guidance control,88 I will only focus on some of the objections offered against 

their ownership condition on responsibility in particular. I begin this section by considering a 

couple of parts of their view that can help us both to clarify their view and pinpoint where the 

problems with it may lie. First, I discuss how exactly their view is historical. Then, I discuss 

Fischer and Ravizza’s explanations of why manipulated agents are not responsible for their 

actions.  

2.1.1 History 

The bulk of this dissertation focuses on agent-focused views that can explain the 

problematic nature of standard cases of mid-life manipulation. In this subsection, I focus on how 

exactly Fischer and Ravizza’s view is historical in a way that helps to avoid the problem of mid-

life manipulation.89 Fischer and Ravizza consider the possibility of instilling ownership via 

                                                           
88 For example, see McKenna (2000, 2013), Pereboom (2006, 2007), Russell (2002), Stump (1996, 2002), Taylor 
(2001), van Inwagen (1997), Watson (2001), Zimmerman (2002). There have also been at least three journal issues 
dedicated to this theory (including criticisms and replies): Philosophy and Phenomenological Research, Vol. 61, No.2 
(Sep. 2000); The Journal of Ethics, Vol. 10, Iss. 3 (Aug. 2006); and Philosophical Explorations, Vol. 8, No. 2 (Jun. 2005). 
There is also an extended discussion of the theory by Fischer and critics in The Journal of Ethics, Vol. 4, Iss. 4 (Dec. 
2000).  
89 Thanks to Alfred Mele and Dan Miller for suggesting that I consider the worry that Fischer and Ravizza’s view may 
not be historical. Michael Bratman also offers this objection (2000: 454). 
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manipulation, and others have pressed them on this.90 Recall the three conditions on taking 

responsibility for a mechanism of a certain kind: 

TR1: The individual must see himself as the source of his behavior. He must see 
himself as an agent; he must see that his choices and actions are efficacious in the 
world, insofar as he acts from certain mechanisms. 

TR2: The individual must accept that he is a fair target of the reactive attitudes as 
a result of how he exercises this agency in certain contexts, insofar as he acts from 
certain mechanisms.91  

TR3: The individual’s view of himself specified in the first two conditions [must] 
be based, in an appropriate way, on the evidence. 

The first two conditions merely ask that the agent have certain beliefs about herself, but these can 

be implanted.  Fischer and Ravizza’s focus in responding to this concern is with the use of 

“appropriate” in TR3. They state: “This condition is intended (in part) to imply that an individual 

who has been electronically induced to have the relevant view of himself (and thus satisfy the first 

two conditions on taking responsibility) has not formed his view of himself in the appropriate way” 

(236), though they opt to leave the notion of appropriateness unanalyzed. 

 There seem to be multiple routes for making the view historical. One route would be to 

adopt some notion of appropriateness that is similar to some form of historical notion of 

justification for beliefs on which, in order for a belief to be justified, the process leading to the 

belief needs to meet certain conditions.92 This route does not seem to provide a promising solution 

                                                           
90 For examples of those who have raised this worry, see Bratman (2000), Haji (2000:397-8), McKenna (2000: 102-
4), Stump (2002: 47-54), Taylor (2001: 128), Watson (2001: 388).  
91 Although this is how TR1 and TR2 are stated, recall that we are meant to interpret them in terms of kinds of 
mechanisms.  
92 Chapter 7 of their book focuses on genuinely historical phenomena and argues that moral responsibility is one of 
them. In this discussion, they cover various other sorts of plausibly historical phenomena, including the justification 
of beliefs. They remain agnostic on whether this is a genuinely historical phenomenon (1998: 194), suggesting that 
this might not be the route that they had in mind. They also consider the possibility of applying a notion of tracking 
truth used by Nozick (1998: 236-7, fn. 31) and reject it as a way of understanding “appropriateness,” as well as extant 
reliabilist theories. Although they reject these views as they stand, they are open to the possibility of refinements 
that would work. 
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to the problem of manipulated agents. An initial challenge for taking this route is that the process 

of manipulation that induces the beliefs may fit these conditions, or it may be that the agent is 

manipulated into undergoing this process fairly quickly. Consider, for example, a reliabilist view 

of justification on which, roughly, an agent’s belief that P is justified if it was produced by a 

reliable belief-forming mechanism. Although this may come down to some of the details of the 

reliabilist view, it is not clear why the manipulation which produced the beliefs, that is, the process 

by which these beliefs came to be, cannot be a reliable process. If the process needs to be internal 

to the agent, then it is not clear why the manipulator could not manipulate the agent such that she 

undergoes this process immediately after waking up.93 Answering this challenge would be crucial 

to providing a satisfactory account of appropriateness that takes this route.94 

 A further, deeper, problem for this route is that the process can occur prior to the 

manipulation. Whatever the process needs to be like in order for the beliefs in TR1 and TR2 to be 

appropriately based on the evidence, it is possible that an agent undergo this process for some 

mechanism m of type M prior to the manipulation. If the manipulation is subtle enough so that the 

new mechanism is also of kind M, then the agent’s ownership for mechanisms of this kind transfers 

over to this new mechanism, given that ownership transfers from one mechanism to others of the 

same kind. An interesting question concerns how severe the manipulation has to be in order to 

                                                           
93 Consider, for example, a case like that of Chuck and Sally, in which Sally, the sweetest person you know, has 
implanted in her many of the pro-attitudes held by the serial killer Chuck and then goes on to kill someone (Mele 
2008: 269, 2009a: 167, 2009b: 464, 2013b: 169, 2016: 73). In this case, when Sally wakes up, she undergoes a process 
of self-reflection about, and endorsement of, her newly acquired pro-attitudes. Although it is not stipulated that this 
is what the manipulator intended, it is not clear why this could not be done, in principle. Manipulating an agent such 
that she ends up reflecting like this, or so that she undergoes the type of process of belief-formation under 
consideration, may make it such that agents like Sally are responsible on Fischer and Ravizza’s view, if all that is 
needed is that the beliefs are formed by such a process. 
94 See Watson (2001: 391) for a criticism in the same vein that is directed at a notion of appropriateness that relies 
on tracking evidence. 
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produce a mechanism of a different kind, and this brings us back to questions of the individuation 

of kinds of mechanisms.95  

One way of making this view historical in a way that helps to avoid the problem of 

manipulated agents is to require that, in fulfilling TR3, the agent’s beliefs need to be based on past 

experiences with mechanisms of this kind, rather than merely the agent’s beliefs about experiences 

with mechanisms of this kind, which can be implanted. If an agent has been manipulated and acts 

from a mechanism of a new kind, then even if she fulfills TR1 and TR2 on the basis of her 

(implanted) beliefs about prior experiences with mechanisms of this kind, she would still not meet 

TR3 on this way of understanding it. Handling problematic cases of mid-life manipulation, then, 

will depend on the individuation of kinds of mechanisms. If it turns out that in these problematic 

cases, the mechanisms from which the manipulated agents act are of a different kind than 

mechanisms that they have prior experience with, then the agents will fail to meet the ownership 

condition for these actions. 

2.1.2 Explanations of Manipulation Cases: Part 1 

As we saw in section 1, victims of mid-life manipulation are not responsible for the relevant 

action because the action issues from a mechanism that is not their own. One explanation of this 

involves the claim that the new mechanisms are of a different kind than any that the agents have 

                                                           
95 It is plausible that if the only problematic cases for the view were cases where the agent has, prior to the 
manipulation, taken responsibility for the type of mechanism that the manipulation produces, then this might 
significantly restrict the types of manipulation cases that are a threat to the view, since the only problematic cases 
would involve actions that flow from an (at least partly) implanted mechanism of the same kind. Even if this were 
the only type of case that is problematic for the view, whether it significantly restricts the amount of cases (or types 
of cases) that can be used against the view is not something that can be resolved easily. As I argue later in this 
section, if mechanism kinds are individuated fairly broadly, then there will be many problematic cases for the view 
that still take this form. 
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previously taken responsibility for, and this is because the new mechanism crucially involves 

electronic stimulation. A second explanation of the claim that the agents have not taken 

responsibility for this new mechanism is that the agents were not aware of the manipulation and 

did not have an opportunity to consider it. 96 In this subsection I focus on the first explanation, 

leaving the second one for the next subsection. The subsection after these two (2.4), focuses on an 

objection to both explanations.   

In response to Haji’s case of Psychohacker Jenny, Fischer states that “I distinguish between 

ordinary practical reasoning and practical reasoning that crucially involves direct electronic 

stimulation of the brain” (Fischer 2000b: 407). The distinction here is intended to be a difference 

in kind, since it is meant to show that Jenny has not taken responsibility for the kind of mechanism 

that issues in her action since it is of a different kind than any mechanism that she had previously 

taken responsibility for.97 This gives us a thesis regarding the individuation of mechanism-kinds 

which is meant to help with cases of manipulation: 

ES: For any two mechanisms, m1 and m2, if one is a mechanism of ordinary 
practical reasoning and the other a mechanism of practical reasoning that crucially 
involves direct electronic stimulation of the brain, then m1 and m2 are of different 
kinds.98 

                                                           
96 Both of the explanations considered here are also mentioned in a precis of the book, (Fischer and Ravizza 2000a: 
443). 
97 I take it that this is part of what’s going on in the explanation of Judith as well. Recall that, when discussing the 
first case of Judith, Fischer and Ravizza state that there are two reasons why Judith is not responsible for punching 
Judith in the face, the first of which was because the mechanism issuing in action involved an irresistible desire. The 
other reason, which is present in the second case of Judith, is that the new mechanism is not of the sort that Judith 
has taken responsibility for: “this sort of mechanism includes the manipulations of the scientist” (Fischer and Ravizza 
1998: 232). As I understand Fischer, this explanation involving electronic stimulation is a more detailed version of 
what Fischer and Ravizza said about Judith, although, as stated in the case of Judith, the view runs the risk of 
becoming a manipulator-focused view. 
98 Outside of standard manipulation cases, further support for this aspect of their view can be found in their 
discussion of Sam, an agent in a Frankfurt-style case (1998: 38-9). 
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In the case of Jenny, the electronic stimulation is plausibly what goes on when the neuroscientist 

implants the new values, desires, and pro-attitudes; that is, the electronic stimulation is present in 

the production of the new mechanism. Once the mechanism is in place, however, there is no need 

for further intervention from the neuroscientist. Rather, Jenny ends up doing what she does because 

the mechanism operates as it was intended to. This suggests that the electronic stimulation under 

consideration need not occur during the operation of the mechanism.  

ES runs into a problem when combined with what Fischer and Ravizza had to say about 

Judith and her coming to be responsible for actions that flow from the implanted mechanism. When 

considering this case, Fischer and Ravizza state that were Judith to become aware of the 

manipulation, she could either eliminate or significantly weaken her desire, or she could decide to 

keep this desire upon reflection. On either option, “awareness and reflection returns Judith to the 

mechanism of ordinary practical reasoning, and she can subsequently be held morally responsible” 

(1998: 235). On the second option presented (deciding to keep the desire after reflection), there 

seems to be no change to the mechanism, there is only a change to Judith’s belief about the 

mechanism. This means that the electronic stimulation involved in the mechanism that led her to 

punch Jane is the same as the electronic stimulation in the mechanism that, after changing her 

beliefs about the mechanism, she now has taken responsibility for.  

This spells trouble for ES. Call Judith’s mechanism of ordinary practical reason prior to 

the manipulation m1, the mechanism that issues in her punching Jane, m2, and this mechanism, 

after she has the become aware of the manipulation and reflected on it, m3. Following Fischer and 

Ravizza, m1 and m3 are of the same type, and m2 is of a different type. 99 ES was meant to explain 

                                                           
99 Recall that, after becoming aware of the manipulation and reflecting on it, Judith could be returned to the 
mechanism of ordinary practical reasoning. That is, not only does her undergoing this process justify the claim that 
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how m1 and m2 are of different types, which it can, but it faces problems elsewhere. One thing ES 

cannot do is to explain why m3 and m2 are not the same kind of mechanism. ES was not intended 

to handle this sort of difference, but given that these two mechanisms involve the same sort of 

electronic stimulation, such stimulation cannot explain the difference in types. More importantly, 

m1 and m3 are the same type of mechanism, ordinary practical reasoning, but they differ precisely 

on the feature that is intended to explain why m1 and m2 are of different types. That is, if ES is 

enough to get the claim that m1 and m2 are different kinds of mechanism, then it should be enough 

to get the claim that m1 and m3 are different kinds of mechanisms. This suggests that either ES is 

false, or it is false that “awareness and reflection returns Judith to the mechanism of ordinary 

practical reasoning.” 

 A further issue for ES comes from blind force cases, which lack a manipulator. Consider, 

for example, a Bermuda Triangle case where the radical change in the agent is the result of passing 

through a strange electromagnetic field in the Bermuda Triangle.100 Is the electronic manipulation 

here of the sort that makes ES apply? This is not clear. Now consider a case that doesn’t involve 

electronic manipulation at all. Suppose that, rather than being fiddled with by a manipulator, Judith 

and Jenny had these changes as a result of being hit on the head, or having a rod go through their 

brain.101 In this sort of case, ES does not apply. As has been pointed out by others, blind force 

                                                           
she has taken responsibility for m3, it also gets us the claim that m3 is the same kind as one that she had previously 
taken responsibility for (assuming that she had previously taken responsibility for a mechanism of ordinary practical 
reasoning, which does not seem like a leap in this context). 
100 This sort of case can be found in Mele 1995: 168, 2016: 81. 
101 Although it is far out and rare, there are real-life cases like these that involve significant changes in the agent. 
Consider, for example, the case of Phineas Gage, whose transformation was plausibly more radical than Judith’s;  
the case of Leigh Erceg, who had a significant change in abilities after a brain and spine injury; or the case of Edgar 
Latulip, who suffered a head injury that apparently “robbed him of his memory and identity.” 
For the case of Leigh Erceg, see: http://abcnews.go.com/Health/colorado-rancher-suffers-traumatic-brain-injury-
accidental-genius/story?id=31053667. 
For the case of Edgar Latulip, see: http://www.cnn.com/2016/02/11/health/man-missing-for-30-years-suddenly-
remembers-who-he-is/index.html. 
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cases suggest that the problematic feature of mid-life manipulation cases is not that the actions 

were due to changes produced by an external intervener.102 These work well against the hypothesis 

that what is problematic about these cases is that the new mechanism crucially involves electronic 

stimulation, for in these cases, this type of stimulation is absent.  

One possibility is that ES is incomplete. Perhaps what makes the new mechanisms of a 

different type is not only that the new mechanism involves electronic stimulation, but also that the 

agent does not know about the manipulation. An explanation that combines these two would not 

be able to handle cases of the sort just mentioned, though such an explanation would help to avoid 

the problem of Judith “returning” to her mechanism of ordinary practical reasoning.  

2.1.3 Explanations of Manipulation Cases: Part 2 

A second explanation offered for cases of mid-life manipulation involves the claim that the 

agents are not aware of the manipulation and have not had a chance to take responsibility for the 

new mechanism. This is suggested when Fischer and Ravizza state “[g]iven that Judith does not 

know about the manipulation of the scientist, and has not explicitly considered such manipulation, 

it is plausible to say that Judith has not taken responsibility for the kind of mechanism that actually 

issues in the action” (1998: 233).103  

                                                           
For a case where a brain tumor seems to have resulted in pedophilic tendencies, see Burns and Swerdlow 2003. 
102 See Mele 1995: 168-9, 2016: 81 and Pereboom 2014: 79. As I explain in the introduction, although blind force 
cases show that a problem remains even after removing the manipulator, this need not mean that manipulator-
based explanations are mistaken. When it came to comparing manipulator-focused views to agent-focused views, 
each can explain some cases that the other cannot. Matters are different, on the other hand, when the explanation 
focuses on the electronic stimulation involved. The reason for this is that, as far as I can tell, there are no cases that 
such an explanation can explain that other agent-focused views cannot.  
103 As mentioned earlier, similar statements can be found elsewhere: Fischer and Ravizza 2000b: 474-5 and 
MacDonald, Fischer et al. 2000: 416. 
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On one reading, this explanation, on its own, will not help to solve the problem of Judith. 

In order for the claim that Judith has not taken responsibility for the mechanism leading to her 

action of punching Jane in the face to be true, the mechanism must be of a kind that she has not 

already taken responsibility for. Thus, this explanation, as given, relies on the assumption that this 

mechanism is of a new kind. By bringing up Judith’s ignorance and lack of reflection, Fischer and 

Ravizza are offering reasons for thinking that the agent has not taken responsibility for this new 

mechanism, given that it is of a new kind. This partial explanation of why Judith’s implanted 

mechanism is not her own is only as strong as the case they make for the claim that the mechanism 

is of a different kind. If the mechanism is not of a new kind, and she has already taken responsibility 

for mechanisms of this kind prior to the manipulation, then ownership would have transferred to 

this new mechanism. If this were the case, then Judith would have acted out of her own, moderately 

reasons-responsive mechanism, and whether she reflected on the manipulation after it occurred 

would not make a difference to whether she was responsible.104 

On a different reading, Judith’s ignorance of the manipulation is a reason for thinking that 

the mechanism issuing n her action is of a new kind. On this reading, the explanation is too strong. 

If we require that agents know the origins of their mechanisms in order to take responsibility for 

them, then very few people will have taken responsibility, and subsequently, very few people will 

be morally responsible for their actions.105 Where our values, desires, beliefs, etc. come from is a 

deep question that many of us have faced and struggled with. This question is weighty when we 

                                                           
104 Although it may not make a difference to whether she was responsible at all, I am not claiming that it would not 
make a difference to, say, the degree to which she is responsible. 
105 This may not be a strong objection to some, and I do not wish to preclude the possibility of something like this 
being the case, but it does seem to pose a problem for Fischer and Ravizza. Their aim is to give a view of responsibility 
that can help to explain our standard practices and why most of us are responsible. Insofar as they have this goal, 
this objection has some force. 
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think about those mental states that we think are central to who we are, but we can often be as 

baffled as to the origins of less pertinent mental states. For instance, when I was younger, blue was 

my favorite color. I made decisions on the basis of this preference, and I may have been responsible 

for these decisions, yet I have never been able to figure out why blue was my favorite color. This 

is not an isolated case. If agents need to know the origins of their mechanisms in order to take 

responsibility for them, and they need to do this in order to be responsible for the actions that flow 

from the operation of these mechanisms, then very few, if any, of us will be responsible for our 

actions.106 

In subsection 1.6, I mentioned two theses that Fischer and Ravizza accept, one of which 

was the Iceberg Thesis: 

IT: In order to take responsibility for acting from a kind of mechanism, an agent 
need not know all of the details of the mechanism. 

I explained that although we get a general thesis here, it is plausible that we can get more specific 

versions. The considerations just mentioned suggest, I think, the following: 

O-IT: In order to take responsibility for acting from a kind of mechanism, an agent 
need not know all of the details regarding the origins of the mental states that are 
part of the mechanism. 

Although O-IT is intuitively plausible, especially given the considerations above, it is also implied 

by a different version of IT that I argued for when I introduced IT: 

MS-IT: In order to take responsibility for acting from a kind of mechanism, an 
agent need not know all of the details regarding what mental states are part of the 
mechanism. 

                                                           
106 Bratman (2000: 457-8), Levy (2011: 105-6), and Watson (2001: 389), also criticize Fischer and Ravizza on the 
point that knowing the sources of our mechanisms (or their components) is not necessary for moral responsibility. 
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According to MS-IT, an agent doesn’t need to know what mental states are part of the mechanism 

that she takes responsibility for. This implies that she does not need to know all of the details of 

the origins of these mental states (O-IT).  

 Of course, O-IT still leaves open the possibility that, in order for an agent to take 

responsibility for a mechanism, she still needs to know some of the details regarding the origins of 

the mental states that are a part of her mechanisms, and whether they are produced in a way that 

the agent is ignorant of may be one of these details. It is open to Fischer and Ravizza to add this 

requirement, although there is, at first glance, a challenge in doing so. In the next chapter, while 

discussing Haji and Cuypers’s view, I explain a challenge that they take seriously, namely that the 

way that a moral education typically takes place is in various ways similar to the ways that some 

manipulators intervene in the mental lives of their victims (in part, in a way that lacks interaction 

with the agents’ capacities of deliberation and self-reflection). This complication impacts the view 

given by Haji and Cuypers, but could be relevant here. In order for Fischer and Ravizza to add this 

knowledge requirement on taking ownership, they need to do so in a way that does not get us the 

wrong verdict for normal people who have undergone a normal moral education. 

2.1.4 The Case of Chum 

In a book symposium on Fischer and Ravizza’s book, Neal Judisch offers a case that cuts 

against both of the explanations offered above: 

Chum is a perfectly ordinary adult. He was raised in a happy home, received a 
normal moral education, and took responsibility (when a young man) for his 
mechanisms of ordinary practical reason and the like. Never once was he subjected 
to the slightest form of manipulation, and his moral and social development has left 
him a well-adjusted and responsible man. Now suppose that one night, while Chum 
is soundly asleep, he spontaneously develops a debilitating brain lesion. The lesion 
is situated in his neural network in such a way that his capacity for practical 
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reasoning is severely impaired – the relevant mechanism no longer even 
approximates the standards of moderate reasons-responsiveness. Imagine now that 
a benevolent neuroscientist, Dr. White, is somehow made aware of Chum’s plight. 
Without rousing Chum, he springs into action. Unfortunately, there is no way he 
can remove the lesion without causing irreparable damage to Chum’s brain, but 
White has a few handy electronic devices that enable him (literally) to get around 
that problem. Here is how the devices work. The first, placed just ‘upstream’ of the 
lesion, takes as inputs the messages sent through the neural pathways headed right 
for the spot where the lesion is located, and it transmits the incoming data via radio 
signals to the other device located just ‘downstream’ of the lesion, which device, in 
turn, relays the appropriate impulses to the neural pathways just downstream of it. 
The result is that the lesion is both successfully isolated and bypassed, its 
potentially deleterious effects completely cut off from the rest of Chum’s brain; 
indeed Chum’s post-surgery cognitive architecture is functionally equivalent to his 
pre-surgery brain . . . When Chum awakens, he is of course completely unaware of 
the evening’s events: as far as he is concerned, it is business as usual. (Judisch 2005: 
120). 

Although I think this case is a good one and helps to clarify some points about Fischer and 

Ravizza’s view, I disagree with some of Judisch’s conclusions about how the case works against 

Fischer and Ravizza’s view. Judisch’s main purpose with the case is to show how it conflicts with 

Fischer’s response to the four-case argument.107 Judisch argues that, according to Fischer and 

Ravizza’s response to Judith, a similar line should be taken with Chum, such that he is not 

responsible for the same reasons as Judith. But, according to Fischer (2006b: 230-4), Plum, in the 

first case of the four-case argument, is morally responsible but not blameworthy.108 Judisch thinks 

that there is a problem here, and that if either of these two agents (Chum or Plum) is responsible 

for his actions post-manipulation, it should be Chum, not Plum.  

                                                           
107 This response can be found in Fischer 2006b: 230-4. The versions of the cases in Four-Case Argument that Fischer 
considers are older variations of the ones considered in the introduction. In fact, the new version of Case 1 is partly 
a response to what Fischer has to say about the case. 
108 This attribution to Fischer is, I think, not entirely fair. As Fischer points out in his discussion of Pereboom’s four-
case argument (2006b: 232), he and Ravizza did consider a case somewhat like this and suggested that in a case like 
this, there is no chance for a genuine self or individual to develop (Fischer and Ravizza 1998: 234-5, n.28). (This 
response seems to assume, at the very least, that a necessary condition on being responsible is that one is a genuine 
self or individual, though there is not any clarification of this notion). Although Fischer brings this up, he says that 
we can “allow this point to pass” (Fischer 2006b: 232). So, although Fischer treats this case of Plum as one where 
there is a responsible agent, he may simply be doing so for the sake of argument.  
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In this case, we have an agent who has undergone, in some respects, a process very similar 

to that of standard manipulated agents, yet we are inclined to say that he is morally responsible for 

behavior that issues from the mechanism implanted by the neuroscientist. As Judisch reads the 

Judith case, the newly installed mechanism, although it is implanted by a manipulator, “is related 

to its inputs (desires and beliefs) and its outputs (intentions or actions) in the same moderately 

reasons-responsive way that her original mechanism was” (2005: 121). This is the purported 

reason why Fischer and Ravizza cannot adopt a view where “mechanism types should be 

individuated merely by the functional roles they play in a given system” (ibid: 121). Judisch is 

simply wrong here. Although Judith’s new mechanism is reasons-responsive, as was Judith’s pre-

manipulation mechanism of ordinary practical reason, this does not mean that there are no 

functional differences between them. In fact, a crucial part of the case is that there is such a 

difference; Judith, it seems, would not have punched Jane were it not for the manipulation. In other 

words, keeping the context fixed (e.g., meeting Jane at the coffee shop), the two mechanisms 

produce different outputs; a mechanism’s moderate reasons-responsiveness is not all there is to the 

functional profile of that mechanism.  

Although some of Judisch’s points fail, the case is interesting on its own, and serves well 

as a comparison to the cases of Judith and Jenny. The way that the neurosurgeon does his work is 

similar to how the neurosurgeon does his work in the cases of Judith and Jenny, and certainly 

involves electronic stimulation (or at least its causal origins do). If this is sufficient for the new 

mechanism’s being of a different kind, then Chum would not be responsible when he acts from it 

on the following day. If it is not sufficient, then one of the explanations of why Judith and Jenny 

aren’t acting from their own mechanisms fails. With regard to the first explanation of why they 

are not responsible for their actions, involving ES, the case of Chum shows that unless the 
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explanation becomes more elaborate, then Fischer and Ravizza either have to accept ES and bite 

the bullet in the case of Chum, or reject ES and reintroduce the problem of mid-life manipulation. 

Notice also that Chum does not know about the manipulation, nor has he consented to it. Given 

this, the case of Chum poses a similar problem for the second explanation as it did for the first.  

 In responding to this case, Fischer offers more details regarding mechanism changes and 

interventions: 

Neuroscientists can covertly implant desires (inputs) in such a way as to preclude 
critical evaluation of those desires (say, for a certain defined period of 
time)…Alternatively, the neuroscientists can influence the ways inputs are 
processed and lead to outputs…the ways inputs are processed here correspond to 
ways of weighing reasons in one’s practical reasoning.  In both of these cases I 
think the neuroscientists bring it about that a different mechanism operates. (Fischer 
2012: 202) 

Although Fischer mentions that these are ways of bringing about different mechanisms, he does 

not claim that they are ways of bringing about different kinds of mechanisms (he does not deny it 

either). He does appeal to these points in order to show that an agent is not responsible in a different 

case that he considers,109 so it may be natural to read Fischer as claiming that these sorts of 

interventions do lead to a new type of mechanism. Interpreting Fischer in this way would commit 

him to the following necessary condition on two mechanisms’ being of the same kind: 

FKIN: for any two mechanisms m1 and m2, m1 and m2 are of the same kind only if 
they are functionally identical. 

In subsection 2.6, I return to FKIN and argue that this would be too strong of a principle for the 

view.  

                                                           
109 In this paper, Fischer considers various objections to his view, and the case he is thinking about when he points 
out these types of intervention is one of three cases offered by Long (2004: 157-61). Fischer’s overall response to 
these cases suggests taking a completely different route with the historical condition. I discuss this case later, in 
subsection 2.8. 
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These types of intervention are to be contrasted with the type of intervention present in the 

case of Chum. In this type of intervention, the manipulator is effectively creating a prosthetic 

which brings Chum back to precisely the way he used to be prior to the lesion. Given that the new, 

implanted, mechanism functions equivalently to the old one, this sort of intervention does not 

result in a new kind of mechanism. Consequently, the case of Chum does not constitute a 

counterexample to the view (Fischer 2012: 202). This response suggests the following sufficient 

condition for two mechanisms’ being of the same kind: 

FKIS: for any two mechanisms m1 and m2, m1 and m2 are of the same kind if they 
are functionally identical. 

 

 This response is satisfactory for the case of Chum. After all, one of the main things that we 

assess mechanisms for on the view is reasons-responsiveness, which is a property of the 

mechanism’s functional profile. Given this, it is not implausible for the functional profile of a 

mechanism to play some role in the individuation of mechanisms and their kinds, and it is not a 

stretch to think that two mechanisms whose functional profiles do not differ are of the same 

kind.110  

Unfortunately, Fischer does not return to other cases like that of Judith and Jenny after 

discussing the case of Chum, so he does not tell us how those cases are to be explained in light of 

                                                           
110 There is a lingering worry here which I will not delve into deeply. The worry is that the physical properties of the 
original mechanism, which was made of brain material, may be different than the physical properties of the 
implanted prosthetic, which may be made of a different type of material. Suppose that the prosthetic has metal 
components for example. In this case, the prosthetic may function differently when it comes into a magnetic field 
than the original brain tissue would have. If this were the case, then the mechanisms may not be strictly identical in 
terms of their functional profiles. Importantly, the differences in the functional profiles of the physical states may 
result in changes of the functional profile of the mental states. Although these mechanisms may function identically 
at the mental level in normal circumstances, there may be some circumstances, e.g., being in a magnet lab, which 
affect the new mechanism and how it functions at the level of mental states in a way that it may not if the mechanism 
were made of brain tissue instead. 
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the discussion of Chum. In order to accept Fischer’s explanation of the Chum case, we need to 

reject the claim that a mechanism’s crucially involving electronic stimulation is sufficient for it to 

be of a different kind than mechanisms that do not. We still have a conflict between the explanation 

of Chum on one hand, and the explanation of Judith and Jenny on the other. At this point, we are 

left with two options: 1) accept the explanation of the Chum case, and thereby reject the 

explanation of Judith and Jenny, or 2) accept the explanation of Judith and Jenny, and thereby 

reject the explanation of Chum. Either of these options is consistent with a further development of 

the view, such that the cases that are left unexplained attain an explanation on the basis of this 

development. I already pointed out problems for the explanation of Judith and Jenny, problems 

that are of a different sort than the problems posed by the case of Chum. The remainder of this 

chapter will focus on the individuation of mechanisms and their kinds. 

2.1.5 Interlude 

I have argued that Fischer and Ravizza’s explanation of mid-life manipulation cases fails 

independently of the case of Chum, and that the contrast with the explanation of Chum adds further 

problems to the view, since even if my original criticisms fail, the explanation of Judith and Jenny 

is inconsistent with the explanation of Chum. The reason for the failure of this explanation is that 

Fischer and Ravizza incorporate facts about how the mechanism was created into their view of 

mechanism individuation (or individuation of their kinds).  

Facts regarding the origins of the mechanism are not the only ones that are relevant to the 

individuation of mechanisms, or what kind they are; other factors, e.g., possibly the functional 

profile of a mechanism, are also relevant. In this section and the next two, I consider these factors. 
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Although I am not optimistic about the possibility of this part of the view resolving manipulation 

issues, it is still a worthwhile project, and I lay out some of the reasons for my skepticism.111  

First, it will be helpful to get some clarity. Consider the following questions: 

1) Given two mechanisms, m1 and m2, what determines whether they are the same 
mechanism?   

2) Given two mechanisms, m1 and m2, what determines whether they are the same 
kind of mechanism?  

3) Given a mechanism, m, and a mechanism-kind M, what determines whether m 
is of kind M? 

4) Given two mechanism-kinds, M1 and M2, what determines whether they are the 
same mechanism-kind?   

These are all different, but related, questions. For example, an answer to 3 should help discover 

the answer to 2, and an answer to 4 may help us determine whether, when we have two mechanisms 

and their kinds, they are of the same kind (question 2). Ideally, a theory of mechanism 

individuation (and their kinds) would give us answers to 1 and 4, and significantly help with 

answers to 2 and 3. When we are evaluating cases of manipulation, and deciding whether the 

implanted mechanism is of the same kind as a mechanism that the agent has previously taken 

responsibility for, we will need, at least partial, answers to 2-4. When it comes to cases of mid-life 

manipulation, like Judith and Jenny, Fischer and Ravizza claim that the implanted mechanism is 

not the agent’s own, and this is because it is of a different kind than any that the agent has 

previously taken responsibility for. In order to convince us of this, Fischer and Ravizza need to 

give us at least a partial answer to 2; an answer that resolves the question for the implanted 

                                                           
111 In principle, it is possible that such a view of mechanism individuation (or their kinds) can handle cases of mid-life 
manipulation. Recall the suggestion in subsection 2.1 that, in order for a mechanism to be an agent’s own, the beliefs 
involved in TR1 and TR2 need to have been formed on the basis of actual experience with a mechanism of that kind. 
If the difference in kind between a manipulated agent’s implanted mechanism and her previous mechanisms can be 
explained in terms of factors that do not have to do with the origins of the mechanisms, but rather, say, their 
functional profile, then Fischer and Ravizza may be able to explain mid-life cases without appealing to the origins of 
the mechanisms. This view would still be historical, even if it doesn’t appeal to the origins of mechanisms. 
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mechanism when compared to other mechanisms that the agent had previously taken responsibility 

for. 

 We have seen some possible partial answers. For example, recall FKIS and FKIN: 

FKIS: for any mechanisms m1 and m2, m1 and m2 are of the same kind if they are 
functionally identical. 

FKIN: for any two mechanisms m1 and m2, m1 and m2 are of the same kind only if 
they are functionally identical. 

The conjunction of these would give us an answer to question 2. But, reading Fischer literally, he 

is only committed to FKIS. FKIN, on the other hand, comes from a statement about 

mechanisms,112 which would only commit Fischer to: 

FIN: for any two mechanisms m1 and m2, m1 and m2 are the same mechanism only 
if they are functionally identical. 

FIN would serve as a partial answer to question 1, the question regarding sameness of 

mechanisms.113 Given that he appeals to the statement that commits him to FIN in responding to 

other cases, this suggests the stronger commitment to FKIN.114 

Another example of a partial answer to at least one of these questions regards energy or 

focus. Fischer and Ravizza ask us to imagine a case where, if an agent were to be presented with 

a strong reason to do other than she did in the actual world, she would get considerably more 

                                                           
112 The statement in question was “Neuroscientists can covertly implant desires (inputs) in such a way as to preclude 
critical evaluation of those desires (say, for a certain defined period of time)…Alternatively, the neuroscientists can 
influence the ways inputs are processed and lead to outputs…the ways inputs are processed here correspond to 
ways of weighing reasons in one’s practical reasoning.  In both of these cases I think the neuroscientists bring it 
about that a different mechanism operates” (Fischer 2012: 202). 

113 Fischer does not seem to be committed to FIN’s cousin: 
FIS: for any two mechanisms m1 and m2, m1 and m2 are the same mechanism if they are functionally 
identical. 

This would be problematic in the case where we find two different agents with functionally identical mechanisms. 
114 Given that what matters for ownership of a mechanism is whether it is of the same kind as one that the agent 
has previously taken responsibility for, FIN, since it is limited to mechanisms, will not be enough to show that an 
implanted mechanism is of a different kind. 
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energy or focus. In the alternate world where the agent does otherwise, she does so because of this 

extra energy or focus. Fischer and Ravizza suggest that, “when the agent acquires significantly 

more “energy or focus,” this gives rise to a different mechanism from the actual mechanism” (1998: 

74). Here we seem to be getting a partial answer to question 1, regarding sameness of mechanisms. 

It seems that they intend this to be understood not merely as a different mechanism, but also a 

different kind of mechanism, especially since they immediately follow this up with “[o]ur point is 

that, holding fixed the actual kind of mechanism, reactivity is all of a piece…” (1998: 74). 

 In this subsection and the next two, I consider possible routes for components of the theory 

that are relevant to questions 2-4. I will consider various statements that they make that either 

explicitly give partial answers to these questions, or statements that imply them. This should help 

to hammer out the view. A further question regards what the view should be like, if we want it to 

handle certain cases. Some of the cases to keep in mind are the cases of Judith, Jenny, and Chum. 

I argue that there are dangers in developing a view that is too broad in its individuation of 

mechanism kinds as well as in developing a view that is too fine.  

 In order to aid the discussion, I introduce a new case. Consider Jackie, whose case is similar 

to that of Judith. Jackie is, coincidentally, also friends with Jane, and the neuroscientist implants 

the same desire in her as he did with Judith. The only change to this case is that, while Jackie is in 

the coffeehouse, and just before she gives Jane her second black eye, Jackie is writing a 

congratulatory email to her friend Joan. When it comes to responsibility for punching Jane, our 

verdict and explanation of the case of Jackie should be the same as those for the case of Judith, 

and for the same reasons. We can also ask about Jackie’s responsibility for writing her 

congratulatory email. The manipulation should not affect Jackie’s responsibility for this. After all, 
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the manipulation involves a strong desire regarding Jane, but nothing has changed about Jackie’s 

states regarding Joan.115  

 The case of Jackie is intended to provide another precise target for the view. One thing that 

we may want out of a view regarding responsibility is that it explain why Jackie and Judith are not 

responsible for punching Jane. This explanation should not be so strong that it get the wrong 

verdict on Jackie’s emailing Joan. That is, the explanation of why Jackie is not responsible for 

punching Jane should not also get us the claim that she is not responsible for emailing Joan. On 

Fischer and Ravizza’s view, we could explain the lack of responsibility for punching Jane in terms 

of the action’s flowing from a mechanism that is not Jackie’s own. We could also explain Jackie’s 

responsibility for emailing Joan in terms of the action’s flowing from Jackie’s own, moderately 

reasons-responsive mechanism. In order for these explanations to be consistent, the view needs to 

be able to show, at the very least, that the two mechanisms are not of the same kind. 

2.1.6 Individuating Finely 

Fischer and Ravizza briefly consider the possibility of benign manipulation. They consider 

a case where the intervener changes a few neurotransmitters that are irrelevant to the agent’s 

deliberation and behavior. They respond in the following way: 

[W]hen the manipulation is irrelevant to the item for which the agent may be held 
responsible, it is not part of the actual kind of mechanism. That is, we interpret the 
notion of the mechanism that leads (say) to an action so that it includes only those 
factors that play a role in the actual path that leads to action. On this sort of 
interpretation, peripheral manipulations (and trivial manipulations) are not included 

                                                           
115 There is a qualification here related to Watson’s point about Judith mentioned in subsection 1.7 (n. 82, p. 51). 
Although the effects of the manipulation may have a broader range than merely producing a strong desire to punch 
Jane in the face, it is not at all clear that, or how, it would affect any of the states leading to Jackie’s emailing Joan. 
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in the specification of the kind of mechanism that leads (say) to actions” (1998: 
234, n. 26).116  

As I read it, this statement commits them to; 

PKIN: for any two mechanisms m1 and m2, m1 and m2 are of the same kind only if 
they have the same factors that lead to action. 

PKIN is helpful in getting answers to some of the questions mentioned in the previous section. 

This also gets the right verdict in the case of Jackie. When it comes to her punching Jane, the 

operative mechanism is not her own, and it is of a different kind than the mechanism that leads her 

to write her email. This is because the mechanism that leads Jackie to punch Jane involves her 

strong desire to do so, yet this desire is irrelevant to Jackie’s action of emailing Joan, and it is 

presumably absent in the process leading up to her doing so.  

In this subsection I argue that there is a danger in individuating mechanism-kinds too 

finely.117 I begin with PKIN as my target. One issue with PKIN is that it conflicts with another 

component of Fischer and Ravizza’s view. For a mechanism to be moderately reasons-responsive, 

                                                           
116 One thing to notice here is that there is a statement about mechanisms sandwiched between two statements 
about mechanism-kinds. Given the point that they are trying to make, and the quotation as a whole, I read this 
statement about mechanisms as applying to mechanism-kinds as well. 
117 I am, admittedly, not being clear about what it means to go “broad” or “fine” in terms of individuation. In part 
this is because there are different factors that are involved in how broad or fine a view is. For example, one way of 
going fine would be to require that, for two mechanisms to be of the same kind, they have all of the same 
components. A view that only requires two mechanisms to have some overlap in their components would be 
broader. How much broader this view is would be a matter of degree, since some view can require more overlap 
than others. But, the views that only require some overlap can also disagree by stipulating what kinds of components 
the mechanisms must share.  
Another dimension that can affect fineness or broadness of a view is what counts as a component of a mechanism. 
For example, take the mechanism that leads Jackie to punch Jane in the face and the mechanism that leads her to 
write her email to Joan. Now suppose that we hold that two mechanisms are of the same kind only if they have all 
of the same components. Commitment to this thesis would still not let us know whether the two mechanisms are 
of the same kind. This is because we would need to know what counts as a component of the mechanism. Suppose 
that the only things that count as a component of a mechanism are those factors that lead to the action (in 
conjunction with the claim that two mechanisms must share all of their components in order to be of the same kind, 
this might get us something very similar to PKIN). This thesis would then get us the claim that Jackie’s two 
mechanisms are of different kinds; but a view that included more components in the mechanism than just those 
factors that lead to action would not get us this claim, and would be broader. 
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it must be regularly receptive to reasons, and it must involve an understandable pattern of reasons-

receptivity. In order to explain this, they ask us to imagine a third party conducting an imaginary 

interview with the agent, eliciting views from the agent about what would constitute sufficient 

reasons. The mechanism is regularly receptive to reasons if there is an understandable pattern of 

reason recognition in these answers, from the perspective of the third party.  

In explaining this interview, Fischer and Ravizza explain what counts as relevant for 

receptiveness, and that the interviewer can ask about actual and hypothetical receptivity to reasons. 

According to them, “[e]ven if a person claimed that, given his actual values (or preferences), only 

one reason counts as sufficient, the pattern of his actual mechanism’s receptiveness could still be 

tested by asking him which reasons would count as sufficient, given another set of values (or 

preferences)” (1998: 71).118, 119 There are at least two ways of reading this, and on both readings, 

it poses a conflict with PKIN.  

On one reading, what this statement suggests is that a change in values or preferences is 

not, on its own, enough to change the kind of mechanism. When we are assessing mechanisms for 

responsiveness (and receptivity), we are supposed to keep the kind of mechanism fixed. On this 

strong reading of the statement, other (though not all other) worlds where the agent has a different 

set of values or preferences, ones which would yield a recognition of different reasons, are relevant 

to the receptivity of the actual kind of mechanism. This means that the mechanisms in those worlds 

                                                           
118 This is a concern that was mentioned in section 1.2 (n. 47, p. 34), where I said that I would return to this. 
119 There is another issue here. Notice that, in this statement, we get the phrase “even if a person claimed that, given 
his actual values (or preferences)…” It is curious that they make a reference to the agent’s values and preferences 
rather than those that are in the mechanism. If all that a mechanism involves is those factors that played a role in 
the process leading to action, then many of an agent’s values and preferences will be left out. For instance, when I 
am deliberating about what to have for dinner, my preference of westerns over rom-coms will not play any role 
whatsoever. According to PKIN, this preference is not a part of the mechanism (or kind of mechanism) that leads to 
my decision about what to eat.  
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are of the same kind, since we have to keep the kind fixed. This produces a stark contrast with 

PKIN. Consider a value, v, which the agent does not hold in the actual world. If the agent does not 

hold v, then v did not play a role in the path to his action. Now suppose that the agent holds v in 

one of these other worlds that are relevant, on the strong reading. On the basis of its having v, 

PKIN would preclude the mechanism in this other world from being of the same kind as the actual 

mechanism.120  

On a weaker reading, their statement about relevant hypotheticals commits them to less. 

On this reading, the interviewer would not be considering worlds where the agent has a different 

set of values or preferences. Rather, the interviewer asks the agent to put herself in the place of 

someone with a different set of values or preferences. In this way, we could assess whether the 

agent can perform the exercise of recognizing reasons from a different perspective. This weaker 

reading does not commit Fischer and Ravizza to the claim that mechanisms with a different set of 

values or preferences are relevant to the receptivity of the actual mechanism, since the procedure 

does not ask the interviewer to consider worlds where the agent has a different set of values or 

preferences.  

The weaker reading faces a similar conflict with PKIN. In answering a question about what 

a person with a different set of values or preferences would take to be a sufficient reason, the agent 

will need to have certain thoughts and call up certain beliefs about whether someone with a 

different set of values or preferences would take something to be a sufficient reason to do otherwise 

or not. These mental states are not typically present in the process that leads one to action. When 

                                                           
120 Notice that this criticism works even if we don’t read them as claiming that any set of different values or 
preferences would be relevant to the reasons-receptivity of the actual mechanism. That is, there may be some sets 
that are not relevant, while other sets are. All that this criticism requires is that there be some such set that is 
relevant. 
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I made a decision last night about when I would wake up today, for example, I did not consider 

what someone with a different set of values and preferences would take to be a sufficient reason 

to decide to wake up at a different time.121 Suppose that the interviewer asks me whether someone 

who values ice skating would take the fact that the ice skating world finals are on tonight as a 

reason to stay up later, and thereby as a reason to decide to wake up later. When I consider this, I 

am creating or recalling beliefs about such people and things that were not a factor in my decision 

to wake up when I did today. This means that, in answering this question, there are factors that 

lead me to produce an answer, and to recognize a hypothetical reason, which were not present in 

the actual mechanism that led to my decision about when to wake up. Because of this, PKIN 

suggests that the mechanism I use to answer this question is not of the same kind as the actual 

mechanism that led to my decision.122 

 PKIN is also in tension with other components of the Fischer and Ravizza view. 

Specifically, this thesis creates problems for the general theory of reasons-responsiveness, as has 

been pointed out by McKenna (2001: 96-7, 2013: 160-5).123 This issue proceeds in a similar 

fashion as the previous one, although we do not need to consider a different set of values than the 

one that the agent has in the actual world.  

                                                           
121 To be clear, the action under consideration here is the decision about what time to wake up the next day, not the 
waking up, which is not clearly an action. 
122 I do not see much reason to think that this hypothetical about the ice skating world finals is the sort that wouldn’t 
be allowed in the interview, but someone might respond by claiming this. At this point, I would ask what sort of 
hypothetical would be allowed and see if a similar example could be constructed. 
123 My discussion will be somewhat different than McKenna’s, in part because I frame it around PKIN, in part because 
McKenna focuses on physical micro-details, and in part because McKenna discusses the issue in terms of mechanisms 
(although the point can be made in terms of kinds, and needs to be in terms of kinds in order to show the problem). 
Although I present this differently than McKenna, and some of the specifics of the objection differ, the general point, 
it seems, is the same: individuation of mechanism-kinds cannot be too fine-grained, since responding to different 
reasons in different worlds will require differences in some details of the process leading to action. 
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 Consider the case of Jennifer given by Fischer and Ravizza (1998: 42). Using the 

mechanism of ordinary practical reasoning, Jennifer decides that she has sufficient reason to go to 

the basketball game tonight, decides to do so, and does so.124 Another feature of the Jennifer case 

is that she would be weak-willed if she had sufficient reason to do otherwise: “imagine that had 

there been a sufficient reason not to go, it would have been that she had a strict deadline for an 

important manuscript…She nevertheless would have chosen to go to the game, even though she 

would have recognized that she had sufficient reason to stay home and work” (1998: 42). This case 

is intended as an example of an agent who is responsible for going to the game, yet does not have 

a mechanism that is strongly reasons-responsive.  

 The alternative world in which Jennifer has a sufficient reason not to go to the game and 

recognizes it is one that is relevant to the reasons-responsiveness of the mechanism in the actual 

world. This implies that the mechanism operating in the alternative world is of the same kind as 

the mechanism that operates in the actual world. In the actual world, the process leading to 

Jennifer’s decision (and action) does not involve a belief about the deadline for her manuscript. 

According to PKIN, this means that the mechanism in the alternative world is not of the same kind 

as the mechanism in the actual world. There are other differences between the two mechanisms 

that are relevant here as well. It is quite possible that Jennifer’s desires or values about deadlines 

and her manuscript are not factors that lead to Jennifer’s decision (and action) in the actual world. 

If this is right, then PKIN would suggest that the mechanism in the alternative world is not of the 

                                                           
124 They actually say that these are the result of the “unimpaired operation of the normal human faculty of practical 
reasoning” (1998:42). Given the context, I take it as acceptable to interpret them as referring to the mechanism of 
ordinary practical reasoning. 
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same kind as the mechanism in the actual world on the basis of the different motivational states as 

well.125   

 A general point to make here is that the fineness or broadness of mechanism-kind 

individuation will play a significant role in determining what reasons, and how many, a mechanism 

can recognize, and ultimately, react to. The broader we go, in terms of allowing larger differences 

in mental states while maintaining sameness in kind, the more reasons that we can consider in our 

assessment of a mechanism’s capacity to recognize and react to reasons.  

 So far I have argued that PKIN poses problems for other parts of Fischer and Ravizza’s 

view, both with the imagined interview in assessing whether a mechanism’s recognition of reasons 

displays an understandable pattern (which is required for moderate reasons-responsiveness) as well 

as our assessment of a mechanism’s reasons-responsiveness in general (and a specific case given 

by Fischer and Ravizza). This should help to show the dangers with going too fine-grained in the 

theory of mechanism-kind individuation, but there is a further danger in going too fine-grained in 

this theory, and this danger relies on a conflict with the ownership condition and the goal of their 

view. 

 With their overall view of moral responsibility, Fischer and Ravizza aim to provide the 

view underlying our judgments about responsibility, including the belief that “we (most of us) are 

(much of the time) free and morally responsible” (Fischer 2006b: 5).126 In order for most of us to 

                                                           
125 A more extreme version of this can be constructed with the Judith case. The mechanism in the second case of 
Judith, which involves a strong yet resistible desire to punch Jane in the face, is moderately reasons-responsive. This 
is because, were Judith in a circumstance where punching Jane would lead to the deaths of a large number of 
innocent people, she would not punch Jane (1998: 232).  
126 I cite Fischer here because it is the most concise (and easiest to quote) presentation of this goal, but similar 
sentiments appear in other work. See, for example, the introduction to Responsibility and Control, Fischer, Kane, et 
al. 2007: 44-5, Fischer 2012: 3-4. 
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be responsible, much of the time, for our actions, our actions need to flow from our own, 

moderately reasons-responsive mechanisms. This means that we need to have taken responsibility 

for the mechanisms leading to many of our actions. The more fine-grained that we go in 

individuating mechanisms, the less changes that a mechanism can undergo and remain of the same 

kind. This means that, the more fine-grained we go, the more that our actions will be flowing from 

new kinds of mechanisms, mechanisms that we have not taken responsibility for.127 

 In order to make the problem clearer, I offer a target thesis and an example. In the 

discussion of Chum, I produced the following quotation: 

Alternatively, the neuroscientists can influence the ways inputs are processed and 
lead to outputs…the ways inputs are processed here correspond to ways of 
weighing reasons in one’s practical reasoning.  In both of these cases I think the 
neuroscientists bring it about that a different mechanism operates. (Fischer 2012: 
202) 

I mentioned that, although this is a statement regarding mechanisms, it could be interpreted as one 

regarding kinds, and that there is some reason to think that this is how it was intended, given that 

Fischer appeals to this in response to other cases of manipulation.128 Interpreting this as a thesis 

about mechanism-kinds would result in the following thesis: 

FKIN: for any two mechanisms m1 and m2, m1 and m2 are of the same kind only if 
they are functionally identical. 

This thesis is quite strong, and leads to the conflict under consideration. Regardless of whether 

Fischer is actually committed to this view, I argue that it should not be a part of the view. This 

                                                           
127 This problem becomes greater if we add the suggestion made in section 2.1, that in order to take responsibility 
for actions that flow from a certain kind of mechanism, the beliefs in TR1 and TR2 need to be based on previous 
experience with a mechanism of that kind. 
128 I discuss these cases subsection 2.8. 



80 
 

thesis provides a useful foil, one that can be used to show a problem with going too fine-grained 

in mechanism-kind individuation. 

Our mechanisms change fairly often, in virtue of changes to what pro-attitudes or beliefs 

we have, and changes to the strengths of the pro-attitudes. These changes affect how the 

mechanism will operate in some situations. A change, for example, in the strength of my desire to 

watch a football game, will result in a change in the functional profile of that mechanism. 

According to FKIN, this would result in a mechanism of a new kind. Consider the following case. 

I generally care about my health, and I often try to eat food that is not terrible for it. But, 

for a few hours after seeing a commercial for a Crunchwrap Supreme, I am more likely to want 

one, and more likely to purchase and eat one. My desire for a Crunchwrap is stronger at this time, 

but it is not irresistible, nor is it difficult to resist.129 This change in the mechanism results in a 

change in the functional profile of the mechanism. Consequently, according to FKIN, the change 

results in a mechanism of a different kind. If I then, as a result of the operation of the new 

mechanism, decide to purchase a Crunchwrap, and do so, I have an action that flows from a new 

kind of mechanism. This kind of mechanism is likely not one that I have previously taken 

                                                           
129 Perhaps things are more complicated, and it is not that my desire for the Crunchwrap is stronger, but rather that 
certain considerations are more salient when I am deciding on what to eat; considerations, for example, like the 
ease or cheapness of acquiring my next meal. Perhaps it is all of these things that are going on. Whatever the story 
is, my mechanism seems to have a slightly different functional profile than it did just prior to seeing the commercial. 
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responsibility for.130 Consequently, the mechanism is not my own, and I am not responsible for 

my decision (or purchase).131  

This case, on its own, presents a serious challenge to FKIN. A larger problem comes about 

when we see that the strategy can be generalized. Our beliefs and pro-attitudes are under constant 

changes, often fairly slight changes. According to FKIN, this leads to mechanisms of new kinds 

fairly often. A view that accepts FKIN would yield the result that we are responsible for much less 

than we normally take ourselves to be responsible for, undermining what was intended to be one 

of the major motivations behind Fischer and Ravizza’s project. 

Admittedly, PKIN and FKIN are extreme theses about when mechanisms are of the same 

kind. I doubt that Fischer and Ravizza intended to state such strong theses, and given the arguments 

above, they should not be committed to them. Consideration of them still helps to show the dangers 

with going too fine-grained in the individuation of mechanism-kinds. Returning to the case of 

Jackie, PKIN would help to distinguish between the kind of mechanism that leads her to punch 

Jane and the kind of mechanism that leads her to email Joan, although it faces problems elsewhere. 

I suggest that, in order for the view to work, it will have to either allow for mechanisms that have 

                                                           
130 One might think that I had taken responsibility for it if I had undergone the influence from a prior commercial. 
This may be the case, although I have two points to make.  
First, even if we accept that I had previously taken responsibility for this kind of mechanism, we would still have 
trouble accounting for my responsibility for buying (or not buying) my first Crunchwrap after the first time that I see 
a commercial for it. 
Secondly, if the mechanism includes states other than my desire for the Crunchwrap, which is even more plausible 
once we reject PKIN, then it may be the case that those other states have changed over time as well. According to 
FKIN, in order for the prior mechanism that I have taken responsibility for to be of the same kind as the current one, 
it needs to be functionally identical. In this case, either all of the other states must be identical to how they were in 
the prior mechanism, or the changes must all have lined up so well such that the mechanism still yields the same 
result (assuming determinism) or probabilities in every scenario.  
131 Notice that this will still be a problem even if we revert back to the original explanations of the Judith case. 
Suppose that, instead of a commercial, a grad student at Nefarious Neuroscientist University has a homework 
assignment to make this modification in me and excels at it. This would not seem to make me lose responsibility for 
the decision or purchase, yet the decision would be the result of the operation of a mechanism that involves 
electronic stimulation, and the changes need not be ones that I am aware of or have consented to. 
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different parts to be of the same kind,132 or it should allow a mechanism to have more parts than 

just those that are factors in the process leading to a particular action. Either of these would lead 

to a rejection of PKIN. It will also have to allow for two mechanisms to have, at least slightly, 

different functional profiles and still be of the same kind, and thereby reject FKIN. That is, in order 

for the view to work, the theory of mechanism-kind individuation must be more coarse-grained 

than FKIN and PKIN allow. In the next subsection, I discuss the danger of going too broad in 

individuating mechanism-kinds. 

2.1.7 Individuating Broadly 

The main targets used to make the points from the previous subsection, PKIN and FKIN, 

were drawn from statements made by Fischer and Ravizza. Not only would it be problematic for 

the view if these were components of it, it would also conflict with other statements they have 

made regarding mechanism individuation. Elsewhere, Fischer and Ravizza seem to intend 

mechanism and mechanism-kind individuation to be much broader than what PKIN and FKIN 

would suggest.  

In explaining cases, and sometimes the view itself, Fischer and Ravizza often appeal to the 

mechanisms of ordinary practical reason, as well as nonreflective mechanisms.133 They also offer 

a relevant statement, mentioned in subsection 1.4: 

It is important to note that, on our approach, mechanisms are (in the typical case, at 
least) individuated broadly. So, “ordinary practical reasoning” subsumes such 
“submechanisms” as the “doing one’s homework” mechanism, the “practicing 

                                                           
132 That is, as long as we maintain that a mechanism only includes those things that play a role in the process leading 
to action. 
133See, for example, 1998: 85, 215-16, 233, 2000a: 442-3, Fischer 2000a: 390. 
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piano” mechanism, the “brushing one’s teeth” mechanism, and so forth. A similar 
point applies in the nonreflective case. (Fischer and Ravizza 1998: 216, fn. 10) 

This statement comes from a footnote embedded in the context of discussion of what an agent 

takes responsibility for (behavior that flows from a kind of mechanism), suggesting that, at the 

very least, ordinary practical reasoning can be understood as a kind of mechanism.134 On this 

reading, we may consider the mechanism that leads someone to brush their teeth and the 

mechanism that leads them to practice piano to be of the same kind. This view would be much 

broader than that suggested by PKIN; there would be little overlap in the factors that play a role in 

the process leading to action in these two mechanisms.  

Although there are some reasons for thinking that on Fischer and Ravizza’s view, 

mechanism kinds can be as broad as practical reasoning, there are also some qualifications to make. 

According to Fischer, the kinds of mechanisms (or at least the relevant ones) are not going to be 

this broad: 

If the mechanism in question is individuated as broadly as “practical reasoning” or 
“deliberation,” then (say) practical reasoning that involves a compulsive desire will 
be perfectly reasons-responsive. In order for our account even to get off the ground 
here, we must be considering the relevant mechanisms as individuated more 
narrowly (Fischer 2006b: 230).135 

This suggests a change in view on how the relevant mechanisms (or their kinds) are individuated. 

                                                           
134The section that this comes from has various slides between statements regarding mechanisms to statements 
regarding mechanism-kinds. This made it difficult, initially, to parse their meaning. In subsection 1.6, I argued that 
the best way to interpret them here is in terms of kinds of mechanisms, a conclusion which is aided by consideration 
of other sources as well as other theses involved in their view, such as the thesis regarding how ownership transmits 
from one mechanism to another (also discussed in 1.6). Consider, for example, this statement from the paragraph 
after the footnote: “Typically, then, a moral agent will have taken responsibility . . . for behavior that comes from 
the mechanism of practical reasoning and also nonreflective mechanisms. Having taken responsibility for behavior 
that issues from a kind of mechanism . . . “(Fischer and Ravizza 1998: 216, emphasis mine). 
135 This comes from a criticism of an objection provided by Eleonore Stump (2002). 
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Rather than trying to settle the uncertainty in their view regarding how broad we should go 

in individuating mechanisms and their kinds (or at least the relevant ones), I consider both versions. 

Suppose we go so broad that there is a mechanism-kind of “practical reasoning” or “reasoning 

about what to do,” and mechanisms to which this description applies are mechanisms of this kind. 

This is obviously overly broad. Every case of manipulation considered in this chapter involves a 

mechanism to which this description applies adequately, and they all involve agents who had 

previously taken responsibility for mechanisms that can be described as “reasoning about what to 

do.” Ownership for the pre-manipulation mechanisms would transfer to the mechanisms that lead 

them to punching Jane in the face (Judith and Jackie), hacking into the bank (Jenny), etc. Even if 

we add the stipulation that a mechanism involving an irresistible desire is of a different kind than 

any mechanism that does not, it would not help with most of these manipulation cases.136 

This leads us to the problem with individuating mechanism kinds this broadly. In cases of 

manipulation, what are often implanted illicitly are things like pro-attitudes and beliefs. Some of 

these sorts of pro-attitudes may be quite specific, like the strong desire to punch Jane in the face, 

while lacking that desire for anyone else. Return to the mechanism that leads one to brush one’s 

teeth and the mechanism that leads one to practice piano. The processes leading to these actions 

may involve some mental states that are quite specific; e.g., a concern for one’s dental hygiene. 

On this overly broad way of individuating mechanism-kinds, mechanisms can be of the same kind 

even if they differ on the mental states involved in the processes that lead to action. Since processes 

that differ on these mental states can still be of the same kind, the door is left open for a manipulator 

to implant pro-attitudes and beliefs that lead one to action yet do not preclude the mechanism from 

                                                           
136 It would only help with the first case of Judith, the one in which the desire to punch Jane is irresistible. 
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being of the same kind as a mechanism that the agent had previously taken responsibility for. The 

more differences that we allow between mechanisms while retaining sameness of kind, the more 

of an opening there will be for a manipulator to implant new mental states without changing the 

kind of mechanism.137  

The danger of going overly broad in individuating mechanisms and their kinds is that it 

will make it harder to account for cases of manipulation. This section and the last have, although 

not given a knockdown objection, provided an outline of the limits on a theory of mechanism and 

mechanism-kind individuation. The view cannot be so fine as to preclude reasons-responsiveness, 

or to require that we take responsibility for ordinary and mundane mechanisms at a rate that would 

make it unlikely that we normally act from our own mechanisms. On the flipside, the view cannot 

be so broad as to allow the sorts of manipulation that undermine responsibility. It should, for 

example, be fine enough to make it so that the mechanism that leads Judith to punch Jane is not of 

the same kind as one that she had previously taken responsibility for. A further challenge appears 

with the case of Jackie. Not only must the view be fine enough to make it so that the mechanism 

that leads Jackie to punch Jane is of a different kind as any that she has already taken responsibility 

for, it must also be fine enough to make it so that the mechanism that leads her to punch Jane is 

not the same kind as the mechanism that leads her to write her congratulatory email to Joan.  

 

                                                           
137 Ginet (2006) and McKenna (2013) suggest that an improvement of Fischer and Ravizza’s view would eliminate 
discussion of mechanisms altogether and simply focus on the agent. Such a view might suffer a more severe version 
of this problem (although Ginet and McKenna might not be concerned with manipulation cases). This is because, 
presumably, we would lose discussion of sameness of mechanism and mechanism-kind, and just focus on sameness 
of agent. A plausible view of personal identity would, it seems, allow for even more changes in mental states while 
retaining sameness than the views of mechanism and mechanism-kind individuation considered here. 
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2.1.8 A New Direction 

So far, I have argued against Fischer and Ravizza’s standard reply to manipulation cases 

and developed challenges with going too fine or too broad with a view of mechanism and 

mechanism-kind individuation when focusing on non-historical considerations. In this subsection, 

I focus on Fischer’s reply to a manipulation case from Todd Long (2004), a reply which would 

lead the view in a different direction. 

 The manipulation case presented by Long involves an agent, Schmidt, who is to cast a 

deciding vote on whether Hitler will get supreme power. Schmidt, a man of “impeccable moral 

judgment,” has known Hitler for many years, and from the experiences that they had earlier on, 

Schmidt was impressed with the ingenuity and deep moral sense displayed by Hitler’s ideas. But 

recently, Schmidt has been hearing disturbing stories about Hitler, about ideas of creating a pure-

blooded race and driving others out of the country. Long story short, Schmidt has some reasons 

for voting to give Hitler supreme power, given their conversations a long time ago, yet he has 

developed deep doubts about Hitler, given these disturbing new stories. Waiting in the wings is 

Block, who, were it to become clear to him that Schmidt is going to vote against Hitler, will take 

steps to ensure that Schmidt will vote for Hitler instead.138 Long gives four versions of what 

happens next, but only two are discussed by Fischer as possible problems for his view.139 

On the first version of what happens next, Schmidt, on his own, votes for Hitler. The 

mechanism operative here will be dubbed the actual sequence mechanism. In the last three 

versions, Block becomes convinced that Schmidt will, absent Block’s intervention, vote against 

                                                           
138 Part of the setup to the case is Frankfurt-Style, although the responses I consider from Fischer involve the 
possibilities where Block actually intervenes. 
139 The story and all of its variations can be found in Long 2004: 157-9. Fischer gives an explanation of the cases as 
well, Fischer 2012: 192-6. 
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Hitler and so he intervenes.140  On one version of the case, Block adds new inputs to the “very 

same mechanism” that is operative in the actual sequence, where these inputs are to be understood 

as reasons for voting Hitler’s way. On a different version, Block takes away the reasons that 

Schmidt has for voting against Hitler. On both versions, Block’s intervention leads Schmidt to 

vote for Hitler. Fischer thinks that the issues presented by these last two cases are the same, so he 

just focuses on the one where inputs are implanted in Schmidt (Fischer 2012: 194). 

In responding to this case, Fischer contends that Schmidt is not responsible for voting for 

Hitler, and that this is because the mechanism that leads him to do so is a different one: 

I contend that when “inputs” are implanted in a way that does not allow for a 
reasonable or fair opportunity to subject those inputs to critical scrutiny in light of 
the agent’s normative orientation, then such manipulation does indeed remove 
moral responsibility. Crucially, I claim that such manipulation typically “changes 
the mechanism.” On the other hand, if an “input” is artificially implanted in such a 
way as to leave it open to the agent (in a reasonable and fair way) to critically 
scrutinize and reflect on the new input, then this sort of manipulative induction of 
inputs may well be compatible with moral responsibility for the choice and 
subsequent behavior. Such manipulation could leave the ordinary mechanism of 
practical reasoning intact. (Fischer 2012: 197)141 

As with other statements, I read this as pertaining to mechanism kinds.142 In a footnote, Fischer 

clarifies that, although he speaks of Schmidt’s having a reasonable or fair opportunity to evaluate 

                                                           
140 In the first of these three versions, which I don’t discuss in the main text, Block intervenes directly with Schmidt’s 
central nervous system in a way that bypasses his normal deliberative voting mechanism such that his voting for 
Hitler has nothing to do with reasons that Schmidt has for or against voting for Hitler (Long 2004: 158).  
141 Neither Fischer nor Long are explicit about how they understand “reasons” here; that is, they do not state whether 
they understand them as facts, or as some kind of mental item. The description of the case, involving Block’s 
implanting or taking away of reasons, a description that both Long and Fischer use, suggests that they are thinking 
of reasons as mental items.  
142 Shortly after making this claim, Fischer describes the result as “the conclusion that the alternative sequence would 
involve a different kind of mechanism (from the mechanism in the actual sequence)” (Fischer 2012: 198). Also, if we 
cannot read the claim about a change in mechanism as a change in mechanism-kind, then the response will not 
explain why Schmidt is not responsible in this case. 
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the new input, what he means is that “the actual-sequence mechanism must exhibit the general 

power or capacity to evaluate the new input in relevant ways” (Fischer 2012: 197, n. 27).  

 In elaborating, Fischer explains that typically, when we gain a new mental state, or a new 

tendency to recognize and weigh reasons differently than we did before, we can reflect on this new 

item. We compare it to, and evaluate it, in the light of other mental items that we previously had. 

Doing so may result in a change of the new item, a change in previous items, or a change in how 

one identifies or weighs reasons (Fischer 2012: 198). This seems to be the sort of critical scrutiny 

and reflection that Fischer is appealing to in his response to Schmidt, claiming that “[w]hat is 

crucial is that we have a fair and reasonable opportunity to filter new elements of our mental 

economy through our character as a whole” (ibid). If one does not have this sort of reasonable and 

fair opportunity, then one’s practical reasoning has been bypassed, and manipulation that does not 

allow for this opportunity changes the mechanism (2012: 199). 

 I say that this response takes the view in a new direction for a few reasons, one of which is 

that it shifts focus from mechanisms and their kinds to individual components of mechanisms. On 

this response, for cases like that of Schmidt, the important features have to do with the history of 

the reasons that Schmidt has, and on the more general response, with the history of the mental 

states that lead one to action. In the next two chapters, I discuss the views of Haji and Cuypers, 

and Mele, both of whom place their focus on individual mental states and their histories (although 

Haji and Cuypers focus on sets of mental states as well). In fact, while discussing the notion of 

bypassing an agent’s practical reasoning, Fischer appeals to Mele’s view regarding manipulation 

cases (Fischer 2012: 199, 200).  
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 This response helps us to get the right verdict in the case of Schmidt, and it may fare better 

with the case of Jenny, given a modification, but first, there is an important point to make. In 

discussing Fischer and Ravizza’s original explanation of why Judith and Jenny are not responsible 

for their actions, I argued that the fact that they were manipulated does not seem to be what is 

doing the work in undermining their responsibility. I showed that we could produce analogous 

cases that lacked a manipulator, such as a case where someone undergoes this change by passing 

through the Bermuda Triangle, or being the victim of some accident that produced some brain 

damage. Further, the case of Chum, which had an intervener, is not one where the agent loses 

responsibility. These criticisms apply to the response given to the case of Schmidt. A more 

plausible response would still focus on the opportunity to evaluate the newly acquired desires, but 

not on the fact that there was a manipulator. That is, Fischer could still claim that Schmidt is not 

responsible since he did not have the opportunity to filter the new inputs through his mechanism 

of practical reasoning, but drop any mention of Block or manipulation from the explanation.  

 To aid with the ensuing discussion, I create a more formal vocabulary. Let us call 

components of a mechanism that an agent has had the opportunity to filter through her mental 

economy F-components, and components for which the agent has not had this opportunity U-

components.143 Not all components of a mechanism can be F-components. Consider the weighing 

of new reasons that are presented to an agent, or the process of filtering these reasons through her 

mental economy. This itself is an event, and if this event is a part of the mechanism that leads her 

to act on the basis of that reason (and perhaps others), it is not clear that such an event could go 

through the filtering process. But suppose that it could. If we could filter such an event through 

                                                           
143 The distinction between those components that have been filtered in such a way and those that have not is a 
different one than the one that I am making. As far as I can tell, the former distinction does not play a role in the 
response that Fischer gives. 



90 
 

our mental economy in the way laid out by Fischer, then we would have a new event, the filtering 

of that filtering. We would now have to ask whether this event itself could filtered through the 

agent’s mental economy, and we’re off to the races. I suggest that, the most plausible interpretation 

of Fischer’s response limits F-components to those sorts of things that are considered in his 

description of the filtering process; i.e., desires, values, reasons, etc. I call these types of 

components F2-able components.144 

 Fischer’s response amounts to a distinction between kinds of mechanisms that depends on 

this distinction between types of components. One kind of mechanism, call it PDF, is practical 

deliberation for which all of the F2-able components are F-components. Ordinary practical 

deliberation is a mechanism of type PDF.145 This kind of mechanism is to be contrasted with PDU, 

which is practical deliberation involving F2-able components that are U-components. In the case 

of Schmidt, his vote is the result of a mechanism of kind PDU, but he had only taken responsibility 

for mechanisms of kind PDF. Because of this, when he acts from a mechanism of kind PDU, he 

is not acting from his own mechanism. 

 Although this response works for the case of Schmidt, it does not clearly work for the other 

cases that we have been considering. In the case of Judith, her desire to punch Jane in the face was 

implanted while Judith slept, but she certainly seems to have had some time to evaluate the new 

desire before seeing Jane in the coffeehouse. The explanation that Fischer provides is not enough 

                                                           
144 I want to make it clear that F2-able components are not necessarily components that the agent has the 
opportunity to filter through her mental economy. F2-able are the sorts of things than an agent can have this 
opportunity for, but just because they are the sort of thing that an agent can have an opportunity to filter does not 
mean that the agent actually has this opportunity. One way of thinking about it is that F2-able denotes a second-
order property (hence the inclusion of the “2”). These sorts of components are capable of being capable of being 
filtered, whereas F-components are actually capable of being filtered.  
145 This is suggested by Fischer’s claim that implanting states while giving the agent the opportunity to filter them 
would leave the mechanism of ordinary practical reasoning intact. 
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to decide whether Judith has this chance, and because of this, it is not clear whether the explanation 

can handle the case of Judith. Suppose that, whatever the view turns out to be, Judith did not have 

the opportunity to filter the newly acquired desire. This would then get us the verdict that Judith 

is not responsible for punching Jane in the face, since the mechanism that leads her to do so is of 

kind PDU, whereas she had only taken responsibility for mechanisms of type PDF. Presumably, 

we could take the same line with the case of Jackie and her punching Jane in the face. This would 

help us with the first half of the case of Jackie. We would still be left with the question of whether, 

on this view, Jackie is responsible for emailing Joan. For this, we need to know whether the 

mechanism that leads her to do so is the same mechanism that leads her to punch Jane in the face, 

and if not, whether it is of the same kind. For this, we need a more developed view regarding the 

individuation of mechanisms and their kinds.  

 Consider, also, the case of acquiring a pro-attitude that is fairly weak, the case of the 

Crunchwrap Supreme. When I see a commercial for it, my desire for a Crunchwrap is stronger for 

a brief amount of time, say, a few hours.146 Here we have a newly acquired desire, yet it is not 

clear whether I have the opportunity to filter it through my practical reasoning before I decide to 

buy a Crunchwrap. If I do not, then the mechanism that leads me to decide to purchase one is of 

kind PDU, which I have not taken responsibility for. It is not clear what difference there is between 

this case and the case of Judith that would justify the claim that I have this opportunity with regards 

to this desire but Judith does not with regard to her desire to punch Jane in the face. But we can 

also modify the case to make it very similar to that of Schmidt. Suppose that my friend is driving 

                                                           
146 The changes that Fischer considers in response to the case of Schmidt also involve changes in strength of desires. 
When elaborating on what the opportunity to evaluate these new mental states is, Fischer includes desires with a 
new intensity or urgency: “Ordinarily, when we have some new “input” to our practical reasoning, or we simply find 
ourselves with some new mental state – a new desire or a desire with a new intensity or urgency . . . “ (Fischer 2012: 
198, emphasis mine). 
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me back home, and I am deciding what food I will pick up for dinner on the way. In the meantime, 

I am watching a video on my phone, and an ad for the Crunchwrap pops up. I then instantly decide 

to purchase a Crunchwrap and ask my friend to go to the Taco Bell drive-through. In this case, it 

is implausible that I have any more opportunity to filter this new desire through my mechanism of 

practical reasoning than Schmidt has to filter the new inputs through his mechanism.147 

 The most difficult cases for this version of the view are cases of global manipulation. In 

these cases, not only does the manipulator implant the pro-attitudes that will lead the agent to 

perform the desired action, he also implants pro-attitudes that will lead the agent to endorse these 

pro-attitudes in a process of self-reflection. Haji’s case of Psychohacker Jenny is of this sort. The 

manipulator in this case does his work while Jenny sleeps, and when she wakes up and evaluates 

her desire to hack into a bank, she accepts this desire and has pro-attitudes towards it. Jenny does 

have the opportunity to filter her newly acquired desire to hack into a bank through her practical 

reasoning and she does so. When she decides to hack into the bank, she does so as the result of a 

mechanism of kind PDF. On this version of the view, Jenny is acting from her own mechanism 

when she decides to hack into the bank. 

 There is a potential modification that can be made to this version of the view that can help 

with the case of Jenny. On this modification, we focus on a special kind of F-component. A 

                                                           
147 I go through this case a bit quickly, but there may be some difficulties with giving it this treatment. It is not clear 
what it takes to have the opportunity to filter new mental states, but a part of this filtering process requires 
comparing the new mental states with one that the agent had previously and evaluating it in light of those. This 
process is going to take more or less time, and more or less energy, depending on various features of the new mental 
states; e.g., how much it conflicts with the other mental states, if it is a desire, how strong it is, etc. In a case where 
the new mental state is a minor change, like the one I am considering, this process will likely not take as much time 
or energy as it would in other cases. This means that having the opportunity to filter the new mental state may 
require much less than the other cases. If what is required is very minor, then it may be that the requirement is met, 
and we do have this opportunity in many of these cases. Whether this response is successful or not will depend 
greatly on the details of the view and of similar cases that we might construct. 
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possible source of the problem in the case of Psychohacker Jenny is that the F2-able components 

that would be involved in the filtering of her desire to hack into the bank are themselves not F-

components. A special kind of F-component would be a component that, were it to be filtered 

through the agent’s mental economy, all of the F2-able components involved in the filtering 

(outside of the filtered component itself) are themselves F-components. Call components of this 

kind F*-components, and components that are not F*-components are U*-components. With this 

distinction in place, we can distinguish between two other kinds of practical deliberation. A 

mechanism of kind PDF* is a mechanism of practical deliberation, for which, of the F2-able 

components, all are F*-components. A mechanism of kind PDU* is a mechanism of practical 

deliberation which has at least one F2-able component that is not an F*-component.  

 The issue with the original response by Fischer was that it relied on the distinction between 

mechanisms of kind PDF and PDU, yet when it comes to Jenny, the mechanism that leads her to 

action is of kind PDF and thereby a mechanism of a kind that she has previously taken 

responsibility for. On the modified version of the view, we can see that, although Jenny’s new 

mechanism is of kind PDF, it is not of kind PDF*, but rather PDU*. If the kind of mechanism that 

is relevant to responsibility in her case is PDU*, rather than PDF, then she may not be acting from 

her own mechanism when she decides to hack into the bank. This would preserve the verdict in 

the case of Schmidt as well, for notice that if a mechanism is of kind PDU, because it has at least 

one F2-able component that is a U-component, then it is not of kind PDF*.  

 I discuss two main points with this modification: 1) in order for it to work in the case of 

Jenny, it needs to be the case that she has not taken responsibility for a mechanism of kind PDU* 

before, and 2) there is a worry of an infinite regress problem with this modification. I begin with 

2, since discussion of it will help to set the scene for discussion of 1. Initially, when considering 
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an earlier version of this modification, I thought that it would inevitably lead to an infinite regress 

making it such that normal agents would never be able to have a mechanism of kind PDF*. If this 

were the case, then the response would not work, for the mechanism of practical deliberation that 

an agent like Jenny would have previously taken responsibility for would be of kind PDU*. I was 

wrong on this front, and explain why this version does not face this problem. 

 On this version of the modification, there are two tiers of F-components, those that the 

agent has had the opportunity to filter through her mental economy (F-components), and those for 

which the agent has had this opportunity and, were she to do so, the F2-able components involved 

in the filtering process would all be F-components (F*-components). In order for a mechanism to 

have F*-components, it needs to have F-components; but it is not the case that, in order for an 

agent to have F-components, she needs to have other F-components.  

Consider Louie, a young child who is just starting to have these sorts of components and 

acts from his first, moderately reasons-responsive mechanism. This mechanism, given that it is his 

first, is one whose components are not ones that Louie has had the opportunity to filter through his 

mental economy; that is, the components of this mechanism are all U-components (and thereby 

U*-components). Louie acts from mechanisms of this kind for a while, and presumably, after 

enough time and development, Louie has gained the opportunity to filter these components through 

his mental economy, thereby making them F-components. Once Louie’s U-components begin to 

transition to F-components, he gains the ability to have F*-components. After a long enough time, 

Louie may well end up with a mechanism of practical deliberation populated by only F*-

components. 



95 
 

The feasibility of this modification is not going to come down to some formal issue like 

that of an infinite regress, but rather to the plausibility that such a process occurs. There are two 

important things to keep in mind when considering the plausibility of this modification. First, for 

an F2-able component to be an F-component, the agent need not have actually filtered the mental 

state through her mental economy, she only needs to have the opportunity to do so, and likewise 

for F*-components. This is a standard that is significantly lower than one that would require an 

actual process of filtering.148 Second, as was mentioned in the case of the Crunchwrap Supreme, 

Fischer seems to be individuating mental states finely here, such that two desires, say, with the 

same content but different strengths are different mental states. On this way of individuating 

mental states, we gain and lose mental states fairly often. Even if Louie, at the age of 30, has a 

desire to watch football, as he did when he was much younger, these two desires will likely be 

different mental states. 

The story of Louie shows how an agent can end up with a mechanism of kind PDF*, even 

if he starts off with only U-components. Part of the story of Louie is that he, at some points, acts 

from mechanisms that have some U-components, meaning that he sometimes acts from 

mechanisms of kind PDU (and PDU*). A potential worry for the modified response is that Louie 

can take responsibility for his mechanism of practical deliberation at this stage, in which case he 

is taking responsibility for a mechanism of kind PDU (and PDU*). There is, in principle, no reason 

to think that this could not happen with Jenny at an early age. Were this to occur, then when her 

                                                           
148 Although this may help to alleviate some worries, it may also lead to some paradoxical results. Put abstractly and 
simplifying, suppose that an agent’s mechanism that leads to action has F2-able mental states 1-4. Further suppose 
that the agent acquired these 30 minutes ago, and that in order for the agent to filter any one of these states, she 
will need 10 minutes of filtering time and that filtering any one of them does not reduce the time required to filter 
any of the others. In this case, she has ample time to filter any one of the states, and so, for each of 1-4, she has the 
opportunity to filter them. But, given that she only had 30 minutes, she cannot filter all of them, and so does not 
have the opportunity to filter all of them.  
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mechanism of type PDU* leads her to hack into the bank, she is acting from a mechanism of the 

same kind as one that she has previously taken responsibility for. 

This may seem unfair in some respects. After all, it looks like we would be claiming that, 

post-manipulation, Jenny is acting from a mechanism that she has taken responsibility for in virtue 

of having taken responsibility for a mechanism a long time ago. One might think that what is more 

important is Jenny’s more recent mechanisms of practical deliberation, all of which may be of kind 

PDF*. Perhaps, on some level, Jenny has revised her position on mechanisms of type PDU*.  

There are other reasons for thinking that Jenny has taken responsibility for mechanisms of 

kind PDU*. For the same reasons that it was problematic for the original response, the case of the 

Crunchwrap Supreme is problematic for the modified response as well. The mechanism that issues 

in my decision to buy the Crunchwrap is of kind PDU. This is because, just like Schmidt’s 

mechanism that leads him to vote for Hitler, it involves at least one F2-able component that is not 

an F-component. By definition, an F*-component is an F-component, so if an F2-able component 

is not an F-component, then it is not an F*-component. Because of this, the mechanism that leads 

to my decision to buy the Crunchwrap is of PDU*. If, in so deciding, I am acting from a mechanism 

that I have not taken responsibility for, then the view faces a serious problem. If, on the other hand, 

we accept that in ordinary and mundane cases like that of the Crunchwrap Supreme, I am acting 

from a mechanism that I have taken responsibility for, then I have taken responsibility for acting 

from mechanisms of kind PDU*. As with the case of Louie, there is no principled reason to think 

that such a thing could not occur with Jenny prior to the manipulation.  
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3.1 Conclusion 

Section 2 of this chapter has taken some twists and turns, so here I briefly summarize the main 

points. Fischer and Ravizza initially offered a diagnosis of mid-life manipulation cases and a 

condition on responsibility intended to avoid these problematic cases, the ownership condition. In 

subsection 2.1, I considered the question of how their view is historical. If it turns out that an agent 

can take responsibility for behavior issuing from a mechanism immediately prior to the 

mechanism’s issuing in an action, then the view will not be able to handle many cases of mid-life 

manipulation. Were this an option, then globally manipulated agents would plausibly fulfill the 

condition. I suggested that one way of making the view historical is to require that, in order for 

TR3 to be fulfilled, the condition requiring that the beliefs involved in TR1 and TR2 be based 

appropriately on the evidence, the agent needs to have had prior experience with a mechanism of 

that kind. At the very least, this closes off the possibility of an agent’s responsibility for an action 

issuing from a mechanism of a kind that she has never acted from before. 

 In explaining why victims of mid-life manipulation do not act from their own mechanisms, 

Fischer and Ravizza suggest that the new mechanisms are of a different kind than any that the 

victims have previously taken responsibility for. They offer two explanations of this, which I 

discuss in subsections 2.2-2.4. Appealing to the fact that a mechanism crucially involves electronic 

stimulation does not avoid the problem of cases that do not involve a manipulator, but rather have 

natural causes producing the same effect. Further, this explanation conflicts with the claim that 

deliberation would return Judith to the mechanism of ordinary practical reasoning.149 On one 

reading, the explanation focusing on Judith’s ignorance of the manipulation fails because it is only 

                                                           
149 Notice that the new version of the view discussed in 2.8 may do a much better job of making sense of this 
statement. 
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as strong as the prior explanation of why the mechanism is of a new kind. On a different reading 

that avoids this worry, the explanation becomes too strong. Appealing to ignorance of the sources 

of mental states in a mechanism sets the bar too high; for many of our pro-attitudes and beliefs, 

we do not know their sources, yet this does not absolve us of responsibility. Finally, I discussed 

the case of Chum. Although I disagree with Judisch on what conclusions to take from this case, it 

does present problems for the Fischer and Ravizza view, including both of the explanations 

discussed in 2.2 and 2.3. 

 In the next three sections (2.5-2.7), I considered the possibility of a view on individuating 

mechanisms and their kinds that does not appeal to the origins or the history of the mechanism 

itself. Taking a few theses as examples, I showed the threats that are present to a view that 

individuates too finely, and also to a view that individuates too broadly. 

 Finally, I considered the latest response from Fischer, one which takes the view in a 

different direction. With a modification, this response may be able to handle some cases of 

manipulated agents, but problems remain. We cannot decide whether, on this new view, Jackie is 

responsible for writing her congratulatory email to Joan until we have a more developed view on 

how to individuate mechanisms and their kinds. Further, it is not clear that this modified view can 

handle the cases of global manipulation or of implanted pro-attitudes that are fairly weak.  

I end this chapter with two main points, one straightforward, the other, not so much. First, 

the straightforward one. Fischer and Ravizza’s view, on every version I have considered, has a 

positive historical condition. That is, the historical condition that is meant to handle cases of mid-

life manipulation, requires that, in order for an agent to be responsible for an action, the agent has 

a history. In order for the mechanism that the agent acts from to be her own, she must have 
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previously taken responsibility for it. Even if my suggestion in section 2.1 regarding how exactly 

their view may be historical is false, this point remains.  

There is a type of case that I have not mentioned yet, cases of instant agents. Instant agent 

are agents who are psychological twins of actual, responsible, agents yet were created instantly. 

These have sometimes been used to distinguish between different types of historical conditions. 

Some think that the instant agents in these cases, if they are possible, can be responsible for the 

actions they perform immediately after being created.150 If this is right, then this sort of case poses 

a problem for Fischer and Ravizza’s view. Given that instant agents were created moments before 

they act, they do not have the chance to take responsibility for any of their mechanisms. 

Consequently, their first few actions, at least, are ones that they are not responsible for.  

 The not-so-straightforward point is that there is a significant concern for Fischer and 

Ravizza’s view stemming from a mechanism’s relevance to moral responsibility. As Fischer and 

Ravizza admit, there may be many mechanisms operating in a single case.151 Further, mechanisms 

can plausibly be of multiple kinds. Consider, for example, Schmidt’s mechanism that is of kind 

PDU. In virtue of being that kind, it also seems to be of the kind “practical deliberation.”152 

Schmidt also had mechanisms prior to the manipulation, presumably a mechanism of kind PDF. 

With regards to the PDF/PDU distinction, these two mechanisms are of different kinds. But with 

respect to the practical-deliberation/nonreflective distinction, these two are not of different kinds, 

they are both of the kind “practical deliberation.”  

                                                           
150 For discussion of instant agents in relation to historical conditions, see Cyr 2018; Haji 2009: 133-4, 142-8, 161-4, 
2013; Haji and Cuypers 2006, 2007, 2008: 47-9; Levy 2011: 101-3, 202-3; McKenna 2004, 2012a, 2012b; Mele 1995: 
172-3, 2009a, 2009b, 2013a; and Zimmerman 1999. 
151 This point was made in subsection 1.4. A commitment to this can be found in Fischer and Ravizza 1998: 46, 
1998: 47 fn. 19. 
152 Though not, it seems, ordinary practical reasoning, which Fischer seems to identify with PDF. 
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 When Fischer and Ravizza discuss individuation, they mostly leave it up to what is 

intuitively correct. They make a similar gesture when discussing which mechanism is the relevant 

one. The two points made in the previous paragraph raise concerns for Fischer and Ravizza’s view 

beyond those that I have considered in this chapter. In a case where different mechanisms are 

operating, the view doesn’t decide which one is relevant for moral responsibility. Given that 

different mechanisms can differ on reasons-responsiveness, or on whether they are of a kind that 

the agent has taken responsibility for, this looks like a problem for the view. Moreover, if it is true 

that a mechanism can be of multiple kinds, then even if we can decide which mechanism is the 

relevant one, we still need to answer the question of which kind is the relevant one, in order to 

know whether it is the agent’s own. 
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CHAPTER 3 

 

HAJI AND CUYPERS’S VIEW 

 

 

In this chapter, I focus on the historical response to mid-life manipulation arguments 

provided by Haji and Cuypers’s theory. Haji and Cuypers authored a book, Moral Responsibility, 

Authenticity, and Education, in which they attempted to offer a theory of authenticity meant to 

resolve three main issues, one of which is the problem of developed, responsible agents who were 

manipulated in a way that seems to make them lack responsibility for an action. Most of the theory 

that I provide here comes from this source, although I draw on other sources to supplement it.153  

Haji and Cuypers are not always clear about what their view is. One way to read them is 

as committed to very few theses: just a bit more than is needed to handle some of the standard 

mid-life manipulation cases. A different way to read them is as committed to a variety of theses 

that provide a more developed view. In this chapter, I present all of the relevant theses that I could 

find, and attempt to show how they interact with each other. Sometimes I suggest that they are 

committed to theses where this commitment may be questionable. At other times, there seems to 

be some conflict between theses that they hold. Some of these conflicts are readily fixed, and I 

                                                           
153 One source that I will be using is Haji’s 1998 book Moral Appraisability: Puzzles, Proposals, and Perplexities. In 
this book, Haji does offer a theory of authenticity, but this is appraisability-wise authenticity. Throughout the 
discussion of the authenticity condition (pp. 129 and 132), Haji states that he does not think that there is a notion pf 
“plain authenticity.” In more recent work, such comments are absent, and in the main source for this chapter, Haji 
and Cuypers generally just speak of “authenticity,” and “responsibility-wise authenticity.” Whether Haji has since 
dropped his belief that there is no plain authenticity is unclear, although in later single-authored work (2009, 2010, 
2013) his language matches that of the theory given Haji and Cuypers 2008, not that of Haji 1998.  Because of this, 
and given that much of the theory of appraisability-wise authenticity lines up with the theory of authenticity 
discussed in this chapter, and given that appraisability is closely tied to responsibility in Haji 1998, I use this source 
as well. 
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attempt to fix them as I present them. Because of some of these difficulties, I try to go carefully 

through their material and provide justification for thinking that they are committed to the theses 

that I claim they are committed to. 

In the first section, I provide a brief overview of their overarching project, which leads 

them to form the part of their theory that is meant to handle cases of mid-life manipulation. In 

section 2, I provide an exposition of their view. In section 3, I discuss a few objections that have 

been levied against the part of their view that employs forward-looking authenticity, and in section 

4 I discuss a few objections to their notion of authenticity for evaluative schemes.  

1.1 The Project 

Haji and Cuypers’s historical condition on moral responsibility is motivated by related 

issues. These three issues are the problem of manipulated agents, the problem of educational 

authenticity, and the indoctrination objection. I have already explained the problem of manipulated 

agents and the other two will not be directly relevant to what I will consider here, although they 

are, I think, relevant to a theory of moral responsibility and how we achieve it. Because of this, I 

simply provide a brief summary of the other two problems. 

 When we educate children, one of our goals is that they become moral agents, such that 

they are “competent partaker[s] in the range of practices constitutive of moral responsibility” (Haji 

and Cuypers 2008, 2). In some cases, a problem arises because the person’s values, beliefs, desires, 

etc. are inculcated in a way that would seem to go against the child’s authentically holding or 

having these mental states: 

The urgent concern to which sundry theorists of education call attention is that, as 
the requisite, pertinent educational interferences seem no different in kind than 
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those of responsibility-subversive manipulation to which we have called attention, 
such interferences are incompatible with nurturing the child into a moral agent (Haji 
and Cuypers 2008, 2). 

And this is because the child might seem, in a sense, to be like “a puppet on a string” (Ibid. 2). 

 The indoctrination objection provides a related problem. One of the ideals of education is 

that children develop into autonomous critical thinkers; “that the child mature into an agent who 

is self-governing with respect to the motivational constituents of being a critical thinker, such as 

the desire to assess reasons” (Haji and Cuypers 2008, 3). The problem here is that in order to instill 

the relevant dispositions to evaluate reasons in a way that makes an agent responsible, we must 

teach children in a way that may seem quite similar to indoctrination. This indoctrination, at least 

at first glance, seems to be dangerously similar to the sorts of processes of acquiring motivational 

constituents that are objectionable. 

 Standard cases of manipulation involve intervention that seems to undermine the 

responsibility of the manipulated agent. There are other cases of manipulation that we will consider 

which operate through a very similar process, or instill pro-attitudes of a similar strength as the 

ones that are instilled in standard manipulation cases, but the manipulation does not seem to 

undermine the responsibility of the agent, cases like that of Chum.154 These two issues that Haji 

and Cuypers consider are problems that seem to point to these sorts of cases, cases which involve 

the instilment of pro-attitudes or beliefs in what seem to be objectionable ways, but that may be 

normal or necessary in order for someone to become a moral agent. When I bring up cases of this 

sort of beneficial manipulation, they will generally be cases of mid-life manipulation. Haji and 

Cuypers here seem to be concerned with this sort of process as it occurs at a very young age, before 

                                                           
154 This case, discussed in the previous chapter, appears in Judisch, p. 120. 
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one becomes a moral agent, or while one is becoming a moral agent.  While the two issues that 

Haji and Cuypers mention here are important for a full theory of moral responsibility and how we 

come to have it, they seem to be separate from similar issues that we might come across when 

considering cases of mid-life manipulation. One of the upshots of their view is that, if they are 

right, this view will provide a systematic way of not only solving the problem of mid-life 

manipulation, but these other two problems as well. 

2.1 The Authenticity Condition on Moral Responsibility 

In this section I provide an exposition of Haji and Cuypers’s theory regarding what explains 

why some manipulated agents are not responsible for their action(s). In sections 3 and 4, I consider 

some objections to this view. Considering these objections will further illuminate some details of 

the view by way of application, and further refinements will be suggested to avoid some of these 

objections.  

2.1.1 The Basics 

On Haji and Cuypers’s view, there are four individually necessary and jointly sufficient 

conditions on an agent’s being morally responsible155 for an action: 1) freedom, 2) epistemic, 3) 

authenticity, and 4) agency requirements (Haji and Cuypers 2008: 19).156 The freedom condition 

is what is often referred to as the control condition on moral responsibility: “[a]n individual can 

                                                           
155 Although Haji seems to allow for non-moral blameworthiness and possibly non-moral responsibility, I will be 
focusing on moral responsibility. When I use the term “responsibility” I will mean “moral responsibility” unless 
otherwise noted. 
156 Sometimes they talk about necessary conditions for being a morally responsible agent, and other times they offer 
conditions for being morally responsible for one’s actions. “S is morally responsible for action A” entails “S is a 
morally responsible agent,” although the entailment does not go both ways, and presumably, Haji and Cuypers agree 
with this. Further, much of what is to come is a theory directed at specific actions, so I will mostly focus on an agent’s 
being morally responsible for some action, rather than someone’s being a morally responsible agent.  
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properly be morally appraisable for performing an action only if he controls that action in an 

appropriate way” (Haji 1998: 65).157 The epistemic condition states that “to be appraisable for 

performing an action, one must not be relevantly ignorant of what one is doing” (Haji 1998: 140). 

Haji and Cuypers are not too concerned with explaining the first two when providing their solution 

to the problem of mid-life manipulation, and this will not be a main concern in this section 

(although the topic of a tracing condition, which typically involves an epistemic condition, will 

arise in discussion of an objection).158 The authenticity condition is the main part of their theory 

that can handle manipulation cases, and it will be the subject of later subsections. For now, we can 

provisionally say that the authenticity requirement is meant to capture the claim that “an individual 

is responsible for her behavior only if the behavior causally issues from motivational springs that 

are authentic” (Haji and Cuypers 2008: 3). The agency condition requires that the agent be a 

morally normative agent, a notion which Haji and Cuypers try to flesh out to a significant degree. 

In the next subsection I go over the agency condition in order to lay the groundwork for discussing 

their authenticity condition. 

                                                           
157 On Haji and Cuypers’s view, how we are to conceive of the connection between moral responsibility and moral 
appraisability is not terribly clear, although we get some information about this in Haji 1998. Haji tells us that “a 
person is morally appraisable for performing an action if and only if she is either morally blameworthy or 
praiseworthy for performing that action” (Haji 1998: 8) and that “if one is praiseworthy or blameworthy for 
something, then one is morally responsible for that thing” (ibid.) (as I read it, the “praiseworthy” and “blameworthy” 
in this quotation are to be read as “moral praiseworthiness” and “moral blameworthiness” respectively). On this 
view, being morally appraisable for an action is a sufficient condition for being morally responsible for that action. 
On Haji’s view, responsibility is the broader notion. He suggests that one can be morally responsible for an action 
yet not morally appraisable for it if one is neither deserving of praise or blame on account of that action (Haji 1998: 
8). Finally, Haji tells us that “[a]lthough most of the discussion will address appraisability, much of what I have to say, 
I believe, will apply equally, with adjustments, to responsibility in general” (Haji 1998: 9). I take it that the quotations 
I offer about the freedom and epistemic conditions are generally applicable to responsibility as well as appraisability 
for Haji.  
158 The authenticity condition, which is intended to get the right verdicts on manipulation cases, is considered by 
Haji and Cuypers to be separate from the control condition. It may be that a condition of this sort would fall under 
the purview of the control condition, but I am not concerned with that here. Whether fulfillment of the authenticity 
condition is necessary for responsibility directly, or via the control condition (by being necessary for the fulfillment 
of the control condition), is not something I focus on. 
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2.1.2 Morally Normative Agents 

Haji and Cuypers claim to give only a partial analysis of what it takes to be a morally 

normative agent. A necessary condition on being a morally normative agent is: 

NNA1: A morally normative agent must have “the effective capacity for full-
fledged intentional deliberative action” (Haji and Cuypers 2008: 3).159 

Having this capacity, in turn, requires that one have an evaluative scheme. 

NNA2: A morally normative agent must have an evaluative scheme (Haji and 
Cuypers 2008: 3). 

An evaluative scheme, as required by NNA2, has four types of constituents: 

1) Normative standards the agent believes (though not necessarily consciously) 
ought to be invoked in assessing reasons for action, or beliefs about how an 
agent should go about making choices. To be a fitting candidate for moral 
responsibility, the normative standards must include a set of moral principles or 
norms: the agent must be minimally morally competent. She must understand 
the concepts of rightness, obligatoriness, or wrongness, and she must be able to 
appraise, morally, various choices or actions in light of the moral norms that 
are elements of her evaluative scheme. (There is no requirement that appraisals 
be fully considered, free of error, or even conscious). (Haji and Cuypers 2007: 
350)160 

2) The long-term ends the agent regards as “direction-setting.” 
3) Deliberative principles the agent utilizes to arrive at practical judgments about 

what to do or how to act. 
4) Motivation both to act on one’s normative standards and to pursue one’s long-

term goals on the basis partly of one’s deliberative principles (Haji and Cuypers 
2008: 3). 

Beyond this, Haji and Cuypers also suggest: 

                                                           
159 Haji and Cuypers claim that this capacity is “the mark” of a morally normative agent. I take this to be expressing, 
at the very least, a necessary condition, although it may be expressing an equivalence. 
160 This statement of the condition comes from a different source than the rest, and this is because in this 2007 
paper, which is the other major source for their view, where it is worked out in most detail, this condition includes 
more that will be relevant later on, when discussing authenticity demanding elements of evaluative schemes 
(subsection 2.4). One might be concerned that there was a reason for dropping this extra information when they 
present their view in the book a year later, but in Haji 2010: 268, we get a statement very similar to this with 
additional information about what the scheme should include for prudential blameworthiness. 
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NBNA: To become a moral agent, the [individual] must see herself as an 
appropriate candidate of the reactive attitudes such as indignation, resentment, and 
love and must be such a candidate (Haji and Cuypers 2008: 22).161  

As far as I can tell, although having this belief about oneself is required at some point in order for 

a person to become a moral agent, having this belief may not be a requirement of being a moral 

agent.162 This may give a further historical constraint on responsibility for an action: in order to be 

responsible for an action, one must have, at some time, seen oneself as a candidate of these reactive 

attitudes and have been such a candidate. One may still be indirectly responsible for some action 

A even if one didn’t fulfill NBNA at the time of deliberation nor at the time of action. If A can be 

traced back to something that an agent did while she did have such a belief about herself, then she 

might be responsible for A in virtue of being responsible for this prior action. In providing their 

theory, Haji and Cuypers do not close off this option. In fact, as we will soon see, it seems as 

though they do not require an agent to have this belief in order to be morally responsible for an 

action. 

Although it is left open whether there are other necessary conditions for being a morally 

normative agent, Haji and Cuypers state the following:  

We propose that it is a sufficient condition of an individual’s being a morally 
normative agent – an appropriate candidate of moral responsibility – at a time, t, if 
that individual has at t: (i) an evaluative scheme with the requisite moral elements 
– the agent is minimally morally competent; (ii) deliberative skills and capacities; 
for example, the agent has the capacity to apply the normative standards that are 
elements of its evaluative scheme to evaluating reasons; and (iii) executive 
capacities – the agent is able to act on at least some of its intentions, decisions, or 
choices.” (Haji and Cuypers 2008: 20)  

                                                           
161 Here I replace “child” with “individual.” The quotation that I provide here is given in a context where Haji and 
Cuypers are talking about a child’s becoming a morally normative agent. I make this replacement since it is relevant 
to the discussion of instant agents.   
162 At some point, Haji and Cuypers seem to switch between “morally normative agent” and “moral agent.” As I read 
them, I take these two to be equivalent. 
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Where the fulfillment of (ii) is taken to entail that the agent, at the relevant time t, is capable of 

genuine deliberation. There are a few things to note here that shed light on their theory. 

First, although they do not claim to provide all of the necessary conditions on being a 

morally normative agent, providing this sufficient condition significantly narrows down the 

options for what other necessary conditions could be given. If something fulfills a sufficient 

condition for having some property F, then it thereby fulfills all of the necessary conditions for 

having property F.163 Since (i) is already a necessary condition for being a morally normative 

agent,164 (ii) and (iii) are the only other possible sources of necessary conditions. Perhaps either 

(ii) or (iii) are necessary conditions themselves, or there are requirements for fulfilling (ii) and (iii) 

which are also requirements for being a morally normative agent. 

 Second, recall the requirement given in NBNA, that in order to become a morally 

normative agent, one must see oneself as an appropriate candidate for the reactive attitudes, and 

be such a candidate. Notice that this requirement is not mentioned in the sufficient condition quoted 

above. Since fulfilling a sufficient condition for something entails fulfilling all of the necessary 

conditions for it, and past or present fulfillment of NBNA is not a part of this sufficient condition, 

it may seem as though NBNA is not a necessary condition either. To fix this discrepancy, we could 

                                                           
163 To be clear, although “x fulfills a set of sufficient conditions for being P” entails “x fulfills all of the necessary 
conditions for being P,” a statement of a sufficient condition for being P need not include a statement of the 
necessary conditions for being P, so this may not help us as much as we might like. Suppose, for example, that we 
have four statements: 1) Ax & Bx, 2) Cx & Dx, 3) Ax v Cx, 4) Bx v Dx. It may be that 1 and 2 are statements of sufficient 
conditions for something’s being P and that 3 and 4 provide statements of necessary conditions for being P. Although 
“x fulfills 1” and “x fulfills 2” each entail both “x fulfills 3” and “x fulfills 4,” neither 1 nor 2 include a statement of 
either 3 or 4. 
164 This via NNA2. One small difference is that NNA2 does not explicitly refer to the time at which the agent must 
have the evaluative scheme, but I think that, as NNA2 is stated, it is implied that for an agent to be a morally 
normative agent at some time, she must have an evaluative scheme at that time. 
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add to the sufficient condition provided that the agent does or has at some point fulfilled NBNA.165 

Alternatively, we could reject NBNA as part of the view. For the rest of this chapter, I will remain 

agnostic about which is the right way to go. 

 Third, parts (ii) and (iii) of this sufficient condition seem to come very close to the first 

necessary condition: 

NNA1: An agent must have “the effective capacity for full-fledged intentional 
deliberative action” 

We are not given an explanation of the relationship between NNA1 and parts (ii) and (iii) of the 

sufficient condition. Although if (ii) and (iii) are required for having the capacity mentioned in 

NNA1 (which seems plausible), then the sufficient condition that they provide would turn out to 

be both necessary and sufficient for being a normative agent at time t (unless it turns out that we 

should include NBNA). 

2.1.3 Responsibility and Authenticity 

The main part of the theory that is marshalled in response to mid-life manipulation cases 

is the authenticity condition on moral responsibility. According to Haji and Cuypers, agents that 

are manipulated in these objectionable ways are not acting out of authentic springs of action and 

are consequently not responsible for their action in virtue of not fulfilling the authenticity 

condition.166 They attempt to re-conceptualize cases of manipulation as cases where the agents are 

acting out of psychological elements that “are acquired via causal routes that are deviant relative 

                                                           
165 And perhaps that, if she doesn’t fulfill NBNA now but has in the past, her current state is appropriately related to 
her previous state in which she did fulfill NBNA. 
166 Of course, it is possible that some manipulated agents fail to fulfill multiple conditions on moral responsibility. In 
these cases, although lacking to fulfill the authenticity can help to explain why they are not responsible, they may 
also not be morally responsible in virtue of failing to meet other conditions on moral responsibility.  
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to causal routes deemed normal or, as we abridge, relative to causal routes that are baseline” (Haji 

and Cuypers 2008: 15).  

Haji and Cuypers differentiate between initial and evolved evaluative schemes. The initial 

evaluative scheme is fairly self-explanatory: it is the agent’s first evaluative scheme; the scheme 

that the agent has when she has just acquired one for the first time.167 For normal agents, once we 

reach a certain level of maturity, we attain an initial evaluative scheme.168 An evolved evaluative 

scheme is one that is the result of changes to a previous evaluative scheme of the agent.169  

Haji and Cuypers do not offer an explanation of when an evaluative scheme becomes an 

evolved one; that is, Haji and Cuypers don’t say how many changes need to be made to an 

evaluative scheme in order for it to become a new one. On a fine-grained way of individuating 

them, two schemes are different if there is any difference in their constituents, in which case, 

normal agents would have their initial schemes only for a very short period of time. Individuating 

evaluative schemes could be done in a more coarse-grained manner, where certain changes are 

allowed without involving a change in scheme. It is plausible that if, say, the only change involved 

                                                           
167 We are told that “[t]he distinction coincides, roughly, with the margin between childhood and adulthood: 
differentiate the stage before the individual has acquired an evaluative scheme from the stage after which the 
individual’s initial scheme has been acquired” (Haji and Cuypers 2008: 21).  
168 One complication with this is brought out by McKenna’s objection to their view: instant agents do not “grow into” 
an evaluative scheme, so there may be some difficulties with deciding whether the scheme they are created with is 
an initial or an evolved one. In order to avoid this objection, Haji and Cuypers point out that one need not “grow 
into” one’s initial scheme. In the cases of instant agents, the evaluative scheme that they are created with is their 
initial scheme.  
169 Sometimes this is stated differently, such that an evolved scheme is the result of changes to one’s initial evaluative 
scheme; but this is problematic. Presumably, changes continue after one gets an evolved scheme, and some evolved 
schemes will be the result of changes to previous evolved schemes. One way of fixing this problem is to not restrict 
“evolved scheme” to something that results from changes to the initial one, but rather to a previous scheme had by 
the agent (be it initial or evolved). This seems to be what they have in mind at other points, where they talk about 
an evolved scheme as being the result of changes to a previous or prior scheme. 
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is a slight change in the strength of a desire, then one might be left with the same evaluative 

scheme.  

On Haji and Cuypers’s view, authenticity and inauthenticity apply to three types of things: 

evaluative schemes, constituents of these schemes, and ways of acquiring these constituents.170 

These will each have different conditions for authenticity, and there will be a difference between 

authenticity for initial schemes, their constituents, and their modes of acquisition than there will 

be for their correlates in evolved schemes. On this view, agents can have multiple schemes 

simultaneously. At the very least, we can speak of schemes had by an agent in instances where one 

scheme is constituted by elements that are a proper subset of the elements that constitute an agent’s 

overall scheme. As we will see, Haji and Cuypers’s view allows for an agent to have an authentic 

scheme that is part of a larger, inauthentic, scheme.  

2.1.4 Authenticity and Baseline Routes for New Agents 

When it comes to authenticity conditions for constituents of evaluative schemes, Haji and 

Cuypers generally choose to focus on motivational constituents, mostly ignoring doxastic ones. 

The notion of authenticity that Haji and Cuypers use for initial evaluative schemes is forward-

looking. Whether, for example, a constituent of an initial evaluative scheme is authentic or not 

depends on what effects it will have on the future behavior of the agent: 

a pro-attitude or its mode of acquisition is inauthentic if that pro-attitude or the 
way in which it is acquired subverts moral responsibility for behavior, which owes 
its proximal causal genesis to the pro-attitude (typically in conjunction with other 

                                                           
170 The notion of “acquisition” here is meant to be understood broadly, such that a constituent instilled by a  third-
party counts as “acquired” as does a constituent that is the result of the agent’s genetic endowment (Haji and 
Cuypers 2008: 21). 
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springs of action), of the normative agent into whom the child develops. (Haji and 
Cuypers 2008: 22) 

This exemplifies the forward-looking aspect of their authenticity condition for constituents of 

initial evaluative schemes (and their modes of acquisition). Suppose that, due to the control 

condition on moral responsibility, acting out of an irresistible desire is sufficient for not being 

morally responsible for this action.171 Further suppose that some agent with an evaluative scheme 

acts on some irresistible desire that was acquired by the agent prior to her having an initial 

evaluative scheme. In this instance, the agent’s initial evaluative scheme, which included this 

irresistible desire, had an inauthentic element. This desire would be inauthentic because it is a pro-

attitude that subverts moral responsibility for behavior that flows from it (in virtue of the agent’s 

falling afoul of the control condition). The notion of authenticity here is explained purely in terms 

of the other, non-authenticity, requirements on moral responsibility and whether the agent acts on 

these elements. The term “authenticity destructive” is used to refer to those pro-attitudes (or 

dispositions, etc.) that preclude an agent from fulfilling either the epistemic or control requirements 

on responsibility.172 

                                                           
171 I am not convinced that this is true, since it may be possible to trace an agent’s acting out of an irresistible desire 
to some previous action for which she was responsible. The agent may be responsible for some action that led to 
her having this irresistible desire and it may have been reasonably foreseeable that she would attain this desire as a 
consequence. I merely use this here, and later on, to give an example of a way that an agent can lack responsibility 
for some action in virtue of failing to meet some condition other than the authenticity or agency conditions. Haji and 
Cuypers do seem to think that acting out of an irresistible desire is sufficient for undermining responsibility-
grounding control (Haji and Cuypers 2008: 29), and Haji suggests that this may be sufficient for the agent’s not being 
free when performing the action (Haji 2010: 267); although see ibid. 29 for the claim that this sort of irresistible 
desire could be authentic if it is a constituent of an evolved evaluative scheme. On their view, although acting out of 
an irresistible desire is sufficient for an agent’s not being directly responsible for such an action, the agent may still 
be indirectly responsible for this action. 
172 When Haji and Cuypers introduce this notion, they do not explicitly restrict this to later behavior. That is, on this 
reading of “authenticity destructive,” it is possible to have a constituent that is authenticity destructive yet never 
leads to action. Given the role that “authenticity destructive” is intended to play, and that corollary notions are 
defined in terms of not merely precluding an agent from fulfilling these conditions but rather precluding an agent 
from fulfilling these conditions when acting from the constituent later on, I suggest that, for now, we read 
“authenticity destructive” as restricted to later actual behavior. I consider a modification of this in subsection 3.1. 
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 One of the motivations for this relational view of authenticity is the thought that detrimental 

forms of paternalism and indoctrination are detrimental in virtue of precluding the agent’s being 

an apt candidate for things like praise and blame. Some of these forms of instilling a child with 

attitudes and beliefs are such that they prevent the child from becoming an agent with an evaluative 

scheme robust enough to fulfill the agency condition on moral responsibility. That is, they may 

prevent the child from becoming a morally normative agent.173 This suggests that a constituent of 

an initial evaluative scheme (or its mode of acquisition) can also be inauthentic in virtue of 

preventing the agent from fulfilling the agency requirement on moral responsibility.174 

 On this view, there is a further notion of a subversive interference on a person’s evaluative 

scheme, where “interference” is taken to be a general term for things like “suppression of innate 

propensities, or implantation of certain dispositions, or deliberate lack of instilment of various pro-

attitudes” (Haji and Cuypers 2008: 25).175 Notice that an interference need not be a mode of 

acquisition, given that one form of interference is the lack of instilment of pro-attitudes. 

Interferences that subvert responsibility for later behavior (in virtue of making it so that the agent 

                                                           
173 Although this may be a motivation for a relational account of authenticity (at least for initial schemes and their 
constituents), it cannot be the only motivation. There are certainly cases where an agent is a morally normative 
agent and may be responsible for some of her actions, while still not being responsible for some other actions in 
virtue of the springs of these specific actions. Suppose an agent S has an irresistible desire D and also suppose that 
acting from an irresistible desire is sufficient to subvert responsibility (in virtue of failing to meet conditions on 
responsibility other than the authenticity condition). It seems that this agent may still be responsible for other 
actions that do not flow from D, even if she is not responsible for actions that flow from D. We will return to this sort 
of issue when considering objections to their account. 
174 When introducing “authenticity destructive” and “authenticity demanding,” Haji and Cuypers explain 
constituents or modes of their acquisition to which these terms apply as precluding the fulfillment of non-agency 
necessary conditions on responsibility. Although it seems appropriate to exclude authenticity conditions here (since 
including them seems to lead to a problematically circular account), it is not clear why they also exclude agency 
conditions.  
175 This notion of interference is very wide. Not only does it apply to omissions, like the deliberate lack of instilment, 
it need not require agents either. Haji states, while using “interference” as seemingly playing the same theoretical 
role: “[w]e may think of lack of development of fear or lack of empathy in children with psychopathic tendencies as 
an ‘interference’, under genetic influence, that is responsibility-subversive or that at least affects degree of 
responsibility.” (Haji 2010: 275, italics mine).  
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does not fulfill some other non-authenticity condition on responsibility) are responsibility-wise 

inauthentic. 

 Haji and Cuypers offer an example to elucidate how such subversion might work: 

Suppose, for example, that given the mode of instilling the moral disposition in 
Youngster – perhaps the disposition was “beaten into” Youngster, or instilled via 
“shock therapy” – Youngster subsequently finds that she cannot refrain from doing 
what she perceives to be morally right. On occasions of choice, she is stricken with 
inward terror even at the faintest thought of not doing what she deems moral (Haji 
and Cuypers 2008: 25). 

Youngster would not be responsible for much of her behavior later on in life because the mode of 

instilling this moral disposition subverts responsibility for later behavior, making it not 

Youngster’s own. The term “authenticity subversive” is used to refer to such methods of instilling 

pro-attitudes (or dispositions, etc.) which subvert responsibility for later action.176 We will return 

shortly to cases of interference that are not modes of acquisition. 

 When it comes to beliefs that might subvert responsibility for later behavior of the agent, 

Haji and Cuypers offer some examples: “beliefs formed as a result of deception (and self-

deception), beliefs formed on the basis of coercive persuasion, and deliberately implanted beliefs 

formed on the basis of processes that bypass ordinary mechanisms of belief formation – such as 

                                                           
176 It is unclear that a mode of acquisition can be authenticity subversive without instilling something that is 
authenticity destructive, nor is it clear that we could have the instilment of an authenticity destructive element in a 
way that wasn’t authenticity subversive. In the examples that they provide, such as that of Youngster above, the 
agent seems to fail to fulfill non-authenticity conditions on moral responsibility in virtue of her psychological makeup 
at the time of action. This suggests that she also has authenticity destructive elements. Because of this, it may be 
that a mode of acquisition’s being authenticity subversive boils down to a matter of the authenticity destructivity of 
those things that are acquired.  
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subtle conditioning or subliminal influencing – in cases in which the agent did not consent to the 

manipulation” (Haji and Cuypers 2008: 26).177, 178 

 Finally, Haji and Cuypers suggest the possibility that certain pro-attitudes are required for 

fulfilling the authenticity requirement. For an agent to have an evaluative scheme, she must have 

some pro-attitudes, dispositions, or beliefs, etc. For instance, in order for an agent to have her first 

evaluative scheme, the agent must have some normative standards and some moral principles or 

norms if she is to be morally responsible. This requirement leaves it open what those principles 

and standards are, leaving open the possibility that two agents fulfill this condition in virtue of 

having different sets of principles and standards, each of which may be sufficient for fulfilling this 

requirement. Haji and Cuypers further think that some specific pro-attitudes (or dispositions, etc.) 

might be required; for instance, the belief that critical self-evaluation is important may be required 

to fulfill non-authenticity requirements on moral responsibility (Haji and Cuypers 2008: 26). As 

we saw in section 2.2, there did seem to be some elements that are required for an agent to be a 

fitting candidate for moral responsibility, namely an understanding of the concepts of rightness, 

obligatoriness, or wrongness.179 These sorts of pro-attitudes or beliefs, if there are any, are dubbed 

“authenticity demanding.” 

                                                           
177 They do not elaborate on these forms of attaining beliefs, but there does seem to be an issue with this last 
example that they provide: much of our education of children may be due to subtle conditioning or subliminal 
influencing. These might then be ordinary ways of forming beliefs, so they might not be good examples of belief 
formation that bypass our ordinary mechanisms. This problem is exacerbated if it turns out that children, prior to 
having evaluative schemes, do not have the ability to provide meaningful consent. But if we are to take these as 
forms that are sufficient to make such beliefs inauthentic, then we will have some issues with certain agents. It is 
quite plausible that some forms of subtle racist attitudes, for example, are the result of subtle conditioning. There 
are also, I think, some tracing worries about beliefs formed as a result of self-deception. 
178 A more developed version of this list can be found in Haji 1998: 136. 
179 Although this might neither be a belief or pro-attitude, they also suggested that in order to be a fitting candidate 
for moral responsibility, the agent “must be able to appraise, morally, various choices or actions in light of the moral 
norms that are elements of her evaluative scheme.” (Haji and Cuypers 2007: 350). 
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We can now return to cases of interference involving a deliberate lack of the instilment of 

pro-attitudes.180 In the context of explaining how modes of instilling pro-attitudes may be 

inauthentic, Haji and Cuypers use an example that is a variation of ‘Youngster’. Suppose that being 

minimally morally competent is a necessary condition on being morally responsible.181 This 

supposition seems to already be included in their view of what it takes to be a normative agent that 

can be morally responsible. In the example, Youngster is trained in a fashion such that she lacks 

the knowledge of moral concepts required for being minimally morally competent. Of this case, 

we are told that “failing to instill the appropriate moral concepts is responsibility subversive since 

the lack of them precludes her from having the epistemic capacity required for moral responsibility 

                                                           
180 One may think that these cases are not instances of interference at all. As Haji and Cuypers use the term 
“interference”, this sort of case is an interference (it is one of the examples that they give). When discussing 
interferences in earlier work, Haji tell us that “’interference’ is a ‘catch-all’ term for things like suppression of innate 
propensities, or implantation of certain dispositions or habits, or deliberate lack of instilment of various pro-
attitudes” (Haji 1998:130). Whether this is a genuine case of interference does not seem relevant here, especially 
since we can express what seem to be the important parts of the view regarding these cases without using the term 
“interference”. 
181 As with the supposition that acting from an irresistible desire precludes the fulfillment of responsibility conditions, 
this is maybe open to qualification as well. One may have been morally competent at some point and freely 
embarked on a project of self-formation such that one loses this moral competence. It seems at least possible that 
such an agent could have done so while foreseeing the consequences and maybe fulfilling a tracing condition such 
that, when she acts and is not morally competent at the time, she may still be indirectly responsible for this action 
or its consequences. Chuck in the Chuck/Sally case, for example, may be an agent of this sort, depending on how 
various details are filled out. Fleshed out cases of this sort can be found in Judisch, p. 123 (the case of Ian), and 
Taylor, p.129. These sorts of considerations are parallel to earlier considerations about NBNA. 
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at later stages of her development” (Haji and Cuypers 2008: 24).182 What seems to be going on 

here is that she is missing some authenticity demanding pro-attitudes and/or beliefs.183, 184  

 We are now in a position to state two necessary conditions, one for the authenticity of a 

constituent of an initial evaluative scheme and another for the authenticity of a mode of acquisition 

of such a constituent: 

ISAN1: A constituent of an initial evaluative scheme is authentic only if this 
constituent does not subvert responsibility for later behavior issuing from this 
constituent in virtue of precluding the fulfillment of some non-authenticity 
condition on moral responsibility.185 

and, 

ISAN2: A mode of acquisition of a constituent of an initial evaluative scheme is 
authentic only if the mode of acquisition is not such that the constituent subverts 
responsibility for later behavior issuing from this constituent in virtue of precluding 
the fulfillment of some non-authenticity condition on moral responsibility. 

                                                           
182 In earlier work, Haji briefly considers a similar case. Supposing that the disposition to be moral is authenticity 
demanding, we are asked to “imagine a child brought up without having any such disposition instilled in her; she has 
instead, been ‘equipped’ with a disposition to maximize her long-term self-interest” (Haji 1998: 128). 
183 I mentioned earlier that the subversiveness of a mode of acquisition may boil down to whether what is acquired 
is authenticity destructive. Things may be different for interferences that do not involve a mode of acquisition, 
though we may be able to make a parallel claim involving authenticity demanding elements. Perhaps we can 
understand these cases of interference along these lines: if an agent lacks some of the authenticity demanding 
constituents in her initial scheme, then the deliberate lack of instilment that would have produced these constituents 
is authenticity subversive.  
184 In this sort of case, the authenticity subversive interference seems to not only lead to Youngster’s not fulfilling 
the epistemic condition on moral responsibility, but also the agency condition on moral responsibility (recall that, as 
explained in subsection 2.2, in order for an agent to be morally responsible the normative standards in her scheme 
must include a set of moral principles or norms). Perhaps this is an instance where there is overlap in the necessary 
conditions for fulfilling the agency and epistemic conditions on moral responsibility. 
185 I am here using a broader notion of the condition, which allows for a case where a constituent is inauthentic on 
the basis of making it so that the agent does not fulfill the agency requirement on moral responsibility for some later 
action (see n. 174, p.112). An alternative version of this principle would end with “…precluding the fulfillment of 
some non-authenticity and non-agency condition on moral responsibility” or more simply “…precluding the 
fulfillment of either the epistemic or control (or both) conditions on moral responsibility.” I do not think that anything 
in the rest of the chapter rides on this difference. 
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Roughly, these state that in order to be authentic, a constituent of an initial evaluative scheme must 

not be authenticity destructive, and a mode of acquisition of such a constituent must not be 

authenticity subversive. We can state these conditions more briefly by making use of these terms: 

ISAN1’: To be an authentic constituent of an initial evaluative scheme, the 
constituent must not be authenticity destructive. 

ISAN2’: To be an authentic mode of acquisition of a constituent of an initial 
evaluative scheme, the mode of acquisition must not be authenticity subversive. 

So far, we have only been given necessary conditions for the authenticity of a constituent of an 

initial evaluative scheme (or its mode of acquisition), and this leaves it open whether there are 

other necessary conditions on the authenticity of such a constituent (or its mode of acquisition). 

But there is at least one statement which seems to suggest that when Haji and Cuypers offer 

ISAN1’ and ISAN2’, they have more than necessary conditions in mind. Regarding motivational 

elements of an initial evaluative scheme, Haji tells us that “they are authentic only relative to, or 

in relation to, whether later behavior that causally arises from these elements is behavior for which 

the normative agent into whom the child matures is morally responsible” (Haji 2009: 151).186 This, 

I think, suggests that we can make stronger claims than ISAN1’ and ISAN2’, ones which also state 

sufficient conditions. The reason for this is that if the authenticity of one of these constituents or 

modes of instilment is relative only to subversion of responsibility for later behavior that issues 

from these constituents, then this is the only thing that matters; implying that there is a stronger 

                                                           
186 Here Haji is just talking about pro-attitudes, but in this context, he seems to be discussing constituents in general, 
while focusing on the motivational components for brevity. Haji and Cuypers seem to make a similar statement when 
they say that “. . . (at the stage of early childhood) the authenticity of a pro-attitude that a child possesses is a 
function of whether, in virtue of some of its features (such as being an irresistible desire) or its mode of acquisition, 
this pro-attitude (typically in conjunction with other actional elements) will subvert responsibility for behavior that 
causally derives from this pro-attitude” (Haji and Cuypers 2007: 352). Notice that in these statements, we seem to 
get a stronger commitment to the claim that constituents are authenticity destructive if they subvert fulfillment of 
conditions on responsibility for actual future behavior, but not for counterfactual behavior (see fn. 19). 
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link than merely a one-way conditional between authenticity and responsibility for later behavior. 

Therefore, I suggest that we read Haji and Cuypers as committed to: 

ISA: A constituent of an initial evaluative scheme is authentic if and only if the 
constituent is not authenticity destructive and its mode of acquisition is not 
authenticity subversive. 

We now have the pieces in place to introduce their sufficient condition for the authenticity 

of an initial evaluative scheme:  

Authenticity-1: An agent’s initial evaluative scheme is responsibility-wise 
authentic if its pro-attitudinal and cognitive constituents (i) include all those, if 
any, that are authenticity demanding; (ii) do not include any that are authenticity 
destructive; and (iii) have been acquired by methods not authenticity subversive. 
(2008: 26)187 

As long as the constituents of the evaluative scheme include the ones that are required for 

responsibility, do not preclude the fulfillment of some non-authenticity condition on responsibility 

when the agents acts on them, and were not instilled in an objectionable way, the scheme itself 

will be authentic. 

 Authenticity-1 seems to give us a way of evaluating whether some agent’s overall initial 

scheme is authentic or not, in Haji and Cuypers’s sense. But, it also seems quite possible that 

Authenticity-1 can be applied to schemes that are constituted by proper subsets of the set of 

constituents that make up the agent’s overall scheme. So if we know that an agent’s overall initial 

scheme is inauthentic, we may still be able to apply Authenticity-1 to some of these smaller 

schemes in order to evaluate their authenticity. I will read Authenticity-1 as being applicable to 

such smaller schemes.188  

                                                           
187 Notice that if I am right about authenticity subversive modes of acquisition being understood in terms of the 
presence of authenticity destructive elements, then (iii) may collapse into (ii). 
188 This is not an arbitrary choice, nor is it a matter of preference. In section 2.8 we will consider the case of Jimma. 
The way that Haji and Cuypers handle this case implies that agents can simultaneously have authentic and 
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 In the process of explaining Authenticity-1, Haji and Cuypers also seem to provide a 

sufficient condition for an initial evaluative scheme’s not being an agent’s own, which in turn, 

would give us a necessary condition for an initial evaluative scheme’s being authentic. We are told 

that “[t]he crux of Authenticity-1 reduces to this: the agent’s, such as the child’s, initial evaluative 

scheme is not the agent’s own if its pro-attitudinal or cognitive elements subvert, to a substantial 

degree, moral responsibility for later behavior that issues from these elements” (Haji and Cuypers 

2008: 27).189,190 Given that the range of “substantial” here is somewhat underspecified, it is not 

clear what exactly the necessary condition is.191 That is, it is consistent with this statement that an 

initial scheme with just a few inauthentic elements may be authentic if the elements do not subvert 

moral responsibility for further behavior to a substantial degree. It is also consistent with this 

statement that an agent has an inauthentic initial evaluative scheme without having any inauthentic 

elements that completely undermine responsibility for further behavior that issues from them. 

Finally, Haji and Cuypers also provide a sufficient condition for a causal route’s being 

baseline (or normal): 

Baseline-1: A causal route to the acquisition of a pro-attitude, or more generally, 
salient-action producing elements, is baseline (normal) if these elements have been 
acquired by means that are not authenticity subversive, and either the elements are 
authenticity demanding or they are not authenticity destructive. If some salient 
action-producing element is not acquired via a baseline route, the route to its 
acquisition is deviant (Haji and Cuypers 2008: 28). 

                                                           
inauthentic schemes (in this case, it seems as though there is at least one constituent of the inauthentic scheme that 
is not a constituent of the authentic scheme).  
189 When it comes to “issues from” we are told that they presuppose whatever account of this is presupposed by 
causal theories of action (Haji and Cuypers 2008:27). 
190 It is not fully clear what is meant by “the crux” and whether this expresses a logical relationship. At the very least, 
we seem to be getting a sufficient condition for a scheme’s inauthenticity (I am reading “not the agent’s own” as 
“inauthentic”).  
191 Their statement of Authenticity-1 does not make reference to a “substantial degree,” nor does their explanation 
of the crucial notions involved (i.e., authenticity destructive and authenticity subversive). Because of this, I am 
hesitant to identify Authenticity-1 as a necessary and sufficient condition. 
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In addition, Haji and Cuypers provide necessary conditions on a causal route’s being baseline. In 

order to be a baseline route, the action-producing element must not be acquired by means that are 

authenticity destructive or authenticity subversive.192 This gives us an idea of how we can find out 

whether a mode of acquisition is baseline if we know something about its authenticity, but the 

connection between Baseline-1 and the authenticity condition is left unclear. Specifically, it is not 

clear whether baseline routes are supposed to illuminate the authenticity condition to a further 

degree, or whether it is supposed to give us further conditions on the fulfillment of the authenticity 

condition. I will attempt to go into further detail with the role of baseline routes in subsection 2.8. 

2.1.5 Authenticity and Baseline Routes for Developed Agents 

The evaluative schemes of agents change over time, and the problem of mid-life 

manipulation does not involve manipulation occurring prior to the agent’s having her initial 

evaluative scheme, but rather involves changes to an extant evaluative scheme. In order to account 

for the problematic nature of these cases, Haji and Cuypers offer a view of when such changes are 

acceptable and when they are not. This is done by offering a view of authenticity for evolved 

schemes, their constituents, and the modes of acquisition for these constituents.  

As a general rule for acceptable changes to an evaluative scheme, Haji and Cuypers posit 

that “the modifications must be made under one’s own deliberative control” (Haji and Cuypers 

2008: 29). When it comes to constituents of evolved schemes, one can acquire constituents that 

preclude one from having responsibility-grounding control, yet do so in a way that preserves the 

authenticity of these constituents. For example, if a smoker desires to quit and instills in himself 

                                                           
192 This is how they state it, although it is curious that they include “authenticity destructive” here given that it applies 
to constituents of an evaluative scheme, not their modes of acquisition. 
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an irresistible desire to avoid cigarettes, this can be due to acceptable changes. Although acquiring 

an irresistible desire that is part of one’s initial evaluative scheme may result in an inauthentic 

desire, one can have an authentic irresistible desire in an evolved scheme.  

Referencing Mele (1995), Haji and Cuypers suggest that most normal and healthy human 

agents have the following capacities:  

the capacity to modify the strengths of their desires in the service of their normative 
judgments, of aligning their emotions with relevant judgments, of mastering 
motivation that threatens to produce or sustain (biased) beliefs that would violate 
their principles for belief acquisition and belief retention, of rationally assessing 
their values and principles, of identifying with their values and principles on the 
basis of informed critical reflection, and of modifying their values and principles 
should they judge that this is called for (Haji and Cuypers 2008: 30).  

On their view, having an evaluative scheme is necessary for having these capacities. Acquiring a 

constituent of an evaluative scheme in a way that bypasses all of these capacities is sufficient for 

that acquisition’s being unacceptable. That is, this way of acquiring, say, a pro-attitude, would be 

sufficient for making the pro-attitude inauthentic. A quick qualification must be made, which is 

that these capacities should be had “in virtue of elements constitutive of [the agent’s] authentic 

scheme” (Haji and Cuypers 2008: 29). This suggests the following condition: 

ESAN: A constituent of an evolved evaluative scheme that has been acquired after 
a time at which the agent had her initial evaluative scheme is authentic only if its 
mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

Suppose that a pro-attitude, P, was acquired by S after S had her first evaluative scheme and P was 

acquired in a way that bypassed some, but not all, of S’s capacities for deliberative control. It is 

consistent with ESAN that P is an authentic pro-attitude. ESAN only tells us something about pro-

attitudes acquired in a way that bypasses all of an agent’s capacities for deliberative control.  
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Further, notice that ESAN only tells us something about constituents of an evolved scheme 

that were acquired after the agent had an initial evaluative scheme. A constituent of an evolved 

scheme may be authentic even if its mode of acquisition bypassed all of the agent’s capacities for 

deliberative control. This is possible if the constituent is a holdover from the agent’s initial scheme 

and was authentic in that scheme.193 One might think that if an agent acquires a constituent of an 

evaluative scheme (more specifically, something that will become one) before she has her initial 

scheme, then the mode of acquiring this constituent did not bypass her capacities for deliberative 

control, given that she didn’t have any such capacities. This, I think, would be a mistake. It is 

doubtful that we attain all of these capacities at the same time, and a normative agent (or soon-to-

be-normative-agent) may acquire some of the capacities before she acquires all of the capacities 

that Haji and Cuypers ask for.194 Furthermore, an agent (or soon-to-be-normative-agent) may 

acquire some of these capacities before she has an evaluative scheme.195 If this is possible, then it 

should be possible to acquire something that will be a constituent of an initial evaluative scheme 

in a way that bypasses the extant capacities for deliberative control had by the agent at that time. 

Given ISA, such a constituent would be authentic if it is not authenticity destructive and its mode 

of acquisition is not authenticity subversive. I qualify ESAN to constituents acquired after the 

                                                           
193 Haji and Cuypers want this conclusion, and it seems plausible. Quite a few of the constituents of initial evaluative 
schemes were acquired by us at times in which we didn’t have very sophisticated capacities for deliberative control, 
or at times when we only had some of these capacities, or, possibly, at times when we didn’t have any at all. 
194 It may also be possible that these capacities come in degrees, and that for one to have the capacities for 
deliberative control that Haji and Cuypers require, one needs to have these capacities to a certain degree. In that 
case, this same issue comes up with degrees of capacities rather than having or not having the capacities themselves.   
195 Although Haji and Cuypers want these capacities to be had in virtue of elements constitutive of an agent’s 
authentic evaluative scheme, it seems possible that an agent can have some of these in virtue of mental elements 
that, were they complemented with other requirements of an evaluative scheme (which were authentic), would be 
constitutive of an authentic evaluative scheme. 
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agent has her initial evaluative scheme in order to avoid a possible contradiction between ISA and 

ESAN involving a case like this. 

 Perhaps we can get more than just a necessary condition for the authenticity of constituents 

of an evolved scheme, but it may require a bit of reading into what they say. Haji and Cuypers tell 

us that “[w]ith respect to changes in pro-attitudes such as desires, instilled ones or newly acquired 

ones are acceptable as long as the actions, if any, to which they give rise are ones over which the 

agent has responsibility-grounding control and the changes are initiated by the agent’s exercising 

(or engaging) her initial scheme” (Haji and Cuypers 2007: 357). This seems to provide us with a 

sufficient condition for a mode of acquisition’s being acceptable.196 

I take it that this condition could also be read with the modification that these things would 

be acceptable if the agent exercises her previous scheme, as opposed to just the initial evaluative 

scheme. Further, it’s plausible that what is really meant here is her previous authentic scheme. The 

reason for this is that if a change is acceptable as long as the evaluative scheme is engaged 

(regardless of whether it is authentic or not), then, since “the desires of an evolved scheme are 

authentic provided that they causally result from modifications to the individual’s initial scheme 

that are acceptable” (Haji and Cuypers 2007: 351), one could easily produce authentic constituents 

from modifications to inauthentic schemes, simply by engaging the inauthentic schemes. This 

could be quite problematic for responding to mid-life manipulation cases. There is also textual 

support for this revision. When explaining how this view applies to psychopaths, Haji states that 

“[m]y steering thought here, roughly, is that if one’s capacities of deliberative control are 

                                                           
196 Though this isn’t straightforward. Although this begins as a statement about changes, the use of “acceptable” 
here seems to apply to constituents rather than modes of acquisition, given that it is applied to “instilled ones” or 
“newly acquired ones,” where the “ones” seems to refer to pro-attitudes rather than their modes of acquisition. 
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themselves tainted, then even if pro-attitudes, values, and so forth have been acquired on the basis 

of exercising these tainted capacities, these antecedents of action fail to qualify as authentic or 

fully so” (Haji 2010: 277). If my revisions are appropriate, then we can say that a mode of 

acquisition is acceptable as long as the actions that issue from these constituents are ones over 

which the agent has responsibility-grounding control and the changes are initiated by the agent’s 

engaging her previous authentic scheme. 

With regards to the part about the agent having responsibility-grounding control, Haji and 

Cuypers go on to claim that they allow for tracing cases where an agent does not have 

responsibility-grounding control over the action but this is due to other acceptable changes that 

she has made (such as, instilling in oneself the irresistible desire not to smoke). For this reason, I 

suggest reading them as having the view that an agent’s exercising (or engaging) her previous 

authentic scheme in the acquisition of a constituent is sufficient for that mode of acquisition (and 

thereby the constituent acquired) to be authentic.197 This suggests: 

ESA: A constituent of an evolved evaluative scheme that has been acquired after a 
time at which the agent had her initial evaluative scheme is authentic if and only if 
its mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

 After discussing authenticity for evolved schemes, their constituents, and their modes of 

acquisition, we are given Authenticity-2, which expands on Authenticity-1:  

                                                           
197 A small problem here is that, although the engagement of the authentic evaluative scheme along with the 
responsibility-grounding control are sufficient for the change’s being acceptable, this does not guarantee that the 
engagement alone will suffice. Perhaps I am reading too much into them by suggesting that the engagement alone 
is sufficient, but, I can offer two inconclusive reasons for thinking that this is the way that they should be interpreted: 
1) It seems to be in the spirit of their view that authenticity at the later stages becomes somewhat independent of 
the other conditions on moral responsibility, and 2) It is quite plausible that the inclusion of the responsibility-
grounding control consideration is there to cover constituents that were acquired with the agent’s initial scheme; 
these sorts of constituents are excluded by the qualification in the left side of the ESA bi-conditional that the 
constituents under consideration were acquired at a time after the agent has her initial scheme.  
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Authenticity-2: If an agent S’s evaluative scheme at a time, t, is either S’s initial 
responsibility-wise authentic scheme at that time, or is an evolved responsibility-
wise authentic scheme of S’s at that time – it is a scheme resulting from acceptable 
modifications to a scheme possessed by S prior to t that is responsibility-wise 
authentic – then S’s evaluative scheme is responsibility-wise authentic. (Haji and 
Cuypers 2008: 30). 

Authenticity-2 suggests necessary and sufficient conditions for an evolved scheme’s being 

authentic:  

ES: An evolved evaluative scheme is authentic at time t if and only if it is a scheme 
resulting from acceptable modifications to a scheme possessed by S prior to t that 
is responsibility-wise authentic. 

It is not clear that we can give an analogue of ES for initial schemes, given that the necessary 

condition for the authenticity of such schemes considered above is not clearly identical to the 

sufficient condition for the authenticity of such schemes.  

Haji and Cuypers also offer an analogue of Baseline-1 for times after which an agent has 

acquired her initial scheme: 

Baseline-2: A causal route to the acquisition of a pro-attitude, or more generally, 
salient action-producing elements, is baseline (normal) at t if these elements are 
acquired as a result of the agent’s engaging or exercising the pertinent constituents 
of the agent’s authentic evaluative scheme at t. If, for instance, a pro-attitude is not 
acquired via a baseline route, the route to its acquisition is deviant. (Haji and 
Cuypers 2008: 31). 

Notice that Baseline-2 does not state that it is sufficient to have the agent engage with some of the 

constituents of her evaluative scheme when acquiring this action-producing element. What is 

required is that the agent engages with the pertinent constituents of the evaluative scheme. Haji 

and Cuypers do not provide helpful comments about how we should read “pertinent,” though a 

vague, and probably unhelpful, guess is that the constituents that are relevant to a new pro-attitude 

are those whose content is relevant to the content of the new pro-attitude. 
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Haji and Cuypers also seem to offer a necessary condition when they say that “Baseline-2 

underscores the requirement that there must be an appropriate causal connection between actional 

elements that are acquired at a time and the agent’s authentic evaluative scheme at that time for 

the causal route to the acquisition of these elements to be normal or baseline” (Haji and Cuypers 

2008: 31).198 This statement is somewhat problematic since it is not clear that it is restricted to 

actional elements acquired after the agent has her initial scheme.199 I suggest that we read the 

statement as restricted in this manner. For support, suppose that they are talking about any possible 

actional element. If this is the case, then in order for a causal route to the acquisition of such an 

actional element to be baseline, the agent must already have an evaluative scheme. This would 

imply that none of the routes to acquisition of actional elements included in an initial scheme are 

baseline, since they were all acquired before the agent had an evaluative scheme. This seems to be 

contrary to the spirit of their view of authenticity and baseline for constituents of initial evaluative 

schemes (or modes of acquisition of such constituents). It would also seem to contradict Baseline-

1, since that offered a sufficient condition for a route’s being baseline, a condition which can be 

fulfilled without the agent’s already having an evaluative scheme. 

Reading this necessary condition as restricted to elements acquired after the agent had an 

initial scheme, it suggests a necessary condition for a causal route’s being baseline when it involves 

the acquisition of an actional element after the agent has her initial evaluative scheme: 

                                                           
198 Like their statement purporting to explain Authenticity-1 above, it is not clear what is going on here, since they 
are talking about a requirement but Baseline-2 just offers a sufficient condition. 
199 One might think that this is implied, since they use “agent” instead of “person” or “subject”, which might imply 
that what they are talking about is the acquisition of an actional element by something that already has an evaluative 
scheme (since this is a necessary condition for fulfilling the agency requirement). This is plausible, but since it is not 
entirely clear to me that the implication holds, I offer further support for reading the statement as restricted in such 
a way. 
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EBN: A causal route to the acquisition of an actional element that is acquired after 
the agent has her first scheme is baseline only if there is an appropriate causal 
connection between the actional element and the agent’s authentic evaluative 
scheme at that time. 

This is somewhat vague, since “appropriate causal connection” is left open, but this may be for a 

good reason. One suggestion is that, although perhaps not equivalent, EBN might, for agents like 

us, imply: 

EBN2: A causal route to the acquisition of an actional element that is acquired after 
the agent has her first scheme is baseline only if this mode of acquisition did not 
bypass all of the agent’s capacities for deliberative control. 

I think that for agents like us, in a world where the normal route to acquisition of constituents of 

an evaluative scheme after the agent has her initial scheme is like it is in our world, EBN will be 

true. In other worlds, where the normal mode of acquisition of constituents of evaluative schemes 

is somewhat different, EBN2 may turn out to be false, although EBN may be true. For this reason, 

EBN2 should not be read as a necessary claim. EBN, on the other hand, is quite plausibly taken to 

be a necessary truth on their view. The difference is that EBN merely requires an “appropriate” 

causal connection, but what is appropriate will turn out to be relative to what is normal in the world 

under consideration. We will return to this in 2.7. 

 Finally, before leaving this section, I think it will be helpful for later discussion to point 

out two related differences between the notion of authenticity for constituents of initial evaluative 

schemes and those of evolved evaluative schemes. When it came to problematic modes of 

acquisition of constituents of initial evaluative scheme, we saw that this was defined in terms of 

the constituents subverting responsibility for later behavior. This brings out two things about this 

notion of authenticity: 1) the authenticity conditions we are given for modes of acquisition when 

it comes to initial evaluative schemes is defined, at least partly, in terms of the constituents of these 
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schemes; and 2) this notion of authenticity is forward-looking in the sense described above. 

Authenticity for evolved schemes and their constituents differs in both of these respects. The 

authenticity of the constituents of an evolved evaluative scheme that were acquired after the agent 

had her first evaluative scheme is defined in terms of modes of acquisition, instead of the other 

way around. Further, since the authenticity of these constituents is defined in terms of their modes 

of acquisition, it is backward-looking, for what matters is not whether these constituents will 

preclude the agent’s fulfilment of non-authenticity conditions, but rather what their causal history 

is. 

2.1.6 The Authenticity Condition, Schemes, and their Constituents  

So far, we have considered evaluative schemes and the authenticity of the schemes, their 

constituents, and ways of instilling these constituents. In connection with the authenticity condition 

on moral responsibility, we are told that “[c]omponents of one’s evaluative scheme must be truly 

one’s own (or, in our terminology, “authentic”) if one is to be morally responsible for behavior 

that issues from them” (Haji and Cuypers 2008: 61). Further, recall that when Haji and Cuypers 

introduce the authenticity requirement, they state that “an individual is responsible for her behavior 

only if the behavior causally issues from motivational springs that are authentic” (Haji and Cuypers 

2008: 3). The authenticity requirement merely asks for the action to flow from authentic springs 

of action. These quotes naturally suggest an understanding of the authenticity condition that is 

stated in terms of the authenticity of constituents of evaluative schemes:  
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ACC: An agent fulfills the authenticity requirement on moral responsibility for an 
action if and only if this action causally issues from authentic constituents of an 
evaluative scheme.200 

This condition will be useful in handling various cases of mid-life manipulation.  

There is, as we have seen, a tight connection between the authenticity of constituents of 

evaluative schemes and the authenticity of the schemes themselves. As we will see later (section 

4), there are cases where the authenticity of a scheme and its constituents come apart, such that 

one is authentic but the other is not. For now, let us consider an alternative interpretation of the 

authenticity condition, one on which we understand it in terms of constituents of an authentic 

evaluative scheme rather than authentic constituents themselves. In handling some cases, Haji and 

Cuypers tell us that, if an action issues from constituents of an authentic evaluative scheme, then 

the agent fulfills the authenticity condition with regards to that action: 

ASES: An agent fulfills the authenticity requirement on moral responsibility for an 
action if this action issues from constituents of an authentic evaluative scheme. 

In their response to McKenna’s discussion of instant agents, they state that: “Suzie Instant is no 

different than Suzie Normal. We may grant this premise because we assume that when each of 

                                                           
200 One might worry that the quotations provided only offer support for a version of ACC that states a conditional, 
rather than a bi-conditional, since, on one reading of these statements, it is possible that, although authenticity of 
springs of action is necessary for fulfilling the condition, it is not sufficient. As I read them, they are stating the 
entirety of the authenticity condition, so, although they only offer support for a single conditional relating moral 
responsibility and authenticity of constituents, they do allow for a bi-conditional relating authentic springs of action 
and fulfillment of the authenticity condition. There is a further quotation from Haji that may help here: “The account 
of moral responsibility that I favor has at its core the analysis that one is morally responsible for performing an action 
if and only if one performs it in the (non-culpable) belief that one is doing something morally obligatory, right, or 
wrong, one has appropriate responsibility-grounding control in performing it, and it causally issues from authentic 
actional springs” (Haji 2010: 265). Although the agency condition is excluded here, Haji does bring it back up a couple 
of pages later. The right side of this bi-conditional has three conjuncts (and perhaps should have a fourth for the 
agency condition), and each of these conjuncts is a description of one of the necessary conditions on moral 
responsibility. Given that the conjunction is sufficient for moral responsibility, and that the description of the 
authenticity condition here is like the ones quoted above, I take it that this description gives the entirety of the 
authenticity condition, such that meeting that description is both necessary and sufficient for the fulfillment of the 
authenticity condition, thereby justifying the bi-conditional nature of ACC. 
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these agents A-s, her A-ing issues from an evaluative scheme that is authentic” (Haji and Cuypers 

2008: 50). Here we are assuming that Suzie Normal is morally responsible for the action under 

consideration. They agree that Suzie Instant is as well, and their explanation is that the Suzies’ A-

ings issue from authentic evaluative schemes (and they fulfill the non-authenticity conditions on 

responsibility). From this, it seems as though they are thinking that acting from constituents of an 

authentic evaluative scheme is sufficient for fulfilling the authenticity requirement on 

responsibility. 

A second relationship between authenticity of evaluative schemes and the authenticity 

condition seems to be that having an authentic evaluative scheme is also necessary for fulfilling 

the authenticity condition: 

ANES: An agent fulfills the authenticity requirement on moral responsibility for an 
action only if this action issues from constituents of an authentic evaluative scheme. 

Haji and Cuypers discuss Frankfurt’s participation principle, which roughly states that in order to 

be responsible for an action, an agent must be properly implicated (or “invested” or “engaged”) in 

the action.201 Although they ultimately reject Frankfurt’s interpretation of what it takes for an agent 

to be properly implicated in an action, they do think that it captures a valuable insight: 

an agent is suitably “in touch” with an action of hers – is properly “invested” in 
that action – only if the action causally stems from elements of an evaluative scheme 
of hers that is authentic. (Haji and Cuypers 2008: 50). 

This seems more like an interpretation of what it takes for an agent to be properly implicated in an 

action rather than something that the principle itself captures, but nonetheless, this does give us a 

necessary condition on moral responsibility: the action must issue from elements of an authentic 

                                                           
201 For this discussion, see Haji and Cuypers 2007: 344-7 and 2008: 42-47. 
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evaluative scheme.202 They further seem to claim that what explains Beth’s non-responsibility is 

that “the evaluative scheme definitive of normative agency with which Beth finds herself after 

global manipulation (or a substantial part of it) is not authentic” (Haji and Cuypers 2008: 50). 

These suggest ANES. 

If we combine ANES with ASES, we can give a version of the authenticity condition that 

focuses on the authenticity of evaluative schemes:  

ACS:  An agent fulfills the authenticity requirement on moral responsibility for an 
action if and only if this action issues from constituents of an authentic evaluative 
scheme.203 

Although ACC and ACS are related, they do come apart, as I will argue in section 4. For now, I 

will remain agnostic about what the correct reading of the authenticity condition on moral 

responsibility is on Haji and Cuypers’s view or whether we should simply accept both ACC and 

ACS. 

 There are some further roles that the notion of authenticity of evaluative schemes plays in 

their theory, related to baseline routes and authenticity of constituents acquired after the agent has 

her initial evaluative scheme. When it came to providing conditions for baseline causal routes to 

the acquisition of constituents of evaluative schemes, Haji and Cuypers seemed to provide the 

following two conditions: 

                                                           
202 Further support can be found in the ensuing discussion, where they state that “we understand agent investment 
as essentially associated with behavior causally deriving from authentic evaluative schemes” (Haji and Cuypers 2008: 
50). 
203 We get further support for this interpretation from Haji 1998: 174-5. Here we get two principles in the form of 
bi-conditionals offering analyses of blameworthiness and praiseworthiness for an action at a time. Both analysans 
mention the conditions Haji and Cuypers offer for moral responsibility, including the authenticity condition. When 
stating the authenticity condition in the analysans, we get “[the agent’s] evaluative scheme at [time] t is authentic.” 
Given that on the view jointly offered by Haji and Cuypers, an agent can have multiple schemes at a time (including 
some that are authentic and others that are not), the current formulation of ACS is better. 
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Baseline-2: A causal route to the acquisition of a pro-attitude, or more generally, 
salient action-producing elements, is baseline (normal) at t if these elements are 
acquired as a result of the agent’s engaging or exercising the pertinent constituents 
of the agent’s authentic evaluative scheme at t. If, for instance, a pro-attitude is not 
acquired via a baseline route, the route to its acquisition is deviant. (Haji and 
Cuypers 2008: 31). 

EBN: A causal route to the acquisition of an actional element that is acquired after 
the agent has her first scheme is baseline only if there is an appropriate causal 
connection between the actional element and the agent’s authentic evaluative 
scheme at that time. 

These two statements provide a role for the authenticity of evaluative schemes to play. In order to 

know whether a causal route is baseline, we need to know whether it engaged with the pertinent 

constituents of an authentic evaluative scheme, so we need to know whether the agent’s scheme is 

authentic.  

Furthermore, the authenticity of evaluative schemes plays a role when it comes to 

determining the authenticity of constituents acquired after the agent has her initial evaluative 

scheme. We were given ESA, stating a bi-conditional regarding the authenticity of such 

constituents: 

ESA: A constituent of an evolved evaluative scheme that has been acquired after a 
time at which the agent had her initial evaluative scheme is authentic if and only if 
its mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

The role played by the notion of authenticity of evaluative schemes here is apparent, and very 

similar to the role played in determining whether a route to the acquisition of a constituent is 

baseline: we need to know whether the agent has an authentic evaluative scheme in order to 

determine whether the new constituents are authentic. 

Finally, there is a non-trivial yet underdeveloped part of the theory that I will not be 

working with. In chapter 5, I consider the possibility that manipulation can come in degrees, and 
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that less extreme forms of manipulation than those normally considered in the manipulation 

argument may mitigate, though not undermine responsibility. In his own work, Haji has mentioned 

the possibility of authenticity coming in degrees, although very briefly. At one point, it seems that 

the degree of authenticity of a scheme is a matter of how many of the scheme’s constituents were 

authentically acquired: 

…it appears that appraisability-relative authenticity is a matter of degree. It seems 
possible that many components of a young person’s developing evaluative scheme 
may have been “authentically acquired” consistent with the full set’s not having 
been so acquired. . . The result will be the acquisition of a scheme that is less than 
ideally authentic but not, I would think, unauthentic (Haji 1998: 132).204 

When Haji makes this claim, he is only considering initial schemes. In a different paper, we get 

the phrase: “…initial evaluative schemes that are (at least partially) authentic” (Haji 2010: 275).  

This seems consistent with the discussion above of authenticity for initial schemes. Recall that 

there was a difficulty in combining a necessary and a sufficient condition on an initial scheme’s 

authenticity because the necessary condition involved a claim about undermining responsibility 

substantially. This statement may help to explain the thought behind that claim.  

Statements made elsewhere suggest that degree of authenticity for evolved schemes is 

instead a matter of the degrees to which an agent has the required capacities: 

The deficiencies in the cluster of capacities [for deliberative control] that we have 
just listed may range from fairly benign to serious, and this will affect the degree 
of authenticity of evolved schemes. How far gone authenticity of either initial or 
evolved schemes must be prior to subverting responsibility altogether is something 
I shall not take up here. (Haji 2010: 278). 

                                                           
204 An interesting upshot of this is that, if we take this as part of their view, then we have a fairly straightforward 
statement of the claim that an agent can have an authentic scheme which includes inauthentic elements.  
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This statement seems to be problematic Given that these are the only instances where authenticity 

as a matter of degree is mentioned, we do not have much with which to work when evaluating the 

theory.  

 One point to keep in mind with these claims is that they are about degrees of authenticity 

of schemes, not constituents. The authenticity of constituents seems to be a fairly straightforward 

matter, on their view, and not something that admits of degrees. As I show later, it may be possible 

for the authenticity of a scheme and its constituents to diverge. Specifically, it may be possible to 

have an inauthentic scheme composed of only authentic constituents. This possibility does not 

arise from the possibility of degrees of authenticity. In chapter 5, when I consider less extreme 

forms of manipulation, they will pose a problem for the part of their view focusing on the 

authenticity of constituents. Further, since I will still be focusing on manipulation of the mid-life 

variety, considerations about the degrees of authenticity of initial schemes will be of no help there. 

 As we have seen, Haji and Cuypers present much of their view in terms of necessary and 

sufficient conditions,205 and they handle standard cases of extreme manipulation by appealing to 

these conditions. In order to avoid difficulties here, I suggest that we understand the conditions 

provided so far as using “authenticity” as “authentic to the degree required in order for the agent 

to meet the authenticity condition,” and “inauthentic” as “not meeting the threshold of authenticity 

required for meeting the authenticity requirement on responsibility (including schemes that have 

some degree of authenticity below this threshold).”  

 

                                                           
205 Several of these conditions are also mentioned in the paper that includes these references to authenticity as a 
matter of degree, including Authenticity-1 (271) and Authenticity-2 (273). 
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2.1.7 Baselines and Authenticity 

So far, we have been focusing on the notion of authenticity and the role that it plays in Haji 

and Cuypers’s theory in relation to the authenticity requirement on moral responsibility. In this 

section, I attempt to flesh out their notion of baseline causal routes and what role it has to play in 

their theory. Recall that Haji and Cuypers wanted to repaint the problem of manipulated agents by 

explaining these cases in terms of an agent’s acting out of psychological elements that “are 

acquired via causal routes that are deviant relative to causal routes deemed normal or, as we 

abridge, relative to causal routes that are baseline” (Haji and Cuypers 2008: 15). Haji and Cuypers 

put a premium on normal routes to acquisition of constituents of evaluative schemes, and they 

seem to think that what is objectionable about various manipulation cases is that the actions under 

consideration result from elements of an agent’s scheme that are not acquired in a normal way. 

Often, people speak of factors such as coercion, indoctrination and hypnosis as possibly 

undermining responsibility for an action if the action was caused in the right way by such factors. 

Haji and Cuypers state that “[o]ur account, which invokes baselines, identifies a common feature 

underlying these heterogeneous factors: causal routes to acquiring actional springs incorporating 

such factors are not baseline” (Haji and Cuypers 2004: 441).206 

A note about the “normalcy” in question is in order. One way of understanding “normal 

causal route” is such that is not relative to the world under consideration; whether a causal route 

is picked out by this phrase is purely determined by what is normal in this world. On this reading, 

if a causal route r is deviant in our world, that is, it is not baseline or normal in our world, it will 

                                                           
206 Also, they state that “[w]hen manipulation subverts responsibility, it is because causal routes that are deviant 
relative to baselines have been effectively exploited” (Haji and Cuypers 2008: 41). 
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count as not baseline in all worlds, even in worlds where most agents acquire constituents of their 

evaluative schemes through causal routes of the same type as r. I will call this interpretation “fixed-

normalcy.” 

On a different reading of “normal causal route,” this is to be read in a way such that 

“normal” is relative to the world under consideration. On this reading, even if r is not normal and 

not baseline in our world, it may still be baseline in another world where r is of a type of causal 

route that is normal for agents in that world. I will call this interpretation of normalcy “relative-

normalcy.” Haji and Cuypers make statements that could be interpreted as saying that this is how 

they should be read throughout, although it is still not entirely clear.  

I will focus on Haji and Cuypers’s discussion of Alph in a Blade Runner world. In this 

world, reproduction requires that bodies and brains are fabricated. Once these things are prepared, 

almost complete initial evaluative schemes must be instilled in order for the organisms to survive. 

They consider the objection that Alph, a being that was formed in this way in the Blade Runner 

world, might not be responsible for actions that issue from constituents of his initial evaluative 

scheme since others have implanted most of his initial scheme. Haji and Cuypers respond by 

stating that  

[t]he baseline assumed cannot plausibly be the same as the one proposed for 
ordinary human beings . . . ordinary human beings enjoy a degree of latitude in the 
acquisition of initial schemes far greater than the degree our hypothetical 
humanoids enjoy in the acquisition of their initial schemes. Given the type of 
species, members of that species must be allowed as much leeway as possible, 
consistent with their biological natures, in the acquisition of initial schemes if 
instilling salient action-producing elements is not to undermine responsibility. If 
Alph enjoys the requisite latitude in acquiring his initial scheme, then nothing 
stands in the way of Alph’s being an apt candidate of responsibility ascriptions. 
(Haji and Cuypers 2008: 34-5).  
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In this quotation, we are invited to understand normalcy in the relative-normalcy sense. What is 

baseline is relative, at least, to the type of species under consideration. One thing to take from this 

is that it seems as though, for creatures like Alph, this way of acquiring his initial scheme207 is 

sufficient for fulfilling the authenticity condition.208 There is no mention of whether the 

constituents will subvert responsibility for later behavior in virtue of precluding the fulfillment of 

non-authenticity conditions (which do not seem to be relative for Haji and Cuypers), so one way 

of reading this is that the authenticity conditions for constituents of initial evaluative schemes 

offered earlier might not apply to creatures like Alph. At best, it is not clear whether they do. 

Further, notice that what they ask, in relation to baseline for Alph, is that “members of that species 

must be allowed as much leeway as possible, consistent with their biological natures, in the 

acquisition of initial schemes.” This certainly suggests some relativity of what counts as baseline 

in relation to the standard capacities of the species. What is left unclear is whether any leeway is 

required at all. If no leeway is required, then what counts as baseline would seem to be completely 

relative to the species. If some leeway is required, then we would seem to get some non-relative 

aspect of what counts as baseline. 

 Haji and Cuypers certainly seem to want what counts as baseline to be relative to things 

like the capacities of a species, but we are not left with much more than this. One small point to 

take away from this section is that, if the normalcy here is to be taken as relative, then perhaps the 

theses of their view that are stated in terms of “acceptable modifications” are necessary, while 

                                                           
207 They introduce the case as one where most of the initial scheme is instilled, although they then begin to talk 
about his whole initial scheme, as can be seen in the quotation and in the ensuing discussion not quoted. I simply 
change to (complete) initial scheme, but perhaps this should be read as “almost complete initial scheme.” 
208 Perhaps the following will add support: without adding anything to the details of how Alph acquires the 
constituents of his soon-to-be initial evaluative scheme, they say that “[i]f the normal course of development of 
Alph-like creatures is a course of development as the one specified, then Alph’s “manipulation” – the instilment of 
his initial scheme – is not responsibility subversive” (Haji and Cuypers 2008: 35).  
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similar theses that cash out “acceptable modifications” in terms of things that are normal to agents 

like us might not be necessary. If this is right, then perhaps what I have been calling necessary or 

sufficient conditions for things like authenticity of initial evaluative schemes or their constituents 

may not be necessary. I take it that these sorts of theses can be made necessary, on Haji and 

Cuypers’s view, if we read them as qualified to agents in contexts similar to ours when it comes 

to what are the normal way of acquiring constituents of evaluative schemes. 

2.1.8 Dealing with Manipulation Cases 

Now that we have their view in place, we can see how it is meant to handle cases of mid-

life manipulation. Assuming that an agent fulfills all non-authenticity requirements on moral 

responsibility, in order to know whether this agent is responsible for some action, we need to know 

whether the action flowed from authentic constituents of a scheme or from an authentic scheme 

itself. In order for the agent to have acted from such authentic constituents (or scheme) the 

constituents (or scheme) need to lack a certain sort of history; but Haji and Cuypers do not require 

that the constituents have had a history at all. Since authenticity for initial schemes and their 

constituents is purely forward-looking, an agent can have an authentic initial scheme (and 

constituents) without having had a history. This makes Haji and Cuypers’s view like Mele’s in that 

it is a negative historical view, and different from Fischer and Ravizza’s view, which places a 

positive historical condition on moral responsibility. Because of this, if such agents can exist, then 

on this view, they can be responsible for their actions.  

It would be best to begin by considering their discussion of the case of Jimma, since this 

gets into the intricacies of scheme individuation. Jimma is an adult agent who has clusters of beliefs 

and desires implanted into her without her knowing about this. For simplicity’s sake, we can 
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stipulate that the way in which these elements were instilled in her bypassed all of the relevant 

capacities, thereby failing to fulfill the condition given in ESA and making them inauthentic. These 

implanted elements lead her to perform action A, and she fulfills the epistemic and control 

conditions on responsibility when performing A.209 According to Haji and Cuypers, intuitively, 

Jimma is not morally responsible for A-ing, and “[t]his is because [A] causally issues from elements 

that are not part of Jimma’s authentic evaluative scheme” (Haji and Cuypers 2008: 31). Haji and 

Cuypers name Jimma’s initial or evolved authentic scheme “E-Scheme.” Given that the implanted 

elements are not authentic constituents of her overall evaluative scheme at the time, E-scheme is 

not Jimma’s overall evaluative scheme; we can call her overall scheme “O-scheme.” The 

constituents that make up E-scheme are a proper subset of the constituents that make up O-scheme.   

Now it may be useful to bring back some of the conditions regarding authenticity: 

ESA: A constituent of an evolved evaluative scheme that has been acquired after a 
time at which the agent had her initial evaluative scheme is authentic if and only if 
its mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

ES: An evolved evaluative scheme is authentic at time t if and only if it is a scheme 
resulting from acceptable modifications to a scheme possessed by S prior to t that 
is responsibility-wise authentic. 

The constituents that lead to Jimma’s action fail to meet ESA and are not authentic. These are a 

part of O-scheme, and this scheme fails to meet ES. E-scheme, on the other hand, does not include 

these surreptitiously implanted elements, and it is authentic by stipulation. This means that E-

scheme meets ES and its constituents fulfill ESA.  

                                                           
209 When they present this case, they talk about Jimma’s performing action B and in the next paragraph switch to A. 
From what I can tell, what they say about one can be said about the other, so I simply use A to avoid confusion. 
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 Now we can look back at the two interpretations of their authenticity condition on moral 

responsibility: 

ACC: An agent fulfills the authenticity requirement on moral responsibility for an 
action if and only if this action causally issues from authentic constituents of an 
evaluative scheme. 

ACS:  An agent fulfills the authenticity requirement on moral responsibility for an 
action if and only if this action issues from constituents of an authentic evaluative 
scheme. 

When Jimma acts on the basis of these implanted pro-attitudes, she is not acting from E-scheme, 

but rather from inauthentic elements of O-scheme.210 Consequently, when she performs this action, 

she fails to meet ACC and ACS.  

 If, on the other hand, we consider an extension of the case where Jimma goes on to perform 

some action on the basis of constituents that are included in E-scheme and none that are not 

included in E-scheme, then she can still be responsible for this action. This is because the 

constituents that lead to this action meet ESA, and they are part of a scheme that meets ES. Because 

of this, she meets ACC and ACS when performing this action.211  

Their view can also handle cases like that of Sally,212 and Psychohacker Jenny.213 

Supposing that these agents had authentic evaluative schemes prior to their manipulation, they fail 

to fulfill the authenticity condition on moral responsibility in virtue of, at least, failing to fulfill 

                                                           
210 Depending on how we individuate schemes, there may be other schemes present that are neither E-scheme nor 
O-scheme. If there is such a scheme, then it is possible that Jimma also acts out of this scheme in performing A. The 
important thing here is that the constituents from which A issues are the result of unacceptable modifications to a 
previous scheme, so whatever this third scheme is, if Jimma acts from it (implying that the inauthentic constituents 
are a part of this scheme), then it is inauthentic as well. Considering the case in terms of this third scheme (or 
however many others there might be), still seems to leave us with the same verdict, that Jimma doesn’t meet the 
right-hand side of ACS when performing A. 
211 Notice that ACS talks about an action’s issuing from constituents of an authentic scheme. This reflects the 
language that appears in the quotations used to support them as an adequate reading of their view. 
212 The case that I begin the dissertation with. 
213 The case that Haji presented as a counterexample to Fischer and Ravizza’s view. 
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ACC and ACS. If the relevant actions of these agents do not issue from authentic constituents of 

an evaluative scheme, or from an authentic evaluative scheme, then they do not fulfill the 

authenticity requirement on moral responsibility and are thereby not morally responsible for said 

actions.  

3.1 Objections to Forward-Looking Authenticity 

When it came to authenticity of initial evaluative schemes and their constituents, Haji and 

Cuypers posited a forward-looking notion, where the authenticity of, say, a constituent is 

contingent on whether the agent fulfills non-authenticity conditions on moral responsibility when 

acting from these constituents later on. In this section, I consider and respond to objections to this 

part of Haji and Cuypers’s view. As I read them, authenticity for constituents acquired after the 

agent has her initial scheme, although relational, is not forward-looking. What is relevant here is 

how the constituents were acquired, not whether they will subvert responsibility for later behavior. 

Because of this, the objections considered in this section are mostly focused on their account of 

authenticity for initial evaluative schemes and their constituents, not for evolved evaluative 

schemes or their constituents.  

3.1.1 Same Schemes, Different Judgments of Authenticity 

One objection comes from Matt Flummer, who invites us to consider the case of Hans and Ivan: 

Consider a possible world in which the Nazis had successfully wiped out all of the 
Jewish people in continental Europe. Suppose that Ivan and Hans were born in 
Germany and had identical upbringings. Suppose further that both of their 
respective initial evaluative schemes include all authenticity-demanding pro-
attitudinal elements. Suppose that they both had an irresistible racist desire to insult 
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a Jewish man to his face beaten into them during the initial scheme stage.214 That 
is, suppose, in Haji and Cuypers' terminology, that these desires were instilled in 
such a way that neither Hans nor Ivan can ‘thwart’. Ivan died before he had a chance 
to act on this racist desire. Hans, on the other hand, was enlisted in the German 
military and given a job as a guard at a concentration camp. He subsequently acted 
on these desires many times. (2016: 528) 

This case is supposed to bring out an issue with Haji and Cuypers’s view of relational authenticity. 

With regards to the irresistible racist desire, Hans and Ivan share the same history, yet this desire 

is inauthentic for Hans but not for Ivan.  

In the case of Hans, the irresistible desire seems to be both authenticity destructive and 

authenticity subversive. Recall ISA:  

ISA: A constituent of an initial evaluative scheme is authentic if and only if the 
constituent is not authenticity destructive and its mode of acquisition is not 
authenticity subversive. 

When we apply ISA to the case of Hans, we see that he does not fulfill the right side of the bi-

conditional when it comes to his irresistible desire. Ivan, on the other hand, dies before he ever 

gets the chance to act on his racist desire. But if ‘authenticity destructive’ and ‘authenticity 

subversive’ are defined in a way that requires later behavior, then Ivan’s desire is not inauthentic; 

it is not (nor is it instilled in a way) such that it issues in an action for which he fails to meet other, 

non-authenticity, requirements on moral responsibility. It is implausible that the desire is authentic 

for one but not the other given that “[b]oth of their respective desires and the way that they are 

acquired are qualitatively identical” (2016: 529).  

One response to this is to simply accept the result. This result is not implausible given Haji 

and Cuypers’s notion of authenticity, and the case may not be as strange as it seemed originally. 

                                                           
214 Perhaps part of the desire was to see the look on the man’s face after the insult. (This footnote is from the 
Flummer paper). 
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One may point out, for example, that although this desire is authentic for Ivan, had Ivan acted on 

this desire, it would not have been authentic. This is because the world (or set of worlds) that we 

would look at in order to assess the truth of the counterfactual, the antecedent is true, and the desire 

does subvert Ivan’s fulfillment of non-authenticity conditions in the same way that it does for Hans 

in the original world.  

In the case of Hans and Ivan, although we get different verdicts of authenticity for their 

desires, we do not seem to be getting a case where the view gets it wrong in terms of someone’s 

responsibility. Ultimately, this view of authenticity is an attempt to flesh out an authenticity 

condition on responsibility, one which can be used to handle cases of manipulation. This case does 

not show that the view fails in this regard, nor does it show that we have to sacrifice accuracy in 

other cases by getting the wrong verdict of responsibility, since we have not been given a case 

where an agent is responsible (or not responsible) yet their view would say otherwise. If, on the 

other hand, we want a view that not only gets us an adequate authenticity condition that can do 

this work, but also does so by making use of some other, non-technical, notion of authenticity or 

ownership, then this response will leave some unsatisfied. 

A different response that may appease this worry would make a modification to the view. 

We might define “authenticity subversive” and “authenticity destructive” not only in terms of 

future behavior, but also counterfactual behavior. So, for example, we might define “authenticity 

destructive” roughly as a property that constituents of initial evaluative schemes have if, were this 

constituent to issue in some behavior, it would subvert moral responsibility for this behavior by 

preventing the agent from meeting other, non-authenticity conditions on moral responsibility.215 

                                                           
215 There are likely improvements that can be made to this, since counterfactuals bring about a whole new set of 
complications. One stipulation that I would suggest regards ‘prevention’. Although the notion of ‘prevention’ seems 
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Although Ivan never acts on this racist desire, it would still be true that, were he to act on it, he 

would not fulfill some non-authenticity condition on moral responsibility. On this modification, 

the desire would be inauthentic for both Hans and Ivan. 

3.1.2 Gradual Changes in Constituents 

Matt Flummer also asks us to consider a different case: 

Charlie and Dominick have identical upbringings with all of the same pro-
attitudinal elements within their initial evaluative scheme. The elements of both of 
their respective schemes include all of those that are authenticity-demanding. And 
both Charlie and Dominick's elements are of ‘normal’ strength and instilled in 
‘normal’ ways. Suppose one of the elements that they both possess within their 
initial evaluative scheme at a time, t1, is a medium strength desire to take things 
that belong to others. Now, suppose that both Charlie and Dominick's desire to steal 
persists until time, t2, when they are both no longer in the initial scheme stage. At 
this point their lives diverge. Charlie undergoes a series of life-experiences that 
causes his persisting desire to steal to strengthen until it is irresistible. He then acts 
on this desire at t3. Dominick undergoes a different set of experiences and his 
persisting desire remains much weaker and he is able to resist it. (2016: 529) 

The problem with this case seems to stem from the thought that at t1, the desire to take things from 

others is authentic for Dominick but not for Charlie “even though at t1 both of their respective 

desires and the way in which they were acquired were qualitatively identical” (Flummer, 529).   

 This objection, like the one from the previous subsection, seems to point to a strangeness 

in thinking that the desire is authentic for one of these agents but not the other, yet it is not clear 

                                                           
somewhat difficult to work out, the notion being employed here at least seems to not be a causal one. The notion 
of ‘prevent’ here should be such that the truth of “were P not to be the case, Q would not be the case” is not 
sufficient for the falsity of “P prevents Q.” This stipulation is added in order to allow for the possibility of inauthentic 
constituents and interferences even in cases where the agent may fail to meet non-authenticity conditions on 
responsibility for other reasons as well. 
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that we have a case where the view gets the wrong verdict in terms of responsibility.216 With a 

small extension, we may be able to get such a case.  

Suppose that at t*, a time just before t2 but after t1, a time when Charlie and Dominick are 

still identical and their desires to take things from others are resistible, they both act on these 

desires. In this case, Dominick would be responsible for his action, yet it may not be the case that 

Charlie would be. If it is true that, since Charlie’s desire undermines responsibility for his action 

at t3, it is inauthentic at t1, then it would seem to be inauthentic at t* as well.217 If this is so, then 

Charlie would not be responsible for his action at t*, in virtue of falling afoul of the authenticity 

condition. On this version of the case, we not only have different verdicts of authenticity of the 

desire, we also have different verdicts of responsibility. If one thinks that, for their actions at t*, 

Charlie and Dominick are equally responsible, then this seems to be a more pressing worry for 

Haji and Cuypers’s view. 

Although this case seems problematic, Haji and Cuypers do seem to have the resources to 

respond to it. In response to the case, one can push back on the assumption that Charlie’s normal 

desire to take things from others at t1 is the same as Charlie’s irresistible desire to take things from 

others at t3. In their joint presentation of the view, Haji and Cuypers do not discuss identity of 

desires across time, but in earlier work, Haji does: “For a desire in one scenario to be the same 

                                                           
216 Notice that the suggested modification in the previous section would not eliminate the strangeness here. It seems 
as though, were Dominick to act from his desire to take things from others, it would not undermine his fulfillment 
of non-authenticity conditions on responsibility, so it would still be authentic. 
217 This modification gets us into a further complication with the authenticity of constituents of initial schemes. Given 
this modification, we have, at t1, a case of later behavior that issues from a constituent of an initial scheme where 
the agent fulfills the non-authenticity conditions on responsibility (Charlie’s action at t*) and one for which the 
constituent precludes the agent’s fulfillment of non-authenticity conditions (Charlie’s action at t3). This brings out a 
possible ambiguity in Haji and Cuypers’s view: in order for a constituent of an initial scheme to be authenticity 
destructive, must it preclude fulfillment of non-authenticity conditions for all later behavior issuing from this 
constituent, at least one instance of such behavior, or something in between? I am inclined to read it as “all later 
behavior,” but we do not need to resolve this here, considering the response to this case provided below. 
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desire as a desire in another scenario, the two should have the same relative strength – they must 

have the same strength relative to competing desires” (Haji 1998: 76).218 Given this condition on 

identity of desires across time (or scenarios), it looks like Charlie’s desire at t1 (and at t*), which 

is resistible, is a different desire than Charlie’s desire at t3. Since these are two different desires, 

the desire to take things from others that Charlie has at t1 (and the one he has at t*) does not prevent 

Charlie’s fulfillment of non-authenticity conditions for later behavior, and so, is authentic. Thus, 

Haji and Cuypers’s view is not committed to a difference in responsibility verdicts for Charlie and 

Dominick’s actions at t*, nor are they committed to a difference in the authenticity of the desires 

that lead to the agents’ actions. 

The view of desire individuation used here to avoid the problem posed by Flummer is not 

an attractive one. But, Haji and Cuypers do not need to accept this view in order to avoid the 

problematic feature of the case. A much weaker condition on identity of desires across time will 

serve their purposes as well. Suppose that, instead of claiming that a change in relative strength of 

a desire is sufficient to produce a new desire, they offer a view on which, at the very least, two 

desires with the same content are different if one is resistible and the other is not. This view would 

avoid some of the problems with the stronger view that Haji offers, yet would be enough to 

differentiate between Charlie’s desire at t1 (and t*), and his desire at t3. 

3.1.3 Initial Authenticity and Vacuity 

After discussing his counterexamples to Haji and Cuypers’s view, Flummer offers an 

objection to the view, arguing that initial authenticity is vacuous:  

                                                           
218 In fact, in Haji 1998, he considers a case of an agent called Poppy, who initially acquires a resistible desire to take 
a certain drug and after some time, she ends up with an irresistible desire to take this drug (p. 71).  
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Whether or not some element of an initial evaluative scheme is inauthentic depends 
on whether or not it subverts responsibility for some later action…But whether or 
not the agent’s responsibility is subverted solely depends on facts about the agent 
at the time the action is performed, that is, whether or not the agent meets epistemic 
and control conditions at the time of action…If this is the case, then initial 
authenticity is vacuous. What ends up mattering for moral responsibility is whether 
or not the agent meets the conditions for moral responsibility at the time of action, 
not whether their initial scheme elements are authentic. (Flummer, 530) 

The worry here is that initial authenticity is superfluous. In order to elaborate on this objection, we 

can consider a case where an agent, still operating with an initial scheme, performs action A, which 

issues from one of the constituents, C, of this agent’s initial scheme. If C is inauthentic, then the 

agent may fail to fulfill the authenticity condition when performing A, thereby giving us the claim 

that the agent is not responsible for A. Of course, since C is a constituent of an initial scheme, and 

the agent is still in her initial scheme stage, C must be inauthentic in virtue of the fact that it either 

prevents fulfillment of non-authenticity conditions, or because its mode of acquisition was such 

that it would prevent the agent from fulfilling non-authenticity conditions when performing an 

action that issues from C. In this case, we do not need to appeal to the inauthenticity of C in order 

to get the result that the agent is not responsible for A, given that we can instead appeal to the 

agent’s failure to meet the non-authenticity conditions on responsibility when A-ing. In this sort 

of case, the authenticity or inauthenticity of C does no extra work in determining whether the agent 

is responsible or not. 

 If this is the objection, then it seems to fail as well; there is other work to be done by 

authenticity of initial schemes and their constituents. According to Haji and Cuypers’s view, this 

authenticity is needed for authenticity of constituents acquired after the agent had her initial 

scheme. When it comes to these latter types of constituents, what matters is whether they were 

acquired in a way that engaged with previously held authentic constituents of the agent’s scheme. 

In order to have authentic constituents of an evolved scheme that were acquired after the agent had 
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her initial scheme, the agent already needs to have had some authentic constituents. When serving 

this function, the authenticity of initial schemes and their constituents is not helping to determine 

whether an agent is responsible for some action, rather, it is helping to determine whether the 

newly acquired constituents are authentic.  

3.1.4 Initial Authenticity, Manipulation, and Explanation 

When discussing initial authenticity, Flummer provides a different objection:  

What lack of authenticity is supposed to explain is why an agent is not morally 
responsible for acting on induced desires acquired via manipulation. But lack of 
authenticity doesn’t explain why induced desires undermine responsibility; the 
explanation comes from the agent not meeting the other conditions for moral 
responsibility. (Flummer, 530) 

My response to this objection will apply to a part of a different objection provided by Matt King 

in a book review of Haji’s Incompatibilism’s Allure.219 Before responding, we can consider King’s 

objection. 

In a review of Haji’s Incompatibilism’s Allure, Matt King offers a criticism of Haji’s appeal 

to authenticity in response to mid-life manipulation cases: he claims that this response is ultimately 

question-begging (King, 3). In criticizing Haji’s view, King focuses on the Ann/Beth case, telling 

us that “what explains the inauthenticity of Beth’s attitudes is the fact that her actions on the basis 

of those attitudes would not be ones for which she is responsible” (King, 3). King’s objection is 

then roughly as follows: The compatibilist wants to claim that the manipulated agent (Beth) is not 

morally responsible and the merely determined one (Ann) is. The incompatibilist wants to claim 

that neither is morally responsible. The way that Haji tries to get around this is by appealing to 

                                                           
219 The view of authenticity given in this book seems to be the same as the view given in Haji and Cuypers’s joint 
work.  
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authenticity of the springs of action in order to distinguish between the manipulated agent and the 

merely determined one. Explaining what is different between them would thereby provide the 

compatibilist with an avenue for a defense from the manipulation argument. The issue that King 

attempts to bring out is that if authenticity of a constituent itself is defined in terms of the agent’s 

being responsible for an action that flows from said constituent, then in order to explain why the 

merely determined agent is acting out of authentic springs of action, the compatibilist already 

needs to assume that the merely determined agent is morally responsible for her action. This 

assumption is question-begging against the incompatibilist.  

 This criticism is based on a misunderstanding of the view, and fails because of this. Haji 

and Cuypers provide a distinction between initial and evolved evaluative schemes (and their 

constituents). Corresponding to this distinction, they offer different conditions for the authenticity 

of constituents of initial schemes than they do for the authenticity for constituents of evolved 

schemes. The former conditions are forward-looking, and the authenticity for constituents of initial 

schemes depends on the agent’s fulfilling non-authenticity conditions on moral responsibility for 

later actions that flow from these constituents. The conditions for the authenticity of constituents 

of evolved schemes that were acquired after the agent had an evaluative scheme depends not on 

the agent’s fulfillment of non-authenticity condition for moral responsibility for later actions, but 

rather, on the way in which these constituents were acquired. King fails to recognize this 

distinction, and objects to the view by applying authenticity conditions for constituents of initial 

schemes to constituents of evolved schemes.  
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While discussing Beth, another victim of mid-life manipulation, King and Flummer apply 

authenticity conditions for constituents of initial schemes.220 King claims that “what explains the 

inauthenticity of Beth’s attitudes is the fact that her actions on the basis of those attitudes would 

not be ones for which she is responsible” (King, 3), and Flummer claims that “the explanation [of 

why induced desires undermine responsibility] comes from the agent not meeting the other 

conditions for moral responsibility” (Flummer: 530). The issue with these is that the order of 

explanation is reversed when it comes to constituents of evolved schemes that were acquired after 

the agent had her initial scheme. Cases of mid-life manipulation occur on agents that fulfill Haji 

and Cuypers’s conditions on responsibility prior to the manipulation. The changes in these cases 

are performed on evolved schemes. What explains Beth’s lack of responsibility in this case is the 

inauthenticity of the springs of her action, but this inauthenticity is not explained in terms of lack 

of responsibility for actions that flow from these constituents. Rather, it is explained by the 

objectionable mode of acquisition of these constituents, a mode of acquisition which bypassed her 

capacities for deliberative control.  

Constituents that were acquired after the agent had her initial scheme have different 

authenticity conditions than constituents of initial schemes. For instance, an agent can have an 

authentic element of an evolved scheme that prevents the agent from fulfilling non-authenticity 

conditions on direct responsibility, whereas this is not possible for constituents of initial schemes. 

Conversely, an agent can have an inauthentic constituent of an evolved scheme, even if, in acting 

from this constituent, the agent fulfills non-authenticity conditions on responsibility. This latter 

case is what is going on in cases of mid-life manipulation. These cases are problematic precisely 

                                                           
220 To be clear, when Flummer provides his objection, he is discussing lack of responsibility for acting on desires 
induced via manipulation. A general statement about this type of case should apply to the particular case of Beth.  
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because the agent meets non-historical (and on Haji and Cuypers’s view, non-authenticity) 

conditions on moral responsibility.  

Although these objections fail to countenance the distinction between the two types of 

authenticity, there still may be something to King’s accusation of question-begging. In responding 

to Flummer’s objection in the previous subsection, I made the point that initial authenticity plays 

an important role in the view, a role that helps to determine whether constituents acquired after the 

agent has her initial scheme are authentic. Beth is often contrasted to Ann, an agent very similar 

to post-manipulation Beth who has not been manipulated. In the case of Ann and Beth, both agents 

already have an evolved scheme. If, in order to show that there is a difference between the two 

agents and thereby reject the no-difference premise, we need to assume that Ann, the merely 

determined agent, has an authentic evolved scheme and constituents, then we will need to assume 

that the constituents that Ann acquired after her initial scheme engaged with previously held 

authentic elements. By tracing this back, we can see that we will eventually reach the assumption 

that the constituents of her initial scheme were authentic. This means that we will have to assume 

that the constituents of her initial evaluative scheme do not preclude Ann from fulfilling non-

authenticity conditions on responsibility when she acts from them. This suggests a version of 

King’s objection that gets around the previous response. 

According to King, the fact that only ordinary agents can have authentic attitudes221 “is 

explained in terms of ordinary agents being morally responsible for (at least some of) what they 

do. This, however, hasn’t distinguished between the cases in a way fair to the incompatibilist” 

                                                           
221 On Haji and Cuypers’s view, it is not true that only ordinary agents can have authentic attitudes. Globally 
manipulated agents can still have some authentic attitudes (presumably some, if not all, of the attitudes that were 
not part of their manipulation). Further, in a world just like ours that has just one instant agent, we would have a 
non-ordinary agent with authentic attitudes. 
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(King, 3). The objection would then be that, in order to make the necessary distinction, Haji and 

Cuypers would need to make the illegitimate assumption that Ann is morally responsible for some 

actions.  

This objection is not quite right. A person who is never morally responsible for an action 

may still have authentic attitudes if these attitudes are constituents of an initial scheme and they 

do not prevent the agent from fulfilling non-authenticity conditions on responsibility; that is, if an 

agent fails to fulfill non-authenticity conditions for some other reason (even if that reason is that 

she has other, inauthentic, attitudes). Further, one can have authentic constituents of an evolved 

scheme if they were acquired by only engaging previously held authentic constituents. This 

suggests that to distinguish between the authenticity of an attitude that two agents share, we do not 

need to assume that either agent is responsible for an action.  

There is also a different response that cuts against King’s objection. Recall that cases of 

mid-life manipulation can be given that include agents in indeterministic universes, and they can 

be made for agents who fulfill non-historical incompatibilist conditions on responsibility. Haji and 

Cuypers’s view is one that can help to solve this problem for non-historical incompatibilists as 

well. This would provide motivation for the authenticity condition without having to assume the 

possibility of a morally responsible agent in a deterministic world. Once we have motivated these 

conditions, we can then show that they help the compatibilist in the Ann/Beth case, without relying 

on the assumption that Ann is responsible. That is, we can use a case of mid-life manipulation that 

works against the incompatibilist (or at least a possibilist incompatibilist) to convince her that the 

authenticity condition should be a part of her theory. If the incompatibilist is so convinced, then 

she does not need to assume the possibility of a morally responsible agent in a deterministic 
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universe in order to reject the no-difference premise of a manipulation argument aimed at the 

compatibilist.  

4.1 Objections to Backward-Looking Authenticity 

In this section I provide objections directed at Haji and Cuypers’s notion of authenticity as 

it applies to evolved evaluative schemes. This portion of the theory is the one that is intended to 

play a large role in explaining the problematic nature of some mid-life manipulation cases.  

4.1.1 Destruction of Schemes: Part 1 

In a review of Haji’s book, Incompatibilism’s Allure, Stephen Kearns provides a different 

objection to Haji’s view.222 Suppose that Mary has an authentic evaluative scheme but, due to 

some natural event, she loses this scheme. After this, manipulators give Mary another evaluative 

scheme. Although Kearns doesn’t make this a part of the case, I think it will help if we imagine 

that the new scheme is radically different from the old one.223 When Mary performs some new 

action that issues from constituents of this new scheme, she seems to lack responsibility, but we 

might wonder whether this scheme is authentic on Haji and Cuypers’s view. As Kearns explains: 

“[t]his scheme is not her initial one insofar as it is not her first, but neither does it replace or bypass 

                                                           
222 In Moral Appraisability, Haji offers a case of an agent called Tanto, which is somewhat similar to the case provided 
by Kearns. This case, I think, poses a similar problem for Haji and Cuypers’s view as Kearns’s case does (and it seems 
to offer a further problem). Although Haji considers the case, he offers it in a response to an objection to his view, 
and he does not seem to consider it as problematic, so he does not show how his view could handle the case. The 
appendix explains this case and Haji’s discussion of it.  
223 The case is meant to be one where we have the intuition that Mary is not responsible when she acts from this 
scheme. Making the scheme radically different than her previous one only helps to elicit this intuition, so I do not 
think that Kearns would object. In the next subsection, I consider a different case where the scheme implanted is 
the same as the one that the agent previously lost. 
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her evaluative scheme” (Kearns 393).224 It may be true that the old scheme was bypassed when it 

was destroyed, but since the old scheme was not in place when the new scheme was implanted, 

there seems to be no bypassing of the old one, for at the time of instilment, there is no scheme to 

bypass.225 Kearns suggests that Haji is under pressure to claim that this scheme is authentic, since 

it does not seem to fulfill the offered sufficient conditions for being an inauthentic evolved 

scheme.226  

 I am not inclined to agree that the theory would claim that Mary’s scheme is authentic, 

though I do think that the case is still problematic for Haji and Cuypers’s view. Supposing that this 

new scheme is an evolved one, we can then see whether it meets authenticity conditions for an 

evolved scheme. As we saw earlier, Haji and Cuypers hold that  

ES: an evolved evaluative scheme is authentic at time t if and only if it is a scheme 
resulting from acceptable modifications to a scheme possessed by S prior to t that 
is responsibility-wise authentic. 

Applying this condition, we can see that Haji and Cuypers’s view can explain how this new scheme 

is not authentic. The reasoning for this is that the proponent of this counterexample faces a 

dilemma: either the new scheme is the result of modifications to a previous scheme of Mary’s or 

it is not. As suggested above, Mary’s new scheme does not seem to be a result of modifications to 

                                                           
224 If we were to hold this scheme to the standards of initial schemes, as opposed to evolved ones, we would 
straightforwardly get the conclusion that this new scheme is authentic (assuming that it doesn’t have constituents 
that would prevent Mary from fulfilling non-authenticity conditions). This would get us a counterintuitive result, 
making the case successful. 
225 There also seem to be no capacities for deliberative control present. Recall that on Haji and Cuypers’s view, having 
these capacities entails having an evaluative scheme. 
226 Someone might also think that after the implantation of the new scheme, Mary is simply a new person that is not 
(personally) identical with the previous Mary, and the old Mary ceased to exist. This might be right on some views 
of personal identity, depending on how large a part of her mental states the evaluative scheme made up (i.e., 
psychological continuity views), or on how well the new scheme and the actions it produces fits with Mary’s 
“narrative” (e.g.., narrative views of personal identity). On other views, she is straightforwardly the same person 
(e.g., animalist views). There does not seem to be anything in the nature of the case that would preclude us filling 
out the details such that, on most views of personal identity, post-manipulation Mary is the same person as pre-
manipulation Mary, so I think that we can avoid this complication. 
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a previous scheme, since the previous scheme was not in place when it was implanted. If this is 

right, then the right side of the bi-conditional provided in ES is not met by Mary’s new scheme, 

since this new scheme is not the result of acceptable modifications to a previous scheme given that 

it is not the result of modifications to a previous scheme. Suppose instead that the new scheme is 

a result of modifications to a previous scheme. On this picture, the case of Mary seems to be a 

straightforward case of manipulation that Haji and Cuypers’s view is designed to handle. The new 

scheme is inauthentic because it still does not meet the right side of ES: the modifications to the 

previous scheme are not acceptable. On neither horn of the dilemma does Mary’s scheme turn out 

to be authentic. Given that Mary’s scheme is not authentic, she does not fulfill ACS, the 

authenticity condition on moral responsibility which is stated in terms of evaluative schemes. On 

this version of the condition, an agent fulfills the authenticity condition for some action if and only 

if the action issues from constituents of an authentic evaluative scheme.  

 Although Haji and Cuypers can avoid the conclusion that Mary’s new scheme is authentic, 

they do have problems handling the case in terms of the authenticity of the constituents of the 

scheme. Mary does fulfill ACC, the version of the authenticity condition stated in terms of the 

authenticity of the constituents, rather than the authenticity of the scheme that they are constituents 

of.  

 In section 2.5 I considered the possibility that an agent can have some of her capacities for 

deliberative control prior to having an evaluative scheme. Perhaps this agent does not have these 

capacities for deliberative control to the required degree; she may still have some of them even 

though she doesn’t have an evaluative scheme. Also, given that there are various capacities for 

deliberative control, it seems at least possible that an agent acquires some of these before she 

acquires the others. We can add some details to the case of Mary and stipulate that, when she lost 
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her scheme, she also lost all of her capacities for deliberative control. We can further stipulate that 

between the time that she lost her scheme and the time when the manipulators implanted a new 

one, she did not gain any capacities for deliberative control. Finally, when the manipulators 

implant the new scheme, they do so all at once. With these suppositions, we can say that when the 

manipulators implanted the new scheme, she did not have any capacities for deliberative control.227 

 On this version of the case, the new constituents that make up her evaluative scheme after 

the manipulation were acquired when she didn’t have any capacities for deliberative control. Given 

this, the acquisition did not bypass any capacities for deliberative control that Mary had, since she 

did not have any of these capacities. Now recall the condition on authenticity of constituents of an 

evolved evaluative scheme that were not part of her initial scheme: 

ESA: A constituent of an evolved evaluative scheme that has been acquired after a 
time at which the agent had her initial evaluative scheme is authentic if and only if 
its mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

In this version of the case, the mode of acquisition of all of the constituents of Mary’s post-

manipulation scheme fulfill the right side of the ESA bi-conditional. Given that these constituents 

are authentic (even though the scheme itself is not, according to ES), she will fulfill ACC when 

performing an action that issues from these new constituents.   

 This case shows how the two interpretations of the authenticity condition, ACC and ACS, 

yield conflicting verdicts.  This gives us some reason to reject one of them. Given that they yield 

conflicting results, we know that one of the principles is wrong. At first glance, the response seems 

simple, and the reasoning for it straightforward. ACS and ACC produce a contradiction in the case 

                                                           
227 Adding these details to the case does not change what has been said so far. On this more detailed version of the 
case, Haji and Cuypers can still claim that the new scheme is not authentic. 
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of Mary, and further, ACC produces a counterintuitive result. We could kill two birds with one 

stone by embracing ACS and rejecting ACC. This would give us the intuitive result in the case of 

Mary while losing the conflict between ACS and ACC. In the next section, I show that this is not 

the right way to go since the very same reasoning would lead us to the opposite conclusion when 

using a different case.  

4.1.2 Destruction of Schemes: Part 2 

Suppose Rachel has gone through a very similar event as Mary, and she has had her 

evaluative scheme wiped. Now further suppose that, instead of instilling a different evaluative 

scheme, the neurosurgeon is benevolent and instills a duplicate of the scheme that Rachel lost in 

her accident. This case is similar to that of Chum discussed in relation to Fischer and Ravizza’s 

view,228 and it seems as though Rachel’s new implanted scheme should count as authentic. At the 

very least, her responsibility should not be undermined in virtue of this scheme’s mode of 

acquisition.  

As far as Haji and Cuypers’s theory goes, Rachel’s case should get the same treatment as 

Mary’s. In both cases, the agent has an inauthentic evolved scheme, though the constituents are 

authentic. The difference is in which principle comes out as counterintuitive. With Mary, it seems 

that she is not responsible, posing a problem for ACC, which she fulfills. Rachel, on the other 

                                                           
228 Though notice that Chum’s case poses a further problem. One of the problems with the case of Rachel is the same 
as with Mary, the new scheme is not a result of modifications to a previous scheme, so it is not a result of 
unacceptable modifications. The case of Chum, on the other hand, does give us a scheme that is a result of 
modifications of a previous scheme. The issue here is that the modifications are not acceptable, since both the lesion 
and the benevolent manipulation bypass his capacities for deliberative control. 
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hand, seems to be responsible for her actions, thereby making ACS, which she does not fulfill, the 

counterintuitive principle. 

The original response to Mary’s case suggested rejecting ACC and holding on to ACS, 

thereby eliminating the conflict and the counter-intuitive result in one fell swoop. The problem 

with this strategy is that the very same reasoning would lead us to do the exact opposite in the case 

of Rachel (if considered in isolation). The case of Rachel again gives us both a contradiction 

between ACS and ACC, and a counterintuitive result. The counterintuitive result, though, comes 

from ACS in the case of Rachel, whereas it came from ACC in the case of Mary.  

The combination of these cases, I think, points towards a different problem with their view. 

Perhaps ACS and ACC aren’t really the problem with the view. Perhaps, instead, the problem lies 

with ES and ESA, the conditions for the authenticity of evolved schemes and the authenticity for 

their constituents respectively. After all, there seems to be some sort of issue here not just with the 

authenticity condition, but with the authenticity of schemes and their constituents not lining up. 

As we saw with the case of Jimma (subsection 2.8), we can have an inauthentic evaluative scheme 

that has authentic constituents, and we can also have an agent with both an authentic evaluative 

scheme and an inauthentic one. But the cases of Mary and Rachel are not like this. What these 

cases involve are agents who, according to Haji and Cuypers’s theory, have inauthentic overall 

schemes that are constituted by only authentic elements. This problem may be fixed by modifying 

these theses such that, at the very least, we couldn’t get cases where we have inauthentic schemes 

made up of only authentic constituents; but, as I argue in the next subsection, this would be an 

undesirable result. 
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Before moving on, I should discuss a separate issue that these cases bring up which has to 

do with the difference between manipulation that is threating to one’s responsibility and 

manipulation that is beneficial to one’s responsibility. Although Mary and Rachel go through a 

very similar process, our intuitions about them are different, and this, I suggest, has to do with the 

relationship between what is implanted and what was there before. With the case of Mary, what is 

implanted is quite different than what was there before, and the manipulation seems to be 

problematic for her responsibility in similar ways as the manipulation of agents in the previous 

cases that we had considered so far. Alternatively, with the case of Rachel we get the implantation 

of a scheme and constituents that have the same strength and content as what was there before she 

lost her scheme.  

If  this is right, then in order to get a view that respects our intuitions on both cases, we are 

going to need a view that doesn’t just focus on the process by which we acquire new constituents, 

or the process by which our scheme changes. That is, we are going to need a view that is not purely 

procedural. When I say that a view is procedural, I mean that what matters, on this view, is the 

procedure by which the agent acquires the scheme or its constituents. When I say that it is purely 

procedural, I mean that this procedure is the only thing that matters; the content of that which is 

instilled by the manipulation does not matter.229 Cases like that of Mary, Rachel and Chum help 

to show that the mode of acquisition cannot be all that matters; we should also be concerned with 

                                                           
229 Notice that although content is not relevant for the authenticity of evolved schemes, it does seem to be relevant 
for authenticity of initial schemes and their constituents. For example, although they do not think that acting out of 
an irresistible desire is sufficient for failing to meet the control condition on moral responsibility, they do seem to 
think that if an irresistible desire is a constituent of an initial scheme, then it is inauthentic. Further, if there are 
authenticity-demanding elements, a notion explained in terms of content, then it looks like constituents with some 
content or other may be necessary. Authenticity for initial schemes or their constituents is also not purely procedural 
for a further reason: what matters most is responsibility for later behavior, not the way that they were acquired. 
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the relationship between the content of the instilled psychological elements and the content of the 

agent’s previous ones. 

Another route available is to claim that the implanted scheme is neither an initial nor an 

evolved scheme.230 Haji and Cuypers never mention the possibility of a third type of scheme, 

though it is consistent with their view.231 Taking this line eliminates the pressure to claim that 

Mary’s new scheme is authentic, since the theory stays silent on this third type of scheme. 

Likewise, since the standards for authenticity applied to a constituent of an evaluative scheme is 

contingent on what type of scheme it is a constituent of, this move would free them from the claim 

that the constituents of Rachel and Mary’s new schemes are authentic. For this same reason, this 

shows a potential blind spot in the view, a type of case that the theory cannot handle. This route 

will not be available to them in response to the case I introduce in the next subsection. 

4.1.3 An Erasing Case 

In discussing the cases of Rachel and Mary, I suggested that one possible solution might 

involve making an amendment to the view such that there are no inauthentic schemes that are made 

up of only authentic constituents. In this section I argue that this would be a mistake. I begin with 

the case of Matt and Paul; a modification of the Pat/Paul case that I discuss in the next chapter. 

Imagine Matt, who, in his earlier days of parenthood, was a selfish man who had for many 

years reflectively identified with his selfish values and was a mediocre father. Matt freely 

                                                           
230 Thanks to Stephen Kearns and Alfred Mele for pressing me on this point. 
231 When it comes to a principle about what it takes for a scheme to be authentic in general, the only candidate we 
have is Authenticity-2. This gives us a sufficient condition for the authenticity of an agent’s evaluative scheme, 
stating, roughly, that it is authentic if it is either an agent’s authentic initial scheme or an agent’s authentic evolved 
scheme. Given that this is merely a sufficient condition for the authenticity of a scheme, Authenticity-2 does not 
close out the possibility of a third type of scheme.  
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embarked on a program of self-improvement. He began to spend more time with his daughter and 

arranging activities that they would both enjoy. He would focus his thinking about his daughter, 

as much as possible, on her good properties and welfare. Over the years Matt became a wonderful 

father whose parental values were such that he could not do otherwise than make certain sacrifices 

for his daughter. To be clear, Matt still has some of his selfish values, and sometimes makes 

decisions based on those values. However, when it comes to situations or decisions that Matt faces 

which have to do with his daughter, his daughter comes first, and his parental values win out. 

 Matt’s neighbor, Saul, also has a daughter, but he is not a good father, his selfish values 

guide most of his actions. Saul is tired of his mother and daughter complaining about how he is 

not a good father like Matt, and so he hires a group of scientists to find out what it is about Matt 

that makes him the good father that he is and then to extinguish it. While Matt is sleeping, these 

scientists go in and determine what part of Matt’s hierarchy of values is responsible for his being 

a good parent and go on to erase them, but they do not install any new values. Since the scientists 

only erased his parental values, Matt is still capable of living a meaningful life, for he retained a 

plethora of values.  

When Matt awakes, he recalls his desire to buy a new car, and he experiences a desire to 

make that possible by taking out a loan for the car. Naturally, Matt is amazed by this. He wonders 

what accounts for his concern for getting a new car and why he now cares so little about his 

daughter’s welfare, or using that money to fund her education at a prestigious liberal arts college. 

Matt’s hypothesis is that he simply has grown tired of giving priority to his daughter. He decides 

that his daughter has reached the age where she should take care of herself. When he carefully 

reflects on his values, Matt wholeheartedly embraces the idea of living such a life and the values 

that support it.  
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 In this case, it is easy to judge that Matt is not responsible for and does not freely act in 

taking out the loan for a new car, and this is for similar reasons as to why it is easy to think that 

Paul (from Pat/Paul), and other manipulated agents, do not freely act.232 Like them, Matt’s 

autonomy is violated. He did not consent to the process of erasing his parental values, nor was he 

even aware of it. Although he does not have new values implanted into his brain, it is still true that, 

simply by erasing some of his values, “the brainwashers gave his life a new direction that clashes 

with the considered principles and values he had before he was manipulated.”233  

Furthermore, Matt worked very hard to develop the parental values and to become a good 

parent. Matt was the kind of person whose parental values mostly won out over his own selfish 

ones and he was this kind of person because of the process of self-improvement that he freely 

initiated. He had initially seen that he lacked certain values that he wanted, values which would 

counteract the selfish values that end up leading him to take out the loan for his car. This is not a 

case of a lack of self-control, and it is not a case of ambivalence or competing values. The very 

values that Matt had worked to develop in order to compete, and win out, against the selfish values, 

are no longer there.  

 How does Haji and Cuypers’s theory apply to this case? The manipulators, in this case, and 

unlike any of the others, did not implant any new constituents of an evaluative scheme at all. All 

of the constituents of Matt’s post-manipulation scheme were there prior to the manipulation, and 

                                                           
232 Of course, some will be inclined to bite the bullet in this case and claim that Matt is responsible. In response, it 
would be good to consider the larger context of my discussion. Here I am concerned with whether a historical 
condition on moral responsibility can help with manipulation cases and if so, what such a condition should look like. 
The sort of person that would reject the claim that Matt is not responsible would likely also reject the claim that Paul 
is not responsible in the Pat/Paul case. This sort of person already rejects the main motivation for the project of this 
dissertation.  
233 Mele 2006, 169. This is what was said of Paul. 
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if they were authentic back then, as we can assume for this case, then they remain authentic after 

the manipulation. Their mode of acquisition did not change in virtue of the manipulation. Because 

of this, when Matt decides to take out the loan for his car, his action is issuing from authentic 

constituents of his evaluative scheme, and so he fulfills ACC. If we took ACC to state the 

authenticity condition on moral responsibility, then Matt would fulfill this condition and would be 

morally responsible on this view.  

 There is some difficulty in applying ACS to this case. On the face of it, Matt’s action flows 

from a scheme that is the result of unacceptable changes to a prior scheme. That is, the scheme 

from which Matt’s action flows has been changed in a way that bypasses his capacities for 

deliberative control. As a result, this scheme is not an authentic one. The difficulty arises from the 

fact that agents can have multiple schemes at a given time, and all that one needs to meet ACS is 

for their action to flow from an authentic evaluative scheme. Even if there is a scheme from which 

Matt acts that is inauthentic, this is not enough to resolve the question of whether he meets ACS. 

In the next section, I offer some reasons to think that Matt does in fact meet ACS.  

4.1.4 Problems with Scheme Individuation and Identity 

In the case of Matt, his overall scheme went through some changes during the 

manipulation, and the result is that his current overall scheme is missing some of the constituents 

that were present in his previous scheme. At first glance, it may seem as though this new overall 

scheme is inauthentic, and so he might fail to meet ACS. Here I will show that, at least on one way 

of individuating schemes and identifying them across times, his post-manipulation overall scheme 

is authentic. Further, even if this scheme were inauthentic, Matt would still plausibly fulfill the 

right side of ACS. In arguing for these claims, I will work backwards. 
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On Haji and Cuypers’s view, agents can have multiple schemes at the same time, and as 

we saw with the case of Jimma, an agent can have both an authentic scheme and an inauthentic 

one at the same time. Further, we saw that Jimma can still perform actions for which she is 

responsible, if these actions issue only from constituents that were not implanted through the 

manipulation. These constituents are all authentic, and there is a scheme that they (at least partly) 

constitute which is authentic, a scheme constituted by a subset of those things that constitute her 

overall, inauthentic scheme. We saw that they can get the right verdict in this case because they 

require that the agent act from an authentic scheme, rather than requiring that the agent not act 

from an inauthentic scheme. If acting from an inauthentic scheme were sufficient for failing to 

meet the authenticity condition, then we would get the wrong verdict in this case, since Jimma’s 

overall scheme is inauthentic, and all of the constituents that are a part of her authentic scheme are 

also a part of this overall scheme.234 This shows that, even if Matt’s overall scheme is inauthentic, 

this will not be enough to answer the question of whether he fulfills the right side of ACS, which 

requires that an agent’s action issue from constituents of an authentic scheme. 

Let use “C” to refer to the set of the constituents of Matt’s overall scheme that his decision 

issues from. We can assume that C does not include all of the constituents of Matt’s post-

manipulation overall scheme. Although the elements of C are constituents of Matt’s overall 

scheme, they are also constituents of some smaller scheme, one constituted just by the elements of 

C.235 We can call this scheme S2. Since Matt had all of the elements of C before the manipulation, 

                                                           
234 To put the point slightly differently, if they required that every scheme from which the agent acted be authentic 
in order for the agent to fulfill the correct version of ACS, then Jimma would fail to meet this when she acted from 
only authentic constituents. 
235 One might think that this set does not include enough constituents to make a full scheme (recall that they require 
four types of constituents in order for something to be an evaluative scheme). If this is a worry, then we can, for the 
purposes of the argument, expand this set by borrowing from the constituents of Matt’s overall scheme in order to 
get a full scheme. What is important at this stage of the argument is that the scheme constituted by the elements 
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they formed some scheme prior to the manipulation, call this S1. Assuming that Matt’s schemes 

and their constituents were all authentic prior to the manipulation, then S1 was authentic prior to 

the manipulation. This scheme, which only involved constituents that survived Matt’s 

manipulation, seems to have gone unchanged. It is not at all clear that S2 is the result of changes 

to a previous evaluative scheme, for it is qualitatively identical to S1. In fact, it looks as though S2 

is numerically identical to S1 as well, and is not the result of changes to S1.236 If this is right, then 

even if Matt’s overall scheme is inauthentic, he still has an authentic scheme, S2, and his decision 

to take out the loan for the car issues just from constituents of this scheme. This would mean that 

when he makes this decision, his action is issuing from constituents of an authentic evaluative 

scheme, so he fulfills the right side of ACS. So, even if his overall scheme is inauthentic, Matt still 

fulfills ACS in virtue of his action’s issuing from constituents of an authentic evaluative scheme. 

Now we can apply these considerations to Matt’s post-manipulation overall scheme. Call 

this scheme O2, and call the set of constituents that make up this scheme B. Given the nature of 

Matt’s manipulation, he did not gain any new constituents in virtue of it. This means that Matt had 

B and all of its elements prior to the manipulation. Given that the elements of B are enough to 

make up an evaluative scheme, we might think that there was some evaluative scheme that was 

made up of the elements of B and nothing else prior to the manipulation. Call this scheme O1. 

Although O1 was not Matt’s overall scheme before the manipulation, it was still a scheme that he 

had before the manipulation. The same considerations that led us to think that S1 and S2 are the 

same scheme will apply here. O2 is qualitatively identical to O1, and there does not seem to be 

                                                           
of C is different than his overall scheme. I do not see a principled way of ruling out this possibility that doesn’t also 
rule out the possibility in the case of Jimma, so I will assume that this is possible. 
236 I will not try to provide any further support for this with the knowledge that if this is rejected, then the example 
fails. I will consider ways of rejecting this description of the case briefly. 
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good reason for thinking that these two are not also numerically identical. O2 is not the result of 

any changes to O1. If this is right, then O2, Matt’s post-manipulation overall scheme, is an authentic 

one. 

What is the result of the modifications brought about by the manipulation is that O2 is 

Matt’s overall scheme, and that B is the set of all of the constituents of Matt’s overall scheme. 

Prior to the manipulation, B was a proper subset of the set of all of the constituents of Matt’s pre-

manipulation overall scheme. This is no longer the case after the manipulation. Likewise, prior to 

the manipulation, O1 was not Matt’s overall evaluative scheme, since it did not include some 

constituents of his overall scheme. After the manipulation, O2, which I am here taking to be 

numerically identical to O1, is Matt’s overall scheme. Although the scheme did not change, there 

is a description that applies to it after the manipulation that did not apply to it beforehand. 

Of course, one might justifiably say that all of this was sloppy metaphysics. I did not 

provide principles of individuation or identity for evaluative schemes, nor did I give much support 

for the claim that these schemes are identical across time, or that the elements of C and the elements 

of B compose evaluative schemes. What is presented in this subsection may be thought of as a 

challenge more than an objection. Haji and Cuypers do not give any information about how to 

individuate schemes or how to identify them across times, and the challenge posed here asks them 

to provide some. In the remainder of this section, I consider possible lines of response to this 

challenge and some tricky business that they will have to deal with. This may help to strengthen 

the challenge. 

We can begin with the identity of schemes across time. I will only talk about C, S1 and S2 

for the purposes of presentation, but what I have to say about these will apply to B, O1 and O2 as 
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well. Suppose that, while I sleep tonight, there are no changes to the constituents of my overall 

evaluative scheme, and I do not gain any new ones. In this case, my overall evaluative scheme 

before I went to sleep seems to be the same as my overall evaluative scheme when I wake up. 

These schemes are plausibly the same scheme. If they are not, then the second scheme is certainly 

not the result of modifications to the previous scheme, in which case, we would be in similar 

trouble as we found with the post-manipulation schemes of Mary and Rachel, but this time it would 

be for a normal, everyday (or night) case. For this reason, I think that whatever our principle of 

identity across times for evaluative schemes is, it needs to get the result that these two are the same 

scheme. If Haji and Cuypers wish to reject the problem of Matt’s case by rejecting the claim that 

S2 is identical to S1 (and/or that O2 is identical to O1), then they need to make sure that their 

principle doesn’t get the wrong verdict in the normal case of my schemes before and after I sleep 

tonight. I do not think that this is a promising route. 

A different route that they could take in order to reject my description of the case is to say 

something about the individuation of schemes. For the purposes of this discussion, I will not be 

assuming that S1 is numerically identical to S2. Haji and Cuypers may want to say that the elements 

of C don’t make up some new scheme, S2. At the very least, they would have to reject the following 

principle: 

SI: For any set of constituents L whose elements are all had by A at time t, if this 
set includes all of those types of constituents required for constituting an evaluative 
scheme, then there is a scheme E had by A at t such that E is constituted by the 
elements of L and nothing else.  

This principle would lead to a large amount of schemes had by an agent at any given time, and it 

would yield the result that the constituents of C constitute S2 after the manipulation and S1 prior to 

the manipulation. Of course, even if they reject SI, this would not be enough to reject the claim 
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that the elements of C make up S2 post-manipulation and S1 pre-manipulation, but it would be a 

start.  

 One way of avoiding all of this would be to reject the claim that an agent can have multiple 

schemes at a given time, and to say that for any agent, if she has a scheme, she only has one: her 

overall scheme. This route would get us to reject the problem of Matt’s fulfilling ACS in virtue of 

acting from authentic scheme S2, since on this version of the view, there is no such scheme. It may 

also preclude the authenticity of O2. This is because although O2 is still a scheme, there is no O1, 

since the latter was never an overall scheme. It becomes more plausible then to think that O2 is the 

result of modifications to a previous scheme, namely, Matt’s pre-manipulation overall scheme. 

The cost of modifying the view in this way is that it becomes more difficult to handle cases 

of benign manipulation, cases where an agent’s action issues only from constituents of a scheme 

that are authentic even though her scheme includes other inauthentic constituents that are irrelevant 

to the action under consideration. In the case of Jimma, allowing for multiple schemes at a time 

makes it so that the theory can allow for Jimma to still be responsible for some actions, given that 

they issue from authentic constituents of an authentic scheme. How to weigh this cost is a difficult 

question to answer, especially considering that the objections presented in 4.1-4.3 give reason to 

think that the view will have to be changed in other ways. The problem of benign manipulation is 

one that arises if we accept ACS, but it is not a problem for ACC. Since these other subsections 

give reason to think that the status or formulation of ACC and/or ACS will have to be revised, the 

problem of benign manipulation is simply something to keep in mind when making these revisions. 
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5.1 Conclusion 

In this chapter I have provided an exposition of Haji and Cuypers’s view and considered 

some objections to it. In section 3 we saw that their view might be refined such that “authenticity 

destructive” and “authenticity subversive” are understood partly in terms of counterfactuals, 

thereby allowing Haji and Cuypers to avoid the problematic case of Hans and Ivan.  

In section 4 I argued for a few things. One potential problem that we saw only applies to 

Haji and Cuypers’s view, and this is the problem of getting the wrong verdict on the authenticity 

of Matt’s post-manipulation overall scheme. Two other issues apply to Haji and Cuypers’s view, 

but they may apply to other views as well, and they are things to keep in mind when trying to come 

up with a better view that can handle cases of mid-life manipulation.  

First, a view that attempts to handle cases of mid-life manipulation by solely focusing on 

the ways in which an agent’s springs of action were acquired is going to run into the problem of 

beneficent manipulation. In the case of Rachel (and Chum), the work of the manipulators does not 

seem to undermine the agent’s responsibility, rather, it seems to restore it. For this reason, we 

should want a view that is not just a procedural one.  

Second, a view that just focuses on the springs of action that are present (and the ways in 

which they were acquired) may have problems with cases like that of Matt. It may be the case that 

appealing to evaluative schemes, instead of their constituents will help us in a case like that of 

Matt, since a change in scheme can track missing pro-attitudes as well as existing ones. But, as I 

argued in subsection 4.4, issues remain here, and on at least one reading, Matt is still acting from 

an authentic scheme. In attempting to avoid this conclusion, one may risk losing the ability to 

handle cases of benign manipulation. 
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CHAPTER 4 

 

MELE’S VIEW 

 

 
In this chapter, I discuss the third historical view of moral responsibility, that of Alfred 

Mele. Mele is agnostic about whether determinism is compatible with autonomy, free action, or 

moral responsibility. Mele’s agnosticism, combined with the claim that there are free and 

responsible agents, results in the view called agnostic autonomism. In his work on autonomy, free 

action, and moral responsibility, Mele does not attempt to offer a set of necessary and sufficient 

conditions for an agent’s being autonomous or morally responsible, or for an agent’s acting freely. 

Rather, Mele offers what he takes to be the best versions of a compatibilist view and an 

incompatibilist view, in the form of sufficient conditions for freely A-ing, where A is a variable for 

an action. While considering cases of manipulation specifically, Mele offers a sufficient condition 

for it being the case that an agent who performs an overt action A does not freely A and is not 

responsible for A-ing. This thesis is dubbed NFM. Given that, in order to fulfill this condition, an 

agent must have had a certain history, the view implies that free will and moral responsibility are 

historical.237  

                                                           
237 To be clear, Mele does not accept a positive historical view; that is, he is not committed to a thesis claiming that 
an agent needs to have had a history in order for her to freely A or be responsible for A-ing. A necessary condition 
on freely A-ing and being responsible for A-ing is that an agent not fulfill NFM. All this implies is that an agent, at the 
very least, need to have not had the type of history outlined in NFM in order to freely A or be responsible for A-ing. 
This is consistent with the agent’s not having had a history at all. 
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Mele has written extensively on this topic, though the two main sources for this chapter 

will be his books Autonomous Agents, and Free Will and Luck.238  I will take the latter, more 

recent, book as the main text for his view. After the publication of Free Will and Luck, Mele has 

published a series of papers on the topic, and I occasionally refer to these when necessary to relay 

developments or added subtleties.  

In section 1, I discuss NFM and Mele’s sufficient conditions for free action, as well as the 

cases Mele offers to motivate his view. In section 2, I offer comments and minor criticisms of 

NFM. In section 3, I focus on the sufficient conditions for free action.  

1.1 The View 

1.1.1 Central Cases and Concepts 

In order to motivate a historical condition, Mele presents cases of manipulated agents. 

Understanding these cases and some of their more important features is crucial to understanding 

Mele’s view, so I proceed in the same fashion.  

 Since the notion of valuing plays an important role in Mele’s cases, I clarify how he 

understands it. Mele tells us that “S at least thinly values X at a time if and only if at the time S 

both has a positive motivational attitude toward X and believes X to be good” (Mele 2006: 164). 

With regards to the “S believes that X is good,” what is meant is that “either S believes X to be 

good on balance or S believes X to be good without qualification” (Mele 1995: 115). 

                                                           
238 Strictly speaking, NFM, does not appear in either of these books. Its precursor, NF, which simply focuses on freely 
A-ing, does appear in Free Will and Luck (170). 
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The cases that Mele offers follow a common structure, a part of which is unique to his 

cases. This basic structure is as follows: there are two agents which are different in terms of their 

hierarchies of value, both of whom fulfill non-historical compatibilist conditions for free agency. 

We then get a group of scientists who, in the middle of the night, instill the value hierarchy of one 

of the agents into the other agent and proceed to erase all competing values. This provides us with 

two agents who still fulfill the nonhistorical compatibilist conditions, yet it seems as though one 

does not act freely and is not responsible for her action. I begin with the case of Ann and Beth, 

intended as an initial case to soften the reader up to the possibility of a historical condition.  

Ann is a free agent and a hardworking philosopher, putting in 10 hours of work a day and 

enjoying most of it. Her co-worker Beth is equally talented, but values many things over 

philosophy, for reasons she has endorsed on the basis of critical reflection over the years. Their 

dean wants Beth to be like Ann, so he hires some scientists to discover what makes Ann this way 

and then brainwash Beth into being like Ann. The scientists find that Ann’s hierarchy of values 

accounts for her productivity and so they instill the same hierarchy in Beth, erasing all of her 

competing values. After the procedure, Beth is very much like Ann in the relevant parts of her 

motivational structure. Beth is now industrious and enjoys her work, and, importantly, Beth’s 

critical reflection on her new values supports them; whatever critical reflection on these values she 

has, they are the ones that Ann would have. After careful reflection on these values, she 

wholeheartedly embraces them (Mele 2006: 164-5).  

 As was stipulated in the case, Ann is a free agent, and she freely does her work; but Beth’s 

case is not so clear. Although Beth fulfills popular non-historical compatibilist conditions for free 

action, it does not seem as though she does her work freely. She does her work because of her new 
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set of values, values which were instilled in her through a process which violated her autonomy. 

Mele offers a motivation for thinking that Beth does not freely do her work: 

In important respects [Beth] is a clone of Ann – and by design, not accident. Her 
own considered values were erased and replaced in the brainwashing process. Beth 
did not consent to the process. Nor was she even aware of it; she had no opportunity 
to resist. By instilling new values in Beth and eliminating old ones, the 
brainwashers gave her life a new direction, one that clashes with the considered 
principles and values she had before she was manipulated. Beth’s autonomy was 
violated. And it is difficult not to see her now, in light of all this, as heteronomous 
– and unfree – to a significant extent in an important sphere of her life. (Mele 2006: 
165-6) 

As Mele tells us, “the crucial difference is historical; free agency is in some way history-bound” 

(Mele 2006: 166). 

Having considered this case, Mele clarifies that an agent can act freely, even after some 

kind of brainwashing similar to the kind that was done to Beth. This is possible because some 

agents may be able to shed some of the implanted mental elements; they may be able to “eradicate 

the attitudes or attenuate them significantly” (Mele 2006: 167).239 To deal with this, he introduces 

the notion of practically unsheddable values: 

Insofar as (1) the conditions that would empower [the agent] to shed these values 
are beyond his control – that is, insofar as his psychological constitution precludes 
his nonaccidentally producing those conditions – and (2) the obtaining of those 
conditions independently of [the agent’s] nonaccidentally producing them is not in 
the cards, he is apparently “stuck” with the values. Any agent who is stuck in this 
sense with a value (during t) may be said to be practically unable to shed it (during 
t), and values that one is practically unable to shed may be termed practically 
unsheddable – or unsheddable, for short. (Mele 2006: 168)240 

                                                           
239 To be clear, Mele, even when considering his compatibilist view in isolation, is not committed to the claim that, 
if an agent can shed the values that lead to her action, and she fulfills all non-historical compatibilist conditions on 
free action,  then she acts freely. The feature of sheddability is mentioned as relevant for these cases, not as sufficient 
for a verdict. 
240 Elsewhere, Mele clarifies this notion, stressing that “the fact that someone cannot shed a certain value at will is 
not sufficient for that value’s being unsheddable” (2013a: 158) and that the notion of ability at use here is like one 
found in commonsense conceptions of irresistible desires (1995: 154). 
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Now consider a different case from Mele which incorporates this notion.241 Consider Pat, 

who started off as a mediocre father, even though his own father had been very good to him. Pat 

occasionally felt guilty about how little he did with or for his children, and so freely embarked on 

a program of self-improvement. His strategy involved spending more time with his kids and 

making that more pleasant for both him and the children by arranging activities that would be 

enjoyable for all of them. Another part of his strategy was to focus on his kids, their good 

properties, and their welfare as much as possible. Unlike many parents, this did not come naturally 

to Pat. After years of employing this strategy, and owing to the employment of it, Pat became a 

wonderful father. Not only are his parental values now unsheddable (for at least two weeks), they 

are such that he cannot do otherwise than make certain sacrifices for his children. Just today, he 

made such a sacrifice and took out a huge loan to pay for his daughter’s first year at an exclusive 

liberal arts college. Pat, we can think, autonomously possesses these parental values, and when he 

takes out the loan to help out his daughter, he does so freely and is responsible for the action.  

Now we should compare Pat to Paul, a selfish man who has for many years reflectively 

identified with his selfish values and is a mediocre father. Paul’s mother, without him knowing, 

hired a team of scientists to determine what makes Pat tick and then use that knowledge to make 

Paul like Pat. As they did in the case of Ann and Beth, the scientists determined that it is Pat’s 

hierarchy of values that accounts for his wonderful parental behavior, and so, while Paul slept, the 

scientists installed this hierarchy in Paul and erased all competing values. Now Paul is very much 

like Pat, having unsheddable parental values. Also, due to his new hierarchy of values, were he to 

                                                           
241 This case of Pat and Paul can be found in Mele 2006: 168-9 and 2008: 267-8. 
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critically reflect on his own values and priorities, he would conclude the same thing that Pat would 

of himself, and the reflection would fully support his new values. 

When Paul wakes up the next morning, he remembers that his daughter wanted to go to an 

exclusive liberal arts college and experiences a strong desire to take out a huge loan in order to 

help her do that. Paul is surprised by this and wonders why, all of a sudden, he cares so much about 

his daughter’s welfare and not very much about the new car he wanted. He figures that he has 

become tired of his selfish ways and he finally sees the importance of a father-daughter 

relationship. “When he carefully reflects on his values, Paul finds that they fully support a life 

dedicated in significant part to his daughter’s welfare, and he wholeheartedly embraces the idea of 

living such a life and the values that support it” (Mele 2006: 169). Later that day, Paul takes out a 

loan in order to finance his daughter’s first year in college, and due to his new parental values, he 

could not have done otherwise. 

In this story we again have two agents with very similar value hierarchies performing very 

similar actions, and while they both fulfill standard non-historical compatibilist conditions on free 

action, only one of them seems to act freely. Although we are meant to take Pat as someone who 

freely takes out the loan for his daughter, it does not seem like Paul does, and it does not seem as 

though he should get credit for doing so.  

In support of the conclusion that Paul does not freely take out the loan and does not deserve 

credit for it, Mele points out various features of the case. In fact, he gives us a diagnosis that is 

almost word for word the same as what was given for Beth: 

Paul’s own considered values were erased and replaced in the brainwashing 
process, and some of his new values are unsheddable. He did not consent to the 
process. Nor was he even aware of it; he had no opportunity to resist. By installing 
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new values in Paul and eliminating old ones, the brainwashers gave his life a new 
direction that clashes with the considered principles and values he had before he 
was manipulated. He seems heteronomous – and unfree – to a significant extent, 
and he seems to be undeserving of moral credit for taking out the loan and to lack 
moral responsibility for that deed. (Mele 2006: 169) 

Given that we have these judgments about these cases, we might want a view that can handle such 

cases and fits well with the diagnosis presented above.  

 A different case that Mele uses often to motivate a historical view of free action and 

responsibility involves two agents, Chuck and Sally.242 Chuck is a bad dude. When he was young, 

he enjoyed torturing animals, yet still had some scruples about it. Nonetheless, he valued being the 

sort of person that does as he pleases and “unambivalently rejects conventional morality as a 

system designed for and by weaklings” (Mele 2006: 171-2). In order to achieve this goal, he set 

out on a project of personal development, involving various actions and habituation. Eventually, 

he became the sort of person he is today, a person who enjoys killing people, is wholeheartedly 

behind his desires to do so, and these desires are well-integrated with the rest of his mental states. 

 Sally, on the other hand, is a very sweet person; sometimes, she is referred to as being like 

the sweetest person you know.243 One night while she was sleeping and unbeknownst to her, a 

group of neuroscientists implant in her the system of values that make Chuck tick and erase her 

own, although they keep her memory intact. She wakes up with a desire to kill her neighbor 

George, whom she had always found to be unpleasant. She is, of course, surprised by this desire; 

but after some reflection, she judges that this desire lines up with her system of values and that she 

has no reason not to kill George. So, she does. 

                                                           
242 This case, or a variation of it, can be found in 1995: 157-62, 2008: 269-70, 2009a: 166-7, 2009b: 464-5, 2013a: 
159, 2013b: 169-70, and 2016: 72-5. Sometimes, Chuck is contrasted with Beth, although this Beth is not the same 
as the one in the case of Ann and Beth. In order to avoid confusion, I stick to Sally. 
243 2009a: 169, 2009b: 465, 2013a: 164, and 2016: 77. 
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 That Sally is not responsible for killing George is quite plausible, but it is also plausible 

that Chuck is responsible for his murders.244 In order to explain this difference, we need to appeal 

to the agents’ histories; how they came to be this way. Mele has offered a new diagnosis of a case 

like this, one which is not present with the original telling of the story. This is the radical reversal 

suggestion: 

Regarding [Sally], the idea is that her pre-transformation character was sufficiently 
good that killing George was not even an option for her; and the combination of 
this fact with the fact that [Sally] was morally responsible (to a significant extent) 
for that character, facts about her history that account for her moral responsibility 
for that character, and the facts that account for her killing George suffices for her 
not being morally responsible for killing him. (Mele 2016: 77).245 

 
This suggestion helps to single out the culprits in Sally’s lack of responsibility. 

To understand what is going on in these cases, Mele invites us to consider the capacities 

for control over one’s mental life that most of us have to some degree or other.246 These capacities 

include the capacity to modify the strength of their desires in light of their normative judgments, 

bringing their emotions in line with the relevant judgments, and mastering motivation that 

threatens to produce or sustain beliefs in a way that would go against their principles for belief-

acquisition and belief-retention. Further, there is the capacity to rationally assess one’s values and 

principles, to identify with them on the basis of informed, critical reflection, and to modify them 

if the agent judges this should be done (Mele 2008: 271).247 Part of the problem with the cases of 

                                                           
244 On one variation of the case, we also have it that Sally’s good values are instilled in Chuck, who ends up spending 
a day doing various charitable deeds (2009b: 471, 2016: 74). 
245 A similar statement can also be found in 2009a: 169, and 2009b: 466-7. 
246 Mele states that ideally self-controlled agents have these capacities to an impressive degree, but that most of the 
readers of the paper in which this appears have them in some measure (Mele 1995: 166-7, 2008: 271). 
247 These types of capacities are the ones that Haji and Cuypers identify as necessary for having an evaluative scheme, 
and which need to be engaged in the acquisition of a constituent of an evolved scheme that was not part of an initial 
scheme in order for that constituent to be authentic (See subsection 2.5 of that chapter). These sorts of capacities 
may also be the ones that Fischer has in mind when he takes his view of mechanism-kind individuation in a new 
direction (see subsection 2.8 of that chapter). 
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Ann and Paul is that these capacities for control over their mental lives have been bypassed. When 

the neuroscientists do their work, they implant pro-attitudes in such a way that their acquisition 

does not engage with these capacities. 

 Mele also offers a distinction between compulsion and compulsion*, where the latter is 

compulsion that is not arranged by the agent herself (Mele 1995: 166). Combining the notions of 

the capacities for control over one’s mental life and their bypassing, as well as the notion of 

unsheddable pro-attitudes, Mele offers some conditions regarding compulsion/compulsion* and 

the possession of some pro-attitude: 

1. A sufficient condition for its being false that someone who possesses a practically 
unsheddable pro-attitude, P, is compelled to possess P. Barring compelled “innate” 
pro-attitudes, an agent who is practically unable (over a span of time) to shed a pro-
attitude P with which he strongly identifies for reasons whose possession is not 
explained by a bypassing of his capacities for control over his mental life is not 
compelled to possess P. (Mele 1995: 171) 

2.* If an agent S comes to possess a pro-attitude P in a way that bypasses S’s 
(perhaps relatively modest) capacities for control over his mental life; and the 
bypassing issues in S’s being practically unable to shed P; and the bypassing was 
not itself arranged (or performed) by S; and S neither presently possesses nor earlier 
possessed pro-attitudes that would support his identifying with P, with the 
exception of pro-attitudes that are themselves practically unsheddable products of 
unsolicited bypassing; then S is compelled* to possess P. (Mele 1995: 172)248 

1 gives us a sufficient condition for an agent’s not being compelled to possess an unsheddable (for 

some time) pro-attitude, and 2* gives us a sufficient condition for an agent’s being compelled* to 

possess some unsheddable pro-attitude.249 The relevant pro-attitudes that led Paul to get the loan 

for his daughter fail to meet 1, but rather meet 2*. With regard to the relevant pro-attitudes, Paul 

                                                           
248 This condition is a development of a previous condition presented along with 1, called 2 (Mele 1995: 171). I am 
assuming that there is an implicit parenthetical “for some time” after the “practically unable to shed” and “practically 
unsheddable.” 
249 Strictly speaking, 2* is a sufficient condition for an agent’s being compelled* to possess a pro-attitude simpliciter. 
Given that the antecedent can only be fulfilled if said pro-attitude is unsheddable (for some time), I consider my 
more specific claim innocuous. 
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is compelled* to possess them. With these notions in place, I now move on to the conditions in 

Mele’s view that are historical and intended to avoid problematic cases of mid-life manipulation. 

1.1.2 Sufficient Conditions for Free Action and NFM 

Mele offers sufficient conditions for both compatibilist and incompatibilist views. Further, 

he offers two versions of each condition, one for ideal agents, and one for normal agents like us. 

His compatibilist sufficient condition for ideal agents is: 

1a. Compatibilist sufficient conditions: Ideal-agent version. An agent A-s freely if 
he nondeviantly A-s on the basis of a rationally formed deliberative judgment that 
it would be best to A, he is an ideally self-controlled and mentally healthy person 
who regularly exercises his powers of self-control, he has no compelled or 
coercively produced attitudes, his beliefs are conducive to informed deliberation 
about all matters that concern him, and he is a reliable deliberator. (Mele 2006: 200) 

“Compulsion” here should be understood as referring to compulsion* (Mele 2006: 196, n.2). As I 

read this qualification, it applies to all four sufficient conditions for free action discussed in this 

subsection. This condition has an explicitly historical component, stipulating that the agent has no 

compelled or coercively produced attitudes. 1a will not yield the verdict that manipulated agents 

are responsible, but this may be for multiple reasons. Manipulated agents do not fulfill the 

historical stipulation in 1a, but it is also unlikely that they are ideally self-controlled. 

 Not only does it look like manipulated agents will not fulfill 1a, it is also unlikely that 

many, if any, normal agents like us will fulfill 1a. Mele offers a different sufficient condition that 

agents like us may fulfill: 

1b. Compatibilist sufficient conditions: Moderate version. An agent A-s freely if he 
nondeviantly A-s on the basis of a rationally formed deliberative judgment that it 
would be best to A, has no compelled or coercively produced attitudes that influence 
his deliberative judgment, is well informed on the topic of his deliberation, and is 
mentally healthy. (Mele 2006: 200) 
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The historical stipulation in this condition is more specific than the one in 1a. Notably, this 

stipulation does not claim that the agent has no compelled or coercively produced attitudes, it 

simply states that no such attitudes influenced the agent’s deliberative judgment. By including this 

stipulation, the view is such that, for all of the cases of manipulated agents that we have considered 

in this chapter, it will not yield the verdict that the agent acts freely, and this is because she fails 

to meet the historical condition.  

 Mele’s sufficient conditions for an incompatibilist view focus on deciding to A, rather than 

A-ing itself. By having a different focus, the range of these condition is narrower in scope than that 

of 1a and 1b.250 For ideal agents, Mele offers the following condition:  

2a. Daring soft libertarian sufficient conditions: Ideal-agent version. An agent 
freely decides to A if he nondeviantly decides to A on the basis of a rationally 
formed deliberative judgment that it would be best to A, the proximate causes of 
his decision do not deterministically cause it, and he satisfies the conditions stated 
in 1a as fully as that is possible, given that the proximal causes of his decision do 
not deterministically cause it. (Mele 2006: 201) 

One thing to note is that, although these sufficient conditions involve the stipulation that the 

proximate causes of the agent’s decision do not deterministically cause it, daring soft 

libertarianism does not require that determinism be false in order for an action to be free. For 

someone who holds this view, what indeterminism provides is the possibility of a more desirable 

kind of free action and a more desirable brand of moral responsibility (Mele 2006: 201). 

 The more moderate sufficient condition for the daring soft libertarian view is as follows: 

2b. Daring soft libertarian sufficient conditions: Moderate version. An agent freely 
decides to A if he nondeviantly decides to A on the basis of a rationally formed 
deliberative judgment that it would be best to A, the proximate causes of his 

                                                           
250 I say a narrower scope because this condition does focus on actions, but a specific type: the mental action of 
deciding. 1a and 1b plausibly apply to cases of decision-making as well, but they will also apply to actions that are 
not decisions. 
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decision do not deterministically cause it, he has no compelled or coercively 
produced attitudes that influence his deliberative judgment, he is well informed on 
the topic of his deliberation, and he is mentally healthy. (Mele 2006: 201) 

If we were to consider versions of the manipulation cases covered so far in this chapter that 

involved indeterminism in the right place, 2b would not yield the verdict that these agents act 

freely, since it includes the same historical stipulation present in 1b. 

 As mentioned above, Mele’s main goal in discussing manipulation cases is to show that 

moral responsibility and free action are historical notions. After presenting cases like that of Ann 

and Beth, or Pat and Paul, Mele presents us with a condition that he would assent to:  

NFM. An agent who performs an overt action A does not freely A and is not morally 
responsible for A-ing, if (1) he expresses unsheddable values in A-ing;251 (2) owing 
directly to those values, he could not have done otherwise than A in the 
circumstances (on a compatibilist reading of “could have done otherwise”); (3) 
those values were very recently produced in a way that bypassed his capacities for 
control over his mental life by value engineering to which he did not consent and 
are seriously at odds with autonomously acquired values of his that were erased in 
the process; (4) he retains no preexisting value that is promoted by his having the 
unsheddable values he expresses in A-ing; and (5) A is the first overt action he 
performs on the basis of his new values. (Mele 2008: 268-9)252 

If this is condition is true, then free action and moral responsibility are historical phenomena. This 

is also the sort of condition, unlike the sufficient conditions for free action, that would yield the 

verdict that some agent does not act freely and is not morally responsible for a certain action. As I 

argue in section 2, this condition will get us the right verdict in the case of Paul’s taking out the 

loan after a slight modification.  

 

                                                           
251 On Mele’s understanding of such expression, “an action A expresses a value V only if V (or its neural realizer) plays 
a nondeviant causal role in the production of A” (Mele 2008: 269).  
252 A prior version of this, NF is in Mele 2006: 170, and 2009b: 470. This version was only concerned with free action, 
whereas NFM expands into a claim about moral responsibility. Outside of this, the principles are identical. 
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2.1 NFM 

In this section of the chapter, I focus on NFM, providing some pushback on this condition. Most 

of this will involve discussion of cases that NFM does not yield a verdict for. NFM is a conditional 

with a conjunction as its antecedent. Because of its conditional nature, NFM gives a sufficient 

condition for an agent’s not freely A-ing or being morally responsible for A-ing. In order to show 

that it does not get a verdict for some agent, I need to show that the agent under consideration fails 

to meet the conjunction.253 In the first three subsections, I focus on cases involving individual 

conjuncts. If an agent fails to meet any one of the five conjuncts laid out, she fails to meet the 

conjunction, and so fails to meet the antecedent in NFM.  What I will need to do is show that the 

agents under consideration fail to fulfill this condition. When possible, I focus on the case of Paul 

or variations of it. I finish this section by considering how well the condition fares with regard to 

cases of mid-life manipulation considered in earlier chapters. 

 There is an important point to stress before I begin. In his work on these topics, Mele does 

not take himself to be providing a set of necessary or sufficient conditions for free action, or moral 

responsibility. He also does not intend to fix all of the problems that such a set of proposed 

conditions may encounter. From my reading of his work, the main point in his discussions of the 

manipulation argument is that free action and moral responsibility are historical. In presenting 

sufficient conditions for free action and moral responsibility, as well as NFM, he does not intend 

to provide a view that will yield a verdict of “free /not free,” or “morally responsible/not morally 

responsible,” for every given agent. Although I give various cases and discuss his view in light of 

                                                           
253 When I say that an agent “fails to meet” the conjunction or a conjunct, I mean that this conjunction or conjunct 
is not true of that agent. I follow this convention for brevity. 
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them, many of these will not count as objections to his view. Rather, they count as cases that the 

view does not provide us with a response to.  

Much of what I have to say about Mele’s view is not an attempt at showing that the view 

is false, and is not an attempt to show that the conditions fail to meet the goals of Mele’s project. 

Importantly, our projects diverge. I take it that an agent-focused condition is the most promising 

route for responding to cases of mid-life manipulation. I consider such conditions and 

manipulation cases for the purpose of reaching a more precise explanation of the problematic 

features of these cases, and to begin to pave the way for a condition that can handle most (or all) 

of the manipulation cases considered. To this end, I have discussed and will continue to discuss, 

cases for which the extant historical conditions do not get us the right verdict. This includes both 

cases that the views get the wrong verdict on, and cases that the views do not get us a verdict on. 

Doing so helps to get clearer on what is doing the work in undermining the responsibility of some 

victims of mid-life manipulation. This clarity should help to improve the explanations of such 

cases, which in turn sheds light on what a condition should focus on if it is going to cohere with 

these explanations as well as yield the correct verdict in the problematic cases. 

2.1.1 Conjunct 5 of NFM 

I begin this section by considering my most minor objection to NFM. This objection will 

focus on conjunct 5 of NFM, which states that “(5) A is the first overt action he performs on the 

basis of his new values.” This conjunct only says something about the agent’s first overt action on 

the basis of the implanted values, and because of this, it fails to get us the right verdict for Paul’s 

action of taking out the loan to finance his daughter’s education.  
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 In the case of Pat and Paul, the neuroscientists implant Pat’s hierarchy of parental values 

in Paul, and erase competing values. Because of this radical change, Paul decides to take out a loan 

to finance his daughter’s time at college and does so. The thought is that Paul does not freely take 

out the loan, nor is he morally responsible for it. Paul’s action of taking out the loan is not the first 

overt action that he performs on the basis of the implanted values. When Paul drives to the bank 

with the purpose of taking out this loan, for example he is performing actions on the basis of these 

values. Paul fails to meet the antecedent of NFM when he takes out the loan, given that he fails to 

meet conjunct 5.   

One might object to this point by claiming that Pat fails to fulfill conjunct 1 with regard to 

these actions but not with regard to taking out the loan. Conjunct 1, recall, states that “(1) he 

expresses unsheddable values in A-ing.” On this objection, one would claim that these actions, 

unlike Paul’s taking out of the loan, do not express his unsheddable values. Mele does not offer an 

analysis of ‘expression’ here, though he does offer a necessary condition: “an action A expresses 

a value V only if V (or its neural realizer) plays a nondeviant causal role in the production of A” 

(Mele 2008: 269). Paul’s decision to take out the loan seems to express this value, and certainly 

fulfills this necessary condition on expression.254 Paul’s taking out the loan also fulfills this 

condition. But importantly, Paul’s middle actions also fulfill this condition. 

 With a slight revision, NFM is capable of handling the case of Paul’s taking out the loan. 

Rather than focusing on the agent’s first overt action on the basis of the implanted values, we can 

change (5) to read: 

                                                           
254 I bring up the decision here to make a point, but notice that Paul’s decision is not an overt action, and so is not 
the first action that meets conjunct 5. 
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(5)* A is an overt action he performs on the basis of his new values shortly after 
acquiring them.255 

Admittedly, the addition of “shortly after” adds some vagueness to NFM. After all, it is a vague 

phrase. But, it does plausibly get us the right verdict in the case of Paul’s taking out the loan. 5* 

provides a simple solution to a simple problem, while ensuring that it gets us the right verdict in 

this case.  

2.1.2 Conjunct 2 of NFM 

This subsection takes aim at conjunct 2 of NFM, which states that “(2) owing directly to 

those values, he could not have done otherwise than A in the circumstances (on a compatibilist 

reading of “could have done otherwise”).” In the case of Paul, he cannot do otherwise than take 

out the loan, in a compatibilist sense, due to his implanted values. In order to provide a case that 

does not meet 2, I borrow from the strategy discussed in the introductory chapter that involves 

producing a manipulated agent that fulfills incompatibilist conditions when acting (parallel cases). 

A simple technique for producing such a case involves leaving an agent with two options, neither 

of which are ones that she would have even considered were it not for the manipulation.  

 Suppose that Paul, rather than deciding to take out the loan for his daughter, simply made 

the decision to finance his daughter’s time at college. This leaves open various ways of attaining 

these funds. Instead of taking out the loan, Paul could have sold one of his expensive cars, or his 

second house. Still, Paul ends up taking out the loan to finance his daughter’s time at college. We 

can suppose that Paul could not have done otherwise, in a compatibilist sense, than attain the funds 

for his daughter’s education, while still thinking that he could have done otherwise than take out 

                                                           
255 When I say “shortly after” the time I am considering is time in the agent’s mental life, not objective time. This is 
to avoid an especially strange case where we manipulate an agent, cryogenically freeze her, and unfreeze her 1000 
years later, at which point she begins to act on her implanted values. 
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the loan. In this case, which is not that far from the original, Paul fails to meet 2 of NFM with 

regard to his action of taking out the loan. Because of this, NFM does not give us a verdict 

regarding Paul’s action of taking out the loan in this case, even though he seems to lack 

responsibility and freedom with regards to this action for the same reasons as the original version 

of the case of Paul. Notably, this conclusion helps us to see that Paul’s not having the ability to do 

otherwise, in a compatibilist sense, is not crucial to the problematic nature of the original case. 

2.1.3 Conjunct 1 of NFM 

This subsection takes aim at conjunct 1 of NFM, which states that “(1) he expresses 

unsheddable values in A-ing.” A minor issue with this conjunct is that it does not state how long 

the value is unsheddable for. Recall that the notion of unsheddability has a temporal component; 

values are unsheddable for a certain amount of time. According to how Mele lays out the idea, a 

value can be unsheddable for, say, two weeks, yet sheddable within three weeks. In order to fix 

this part of the first conjunct, we can add a span of time: 

(1)* he expresses unsheddable (for a significant amount of time) values in A-
ing.256,257 

                                                           
256 I have a couple of points to make here. This revision would suggest a revision involving the same parenthetical 
for conjunct (4), which stated that: “(4) he retains no preexisting value that is promoted by his having the 
unsheddable values he expresses in A-ing.” This revision, I take it, is not as pertinent as the one for (1). What is 
important is that, for NFM as a whole, we have an idea of the time span for unsheddability. Once it is given in (1)*, 
it is plausibly implied in (4). It may also be the case that, given the context, such a parenthetical is implied in (1).  

Secondly, there may be two other interpretations of the “unsheddable” without a span of time. On one 
reading, what this means is that the values are unsheddable for any span of time. That is, for a value to be 
unsheddable, simpliciter, is for it to be unsheddable for x amount of time for any x. These sorts of values would seem 
much harder to come by, and it is not clear that Paul’s values are like this. On a different reading, when considering 
a case of action at t and some value x, leading to this action, one might interpret “x is unsheddable” as “x is 
unsheddable at t,” or a slightly broader “x is unsheddable at, or just before, t.” On this interpretation, many more 
values become unsheddable, since the process of shedding will, presumably, take some time in most cases. Given 
this, we run the risk of divorcing unsheddability from the aspect of it that focuses on such values being entrenched 
in one’s psychological constitution. 
257 Thanks to Alfred Mele for suggesting that I go with this version of the parenthetical. 
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The addition introduces some vagueness, but should be good enough for my purposes. If one wants 

a more precise span of time, one could use two weeks, the amount of time that Pat’s, and thereby 

Paul’s, parental values are unsheddable for.258  

The next point is going to rely on a point about unsheddable values, so I would do well to 

return to the discussion of those. When an agent’s value is unsheddable for a significant amount 

of time, this is because the value is a “firmly entrenched part of the valuer’s psyche” (Mele 2013a: 

155). Partly for the reason of capturing this, Mele states that: 

Insofar as (1) the conditions that would empower [the agent] to shed these values 
are beyond his control – that is, insofar as his psychological constitution precludes 
his nonaccidentally producing those conditions – and (2) the obtaining of those 
conditions independently of [the agent’s] nonaccidentally producing them is not in 
the cards, he is apparently “stuck” with the values. Any agent who is stuck in this 
sense with a value (during t) may be said to be practically unable to shed it (during 
t), and values that one is practically unable to shed may be termed practically 
unsheddable – or unsheddable, for short. (Mele 2006: 168) 

This description of unsheddable values focuses on two aspects. The first, given in (1), is a condition 

internal to the agent. To avoid confusion with other numbered conditions, I will refer to this as the 

internalist condition, or IC. IC focuses on the agent’s psychological constitution, whereas 

condition (2) focuses on external conditions that may exploit the constitution in IC. I will call this 

second condition the external condition, or EC.  

 In the case of Pat, the unmanipulated agent, Mele gives us an example of what it would 

look like for someone to fall afoul of condition EC (2005: 167-8). Suppose that, a few days after 

Pat takes out the loan, some government agents will use his parental values to convince him to 

lose those very values. If, for example, they convince him that, were he to force himself to lose 

                                                           
258 Once we put in a precise span of time, we can come up with cases that are similar yet don’t meet the condition. 
For example, suppose we have a case just like that of Paul, but where the values are unsheddable for only 13 days. 
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those values, the government would ensure that his children’s lives go well, but if he does not, the 

government would ensure that his children have terrible lives (ibid.).259 In this case, it would not 

be true that Pat’s values are unsheddable for two weeks, since he fails to meet EC. 

 Although Mele himself offers this example, this is only to elaborate on what it means for a 

value to be unsheddable (for a time). In the case of Pat and Paul, we are to assume that there are 

no circumstances like those presented by the government agents. But, let us assume that there is 

such an agent that will end up doing this to Paul, the manipulated agent, a couple of days after he 

takes out the loan. In this case, Paul fails to meet EC for his parental values. Because of this, Paul’s 

parental values, which he expresses in taking out the loan, are not unsheddable for a significant 

amount of time.260 In this version of the case, Paul does not meet 1* and consequently fails to meet 

NFM. One conclusion to take from this is that unsheddability (for a significant amount of time) of 

the pro-attitudes leading to action is not going to be essential to the explanation of what is going 

wrong with these agents.261 

2.1.4 NFM and Other Cases 

In this subsection, I consider the question of whether NFM yields a verdict in other cases 

of manipulation that have been used in previous chapters of the dissertation. There are some points 

to keep in mind while considering this question. First, it is important to remember that NFM is not 

                                                           
259 This can also be found in 1995: 153, although this is based on a slightly different case of an agent called Al. This 
variation of Al is quoted in 2013a: 155. 
260 Strictly speaking, the logical structure of the block quotation above does not allow this inference. It gives a 
conditional from 1) “an agent meets IC and EC with regard to value v” to 2) “the agent is ‘stuck’ with v,” followed by 
a conditional from 2 to 3) “v is unsheddable.” In conversation, Mele has suggested that the inference from 4) “the 
agent does not meet EC with regard to v” to ~3 is justified.  
261 Though notice that dropping EC may help to avoid the modified case presented here. Perhaps a revised version 
of unsheddability could do the trick. 
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intended to be a solution to all of these cases; it is merely intended to be a modest condition that 

seems true. Showing that NFM does not yield a verdict in these cases is not sufficient to show that 

it is false, nor is that the aim here. What it would show, rather, is that if we want a view that can 

handle these cases, we are going to need a condition that is less modest than NFM.  

 Second, Mele offers an important point in relation to this: 

Philosophical thought experiments typically are designed to elicit relatively stable 
“intuitions” that can then be used in testing various claims. On most of the issues 
central to the debate between compatibilists and incompatibilists, if the history of 
the dispute is any indication, one cannot expect to find cases that have the 
widespread intuitive clout that, for example, Edmund Gettier’s cases have 
concerning the analysis of knowledge (1963). (That partially accounts for the length 
of this chapter: various theoretical impediments to seemingly natural intuitions 
need to be uncovered and, if they deserve it, dissolved, and the cases must be 
carefully developed to circumvent a variety of worries) (Mele 1995: 144). 

It may well be the case that some, or all, of the cases I consider in this subsection are not developed 

sufficiently in order to circumvent some worries. 

 Third, the views considered in this dissertation provide details about what an agent’s 

history needs to be like, or not be like, in order to be responsible for some action. Not only do the 

views differ on the details of the history, they also differ on what part of the agent’s history matters. 

In part, this is due to the fact that the views focus on different parts of the agent for responsibility 

in general. So, for example, on Fischer and Ravizza’s view, mechanisms are one of the main 

components of the view, and the agent’s relationship with that mechanism (or its kind), as 

expressed in TR1-3 is what matters for her responsibility when it comes to manipulated agents. 

On Haji and Cuypers’s view, on the other hand, we are meant to focus on evaluative schemes and 

their constituents. There may be some significant overlap in mechanisms and schemes, such that 
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many sets of mental states can be described both as mechanisms and as evaluative schemes, but it 

is not clear whether these two notions diverge, or where they do, such that they cut different joints.  

 When a case is aimed at one or the other of these views, it will often be described in terms 

that the view uses. Because of this, it will not always be easy to see how one view, say Fischer and 

Ravizza’s view, will apply to a case that is intended to work against Haji and Cuypers’s view, and 

is stated in terms of evaluative schemes. When it comes to NFM, a central notion is that of attitudes 

that are unsheddable (for a significant amount of time). The cases that are intended to work against 

the other two views do not make mention of these types of attitudes, and in some cases it is 

plausible that, in filling out the details of the case, we can go either way, either stipulating that the 

relevant attitudes are or are not unsheddable (for a significant amount of time). Consider, for 

example, the case of Judith. In this case, the manipulators instill in her a very strong desire to 

punch her friend in the face. It is not clear whether this desire is unsheddable for a significant 

amount of time. Since this sort of detail is not fleshed out in any of the cases considered in previous 

chapters, a variation of them will fail to meet 1*, which stated that “he expresses unsheddable (for 

a significant amount of time) values in A-ing.”  

 Further, most of these cases, in their original descriptions, do not mention whether the 

agent could have done otherwise, in a compatibilist sense. As mentioned earlier, this aspect does 

not seem to be essential to Paul’s lack of responsibility. We can produce similar variations of the 

other cases in order to get the same result, by making the case such that, an agent could have done 

otherwise in a compatibilist sense, but the other option(s) are not ones that the agent would have 

considered prior to the manipulation. Consequently, these cases, or slight variations of them in the 

vein of the modified Paul case in subsection 2.2, will fail to meet 2 of NFM, which stated that 
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“owing directly to those values, he could not have done otherwise than A in the circumstances (on 

a compatibilist reading of “could have done otherwise”).” 

 As mentioned above, Mele expresses a worry with how details of cases are filled out, 

claiming that these cases need to be developed carefully in order to circumvent various worries. In 

introducing the notion of unsheddable attitudes, Mele seems to be doing so precisely because of 

this worry: “Even effective manipulation as severe and comprehensive as Beth’s might not block 

freedom in the relevant sphere. To the extent to which one can successfully counteract the 

influence of brainwashing having been a victim of it might not render any of one’s actions unfree” 

(Mele 2006: 167).262 Immediately after this, he proceeds to introduce the notion of unsheddable 

attitudes. 

 Cases of extreme manipulation cases are often used to lead to an incompatibilist 

conclusion. In discussing extreme, carefully developed, cases, and the plausibility of historicism, 

Mele is attempting to show that compatibilists have something to say about these sorts of cases. If 

the compatibilist can distinguish between these cases and cases of standard agents, then they need 

not take a hard line on manipulation cases. One of the broad aims of Autonomous Agents is to 

defend agnostic autonomism – the conjunction of agnosticism regarding the truth of compatibilism 

and the claim that there are free and morally responsible human beings.263 If both compatibilists 

and incompatibilists who agree with the claim that agents are sometimes autonomous can have it 

                                                           
262 There is a small concern with this statement which I do not develop here. Suppose that Beth cannot successfully 
counteract the influence of the brainwashing. Now consider a case where she can, and the necessary changes are 
made to the case to accommodate this. The small concern is that, in the latter case, the manipulation is either not 
as severe or not as comprehensive as it was in the former case.  
One small note: Mele does consider a version of the Beth case where the implanted attitudes are unsheddable for 
a two-week span (Mele 1995: 155). 
263 This description is actually taken from Mele (2006: 4). 
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in common that these manipulated agents are not responsible, then they are in a better position to 

stand together against those who think that no human agent is autonomous.264 I think this is a good 

strategy, and it is a good strategy for convincing more people that some form of historicism is true. 

But, once one has become convinced that historicism is true, the other, less carefully developed 

cases may become the sorts of cases that we want our view to be able to handle.   

2.1.5 A Possible Counterexample and Conjuncts 3 and 4 

In this subsection, I consider a counterexample to NFM which is a variation of the Rachel 

case considered in the chapter on Haji and Cuypers’s view. Rachel is an agent who, due to some 

natural event, has had her authentic evaluative scheme wiped. Having recognized this, a 

benevolent neuroscientist implants in her a copy of the evaluative scheme that was wiped. In this 

case, we are inclined to say that Rachel is responsible for her actions the next day.  

Consider actions that Rachel performs after the benevolent procedure that express values 

of hers that are unsheddable for a significant amount of time. Plausibly, NFM stays silent in this 

case at least in part because of conjunct (3), which states that “(3) those [unsheddable (for a 

significant amount of time)] values [that the action expresses] were very recently produced in a 

way that bypassed [her] capacities for control over [her] mental life by value engineering to which 

[she] did not consent and are seriously at odds with autonomously acquired values of [hers] that 

were erased in the process.” In the case of Rachel, there is no reason to think that the values 

expressed in these actions are “seriously at odds with autonomously acquired values of [hers] that 

                                                           
264 Mele states that “[o]n some important matters . . , compatibilist and incompatibilist believers in autonomy can 
join forces against nonbelievers. When it comes to this, the more believers have in common, the better prepared 
they will be to meet the nonbelievers’ challenges” (1995: 144-5). 
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were erased in the process.” After all, the values that are expressed in these actions are of the same 

kind as those that she had before the natural event.  

 Conjunct (3) is one of the two conjuncts of NFM that does the work in capturing radical 

reversals. If an agent undergoes a radical reversal, then she will have values that are seriously at 

odds with values that she had prior to the manipulation.265 The other condition doing this work is 

(4), which states “(4) he retains no preexisting value that is promoted by his having the 

unsheddable values he expresses in A-ing.” These two conjuncts make it so that NFM is not a 

purely procedural view, which we saw was a problem for Haji and Cuypers’s view of authenticity 

of evolved schemes and their constituents. Again, when I say that a view is purely procedural, I 

mean that the only thing that matters is the procedure by which the agent acquires the relevant 

mental states. The main issue with a purely procedural view, recall, was that it could not account 

for the asymmetry between manipulation that involves a radical reversal and a similar procedure 

which rehabilitates the agent. 

 Now we can consider a variation of the Rachel case; the case of Donna. For some time 

now, Donna has had two values that are seriously at odds with each other, v1 and v2. v1 is a value 

that she acquired in an autonomous fashion, although it is substantially weaker than v2, and there 

is never a real competition between the two. A nefarious neurosurgeon decides that he wants 

Donna to become a certain type of person, so he manipulates her and induces a radical reversal. In 

doing so, he ends up removing v2, since it competes with some of the newly implanted desires, yet 

retains v1.266 A benevolent neurosurgeon who has been chasing after our villain recognizes this 

immediately, sedates Donna, and imprisons the nefarious neurosurgeon. This neurosurgeon 

                                                           
265 This includes those that were autonomously acquired and subsequently erased in the process of manipulation. 
266 One important part of this is that she still has capacities for control over her mental life after the radical reversal. 
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decides to rehabilitate Donna to her old state. Since he uses different procedures than that of the 

nefarious neurosurgeon, the benevolent one decides to completely replace Donna’s pro-attitudes 

with copies of her pre-manipulation pro-attitudes. In doing so, he erases all of her pro-attitudes 

and implants the copies. The next day, poor Donna wakes up back to her old self, completely 

unaware of anything that occurred and performs an overt action, F, which expresses her 

unsheddable (for a significant amount of time) value which is a copy of v2, along with various 

others. In F-ing, Donna does not seem to be significantly different than Rachel when she acts after 

her rehabilitation. If Rachel is responsible for her actions, it is not clear why Donna would not be. 

 What does NFM have to say about the case of Donna? I argue that it might yield the verdict 

that she does not freely F and is not morally responsible for it, since she meets all five conjuncts. 

By stipulation, she meets 1*, which stated that “(1)* [s]he expresses unsheddable (for a significant 

amount of time) values in A-ing.” Since it is an overt action she performs soon after waking up 

after the procedure, she meets 5*, which states that “(5)* A is an overt action [s]he performs on 

the basis of [her] new values shortly after acquiring them. She also meets (3), since the copy of v2 

expressed in her F-ing is seriously at odds with v1.  

 Conjunct (4) states that “(4) [s]he retains no preexisting value that is promoted by [her] 

having the unsheddable values [s]he expresses in [F]-ing.” The relevant value that is expressed in 

F-ing is not v2, but rather a copy.267 Likewise with the other values expressed in her F-ing. Because 

of this, she meets (4). None of these values are retained throughout the procedure. Conjunct (2) 

states that “owing directly to those values, [s]he could not have done otherwise than [F] in the 

                                                           
267 This, I take it, is one of the weakest points of the case. It may well be that the correct view of value individuation 
(or the components of ‘thinly valuing’) will yield the result that this is the same value. 
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circumstances (on a compatibilist reading of “could have done otherwise”).” I see no reason to 

think that this detail could not be a part of the case.  

 If this analysis is right, Donna meets NFM and is not responsible on Mele’s view, contra 

our judgments about her. This is a minor point involving a complex case, but the result is one to 

keep in mind when considering how to formulate a view that handles cases of mid-life 

manipulation that is not purely procedural. 

3.1 Sufficient Conditions for Free Action 

In this section, I offer a counterexample to Mele’s sufficient conditions for free action and 

consider possible objections to it. Mele gives four such conditions, two compatibilist, and two 

incompatibilist. For both of these kinds, he has one for ideal agents and a more realistic one for 

normal agents. I will be focusing on the conditions for normal agents, called 1b and 2b: 

1b. Compatibilist sufficient conditions: Moderate version. An agent A-s freely if he 
nondeviantly A-s on the basis of a rationally formed deliberative judgment that it 
would be best to A, has no compelled or coercively produced attitudes that influence 
his deliberative judgment, is well informed on the topic of his deliberation, and is 
mentally healthy. (Mele 2006: 200) 

2b. Daring soft libertarian sufficient conditions: Moderate version. An agent freely 
decides to A if he nondeviantly decides to A on the basis of a rationally formed 
deliberative judgment that it would be best to A, the proximate causes of his 
decision do not deterministically cause it, he has no compelled or coercively 
produced attitudes that influence his deliberative judgment, he is well informed on 
the topic of his deliberation, and he is mentally healthy. (Mele 2006: 201) 

These conditions offer a historical component, stipulating that the agent has no compelled or 

coercively produced attitudes that influence his deliberative judgment. 
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3.1.1 A Counterexample 

I begin by focusing on the compatibilist sufficient conditions for free action laid out in 1b. 

The case I use here will be a case that I used in discussing Haji and Cuypers’s view. Remember 

Matt, who, in his earlier days of parenthood, was very much like Paul; he was a selfish man who 

had for many years reflectively identified with his selfish values and was a mediocre father. Matt, 

like Pat, freely embarked on a program of self-improvement. Over the years Matt became a 

wonderful father whose parental values were such that he could not do otherwise than make certain 

sacrifices for his daughter. Matt still has some of his selfish values, and sometimes makes decisions 

based on those values. However, when it comes to situations or decisions that Matt faces which 

have to do with his daughter, his daughter comes first, and his parental values win out. 

 Matt’s neighbor, Saul, hires a group of scientists to identify what it is about Matt that makes 

him a good father and to extinguish it. While Matt is sleeping, these scientists complete their 

project, erasing Matt’s parental values. Importantly, they do not install any new values. Since the 

scientists only erased his parental values, Matt is still capable of living a meaningful life, for he 

retained a plethora of values. When Matt awakes, he recalls his desire to buy a new car, and he 

experiences a desire to make that possible by taking out a loan for the car. He decides to take out 

a loan for this car, instead of taking out a loan to fund his daughter’s education. 

 In this case, it is easy to judge that Matt is not responsible for and does not freely act in 

taking out the loan for a new car, and this is for similar reasons as to why it is easy to think that 

Paul, and other manipulated agents, do not freely act. What was said to motivate the judgment that 

Paul does not freely or responsibly take out the loan applies to Matt as well. Like Paul, Matt’s 

autonomy is violated. He did not consent to the process of erasing his parental values, nor was he 
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even aware of it. Although he does not have new values implanted into his brain, it is still true that, 

simply by erasing some of his values, “the brainwashers gave his life a new direction that clashes 

with the considered principles and values he had before he was manipulated” (Mele 2006: 169).  

Something further can be said about Matt that cannot be said about Paul. Matt worked very 

hard to develop the parental values and to become a good parent. Matt was the kind of person 

whose parental values mostly won out over his own selfish ones and he was this kind of person 

because of the process of self-improvement that he freely initiated. He had initially seen that he 

lacked certain values that he wanted, values which would counteract the selfish values that end up 

leading him to take out the loan for his car. This is not a case of a lack of self-control, and it is not 

a case of ambivalence or competing values. The very values that Matt had worked to develop in 

order to compete, and win out, against the selfish values, are no longer there.  

Now consider the historical component of 1b: “[the agent] has no compelled or coercively 

produced attitudes that influence his deliberative judgment.” In the case of Matt, no new attitudes 

were produced; the case only involves the erasing of attitudes. Because of this, no compelled or 

coercively produced attitudes influenced his deliberative judgment. As for the other components 

of 1b - that he nondeviantly A-s on the basis of a rationally formed deliberative judgment that it 

would be best to A, that he is well informed on the topic of his deliberation, and is mentally healthy 

– there is no reason to think that Matt doesn’t fulfill these. Crucially, there is no reason to think 

that an agent like Matt couldn’t fulfill these, so we can stipulate that he does. Given this, the case 

of Matt is a counterexample to 1b. 

Using a familiar strategy, we can produce a parallel version of this case, yielding a 

counterexample to the incompatibilist sufficient conditions as well. The two main differences, for 
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our purposes, between the compatibilist and daring soft libertarian sufficient conditions are that 

the latter are concerned with decisions, a subset of actions, and that the proximate causes of his 

decision do not deterministically cause it. In order to avoid ambiguity, I will use “C-Matt” to refer 

to the Matt in the original case, and “L-Matt” to refer to the Matt in the case I am about to present. 

Using a strategy similar to what was used with the case of Paul in 2.2, we can open up the options 

so that L-Matt has more options than C-Matt does. In this variation of the case, L-Matt decides to 

take out a loan to buy a Mercedes-Benz, but it was open to him, in the relevant sense, to decide to 

take out a loan for the more expensive Porsche instead. If one accepts that C-Matt was not 

responsible for, nor did he freely, take out the loan for the car, it seems as though one would think 

the same of his decision to do so. If one thinks that C-Matt was not responsible for, and did not 

freely, decide to take out a loan for a car in the original case, it seems as though the same judgment 

applies to L-Matt’s decision to take out the loan for the Mercedes-Benz. Notice that, all of the 

motivations provided earlier for thinking that Beth does not freely do her work, Paul does not 

freely take out the loan for his daughter’s education, and C-Matt does not freely take out the loan 

for the car apply to L-Matt’s decision to take out a loan for the Mercedes-Benz. 

3.1.2 Indifference 

When presenting this case to others, I have been confronted with an objection which I 

would be remiss to mention here.268 For the purposes of this objection, the difference between C-

Matt and L-Matt are irrelevant, so I focus on the simpler case of C-Matt, and return to referring to 

him as “Matt.” The objection goes along these lines: I am wrong in claiming that Matt has no 

                                                           
268 I am grateful to Taylor Cyr, Piers Rawling, and David McNaughton for pressing me on this. I am also grateful to 
Alfred Mele and Randolph Clarke for helpful discussions about it. 
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compelled or coercively produced attitudes that influence his deliberative judgment. It is stipulated 

as part of the case that the scientists only erase, and do not produce, any new attitudes; but one 

might think that the process of erasing Matt’s pro-attitudes towards his daughter ended up 

producing, at the very least, an attitude of indifference towards her. If this is right, then it looks 

like Matt does have a compelled or coercively produced attitude.269 

 One easy fix to this problem would be to ensure that the neurosurgeon, after erasing the 

pro-attitude and thereby producing the attitude of indifference, then goes on to erase this attitude 

of indifference. If this process is successful, then we can avoid the worry of Matt’s having a 

compelled or coercively produced attitude. But this may not appease many. Whether this could be 

done will depend on the reasons one has for thinking that the attitude of indifference was produced. 

 Perhaps an objector may be thinking that for any entity p, agents have either a pro-attitude, 

con-attitude, or attitude of indifference towards p. On this view, even if the neurosurgeon could 

erase the attitude of indifference, it would be instantly replaced. This is a fairly strong view, one 

which would need to be motivated. Rather than try to respond to this view, I would simply ask that 

the objector explain the motivations for the view, although one concern with the view is that it 

produces too many attitudes. On this view, I have one of these three attitudes towards every object 

in existence.   

 Perhaps, instead, the objector may offer a more modest claim. Rather than thinking that an 

agent has one of these three attitudes towards any p, the agent instead has one of these three types 

of attitude for any p that the agent is considering.270 On this view, Matt has an attitude of 

                                                           
269 Even if he does have this attitude, whether it influences his deliberation is another matter which I will not take 
up here. It is not clear to me how it would influence the deliberation, were it to exist. This would be another part of 
the objection that needs to be developed. 
270 Thanks to Alfred Mele for pressing me on this option. 
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indifference toward his daughter, given that he is considering her when he decides to take out the 

loan. One simple fix to this would be to ensure that Matt doesn’t think of his daughter while 

deliberating.271  

Another version of the objection could rely on the claim that an agent has one of these 

types of attitudes for any p that she has considered. This may produce some issues akin to those 

that the strongest version faced. There are surely many entities that I have considered and have 

completely forgotten about. On this version of the view, I have attitudes towards those entities.  

Although the responses I gave provide reasons against the motivations for the objection, 

one might still think that they are not satisfactory. For this reason, I offer some further general 

points that should help my case. First, it is not clear what such an attitude would look like. 

Consider, for example, desires. We can easily think of desires that count as pro-attitudes. Matt may 

have had a pro-attitude towards his daughter when he had a desire that she do well in school, or 

when he had a desire that she will have a happy life. We can see what a con-attitude might look 

like in terms of desires as well. Saul’s neighbor had a desire that his mother and daughter stop 

pestering him about his dereliction of his fatherly duties when he desired that they not say certain 

things, or treat him in certain ways. It is not clear that we could understand an attitude of 

indifference in terms of desires. What would it be a desire for? It looks like the better diagnosis, at 

least in terms of desires, would be that Matt lacks a desire regarding his daughter. 

 A different point is that in cases like that of Matt, the claim that he lacks an attitude is likely 

better than the claim that he has an attitude of indifference, in terms of ontological economy. It is 

                                                           
271 One way of doing this might be to erase those things about Matt that would make her come to mind during his 
deliberation. 



202 
 

not clear in what sort of case the positing of an attitude of indifference towards p does any better 

in terms of explanation than a lack of an attitude towards p would. If there isn’t such a case, then 

it looks like an ontology which doesn’t posit attitudes of indifference towards p but rather relies 

on lacks of attitudes towards p has a simpler, preferable ontology. 

4.1 Conclusion 

Mele’s discussion of mid-life manipulation cases offers an explanation of what is going on 

in the extreme cases he presents, a partial conceptual framework for explanations of such cases, 

and three conditions that are relevant to such cases. In section 2 I discussed NFM, Mele’s sufficient 

condition for not freely A-ing and not being responsible for A-ing. Although this modest condition 

is intended to be a plausible condition belief in which would commit one to a historical view of 

responsibility, I offered some amendments that would convert it into a principle that gets us the 

right verdict on a case that Mele considers. I also presented variations of this case that the principle 

would not get us the right verdict on. Doing so helped to show that certain features of the case, for 

example, that Paul could not do otherwise in a compatibilist sense, need not feature in an 

explanation of why Paul is not responsible for taking out the loan. I also presented a potential 

counterexample to NFM.  

 In section 3, I focused on 1b and 2b, Mele’s compatibilist sufficient condition for freely A-

ing and incompatibilist sufficient condition for freely deciding to A, respectively. I presented a 

counter-example to these conditions, one which seems to apply to Haji and Cuypers’s view.272 In 

the next chapter, I discuss manipulation cases in general and considerations regarding how to go 

                                                           
272 Though whether it applies to both versions of the authenticity condition or just to one of them is unclear, as I 
discuss in the previous chapter. 
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about producing an explanation of why victims of mid-life manipulation, in standard cases, are not 

responsible for their actions. 
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CHAPTER 5 

 

CONCLUSION 

 

 
The last three chapters have been dedicated to an evaluation of the extant agent-focused 

views. In this chapter, I lay out the groundwork for a new one. In section 1, I discuss cases of mid-

life manipulation that undermine the agent’s responsibility for an action and the features of an 

agent-focused view that can help to handle these cases. In section 2, I consider less extreme cases 

of manipulation. The views considered so far have focused on getting it right when it comes to the 

extreme cases of manipulation presented against the compatibilist. Using the lessons learned from 

this, I begin to lay out the contours of a view that can accommodate such cases of weaker 

manipulation. Finally in section 3, I lay out brief descriptions of areas for future work related to 

the project of this dissertation. The details of a satisfactory agent-focused view, I suggest, will 

depend on some of the answers to the questions discussed here. 

1.1 Extreme Manipulation 

1.1.1 Cases to Consider 

In my first chapter, I introduced a partial classification of cases and discussed what they 

might show about manipulation arguments and responses to them. Cases of the original design 

variety are ones in which the manipulator does all of her work prior to the victim’s becoming a 

moral agent. Cases of mid-life manipulation, on the other hand, involve a radical change in an 

already developed agent. Cases of blind forces involve similar effects on a victim without the 
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presence of a manipulator. These three cases help to show the virtues and vices of different soft-

line responses to manipulation arguments.  

Agent-focused views are intended to solve cases of mid-life manipulation, both standard 

and blind force versions. These views reach their limits when confronted with cases of original 

design. In such cases, what goes on inside the victim, from the moment she becomes a moral agent 

to the moment of the relevant action, is identical to what goes on inside an agent that is not 

manipulated and is responsible. Given this, agent-focused views will not have the resources to 

explain the lack of responsibility in cases of original design. Manipulator-focused views do have 

such resources. These views will generally be able to handle cases of original design by appealing 

to the presence of the manipulator. This sort of explanation will also be able to handle cases of 

mid-life manipulation that feature manipulators as well. Given that the manipulator plays a central 

role in their explanation, these views are unable to handle blind force variations of mid-life cases.  

I also presented parallel cases. These sorts of cases are like the standard cases, yet do not 

involve determinism. Moreover, they are designed to have indeterminism in just the right place 

such that the agents in them fulfill standard incompatibilist conditions on responsibility. I outlined 

some issues with attempting to provide a parallel version of an original design case, but showed 

that a parallel case of mid-life manipulation can be created. This shows us that, at the very least, 

cases of mid-life manipulation can be problematic for the incompatibilist as well (including blind 

force variations). This helps to broaden the interest in an agent-focused view, and allowed me, for 

the purposes of this project, to drop the compatibility debate altogether. 

In discussing agent-focused views, more types of cases have come up. One type of case is 

a case of benign manipulation. The manipulation in this sort of case involves a change in some 
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mental component that is irrelevant to the action being considered. Recall, for example, the case 

of Jackie, a variation of the Judith case, in which Judith (and Jackie) had implanted in her a strong 

desire to punch her friend in the face. I added a detail to that case to show the problem of benign 

manipulation.273 While Jackie is in the coffee shop waiting for her friend, she is emailing a 

different friend to congratulate her. When it comes to Jackie’s action of emailing her friend, it 

looks like she is still responsible for such an action, and the fact that she had a desire implanted in 

her should not affect responsibility for her action of writing the email.274 With regard to this action, 

the manipulation is benign. This case puts limits on how one develops an agent-focused view. For 

Fischer and Ravizza’s view, this consideration puts a limit on how broadly they can individuate 

mechanisms and/or their kinds. If they go too broad, they risk running into the problem of benign 

manipulation. Haji and Cuypers have a similar issue regarding evaluative schemes and their 

individuation. One of the conclusions of that chapter was that we should keep this issue in mind 

when revising their view. Mele’s view, on the other hand, does not face this problem. His sufficient 

conditions for free action, as well as his sufficient condition for an agent’s not acting freely or 

responsibly focus on pro-attitudes that play a role in the production of the action, and do not include 

claims about such pro-attitudes that are irrelevant to the action at hand. 

A different type of case discussed is what can be called a restoration case. The case of 

Chum is a case like this.275 In this sort of case, the agent suffers some sort of brain damage (a 

                                                           
273 A version of this type of case was discussed in relation to Fischer and Ravizza’s view in section 2.6 of chapter 2, 
and throughout later on. They were also discussed in relation to Haji and Cuypers’s view in subsections 2.8 and 4.4 
of chapter 3. 
274 Given that this case was simply a modification of a previous case, one might think that “benign manipulation” 
need not refer to a type of case but rather the question we ask about a case. Which diagnosis is the appropriate one 
is not relevant to my concerns here.  
275 The case of Chum was discussed in relation to Fischer and Ravizza’s view in subsection 2.4 of chapter 2. A different 
case of restoration, the case of Rachel, was used in relation to Haji and Cuypers’s view in subsection 4.2 of chapter 
3. The case of Donna, another restoration case, was used in relation to Mele’s view in subsection 2.5 of chapter 4. 
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lesion in his brain), or suffers standard manipulation, such that he undergoes some form of radical 

reversal. Then, a neuroscientist, using a similar procedure, reverses the damage to restore the agent 

back to his former self. Plausibly, when Chum wakes up after the restoration surgery, he is 

responsible for his actions, as he was prior to the development of the lesion in his brain.276  This 

sort of case helps to test agent-focused views by putting further limits on them. If the view is such 

that it yields the verdict that restored Chum is not responsible for his actions, then there seems to 

be a problem with the view. One upshot of this is that a view must not be purely procedural. The 

right view will take into account more than just the procedure by which the agent acquires a 

mechanism, scheme, or pro-attitude. This was a problem faced by one version of Fischer and 

Ravizza’s view, and by Haji and Cuypers’s view. Mele’s sufficient condition for not A-ing freely 

or responsibly is not purely procedural and avoids this issue, although it may confront an issue 

with a specific type of restoration case.277  

Another case I offered was the case of Matt; and we can call this sort of case an erasing 

case. An erasing case is a mid-life case which results in a radical reversal, but without implanting 

any new pro-attitudes. This posed problems for Haji and Cuypers’s view since, on their view, all 

of the elements that Matt acts from are authentic elements, and, depending on how we individuate 

schemes, the scheme leading to his action is an authentic one. This sort of case also posed problems 

for Mele’s view, since, according to his sufficient conditions for free action, an agent like Matt 

                                                           
276 On some versions of Chuck and Sally, we get this feature as well. In some versions, Sally (or Chuck) is her (or his) 
normal self one day, and is manipulated overnight. On the second day, she (or he) performs the bad (or good) action, 
and the manipulation is then reversed on the second night. On the third day, she (or he) is risen, and is back to her 
(or his) normal self. Cinderella cases like this also have the restoration component, although the focus has been on 
the actions of the second day, not the third. 
277 Recall the case of Donna in subsection 2.5 of chapter 4, which was a restoration case aimed at NFM. The historical 
component of Mele’s sufficient condition for A-ing freely, on the other hand, is purely procedural. Given that this 
condition is merely a sufficient condition, it will simply not yield a verdict in the case of restored Chum.  
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freely takes out the loan for his new car. Whether this sort of case would pose a problem to Fischer 

and Ravizza’s view is unclear, we would need to know how we are to individuate mechanisms and 

their kinds. It may be that the mechanism that Matt acts from when he takes out the loan is of a 

different kind than any mechanism he has previously taken responsibility for, since it is missing 

pro-attitudes that were components of previous mechanisms.278 This sort of case showed that a 

view should not simply focus on how pro-attitudes, or groups of them, are produced. I return to 

erasing cases in subsection 1.3. 

Finally, there are instant agents. These sorts of cases involve full-fledged agents who are 

produced instantaneously and perform some action or other soon after. If it turns out that these 

sorts of agents are morally responsible for the actions they perform shortly after being created, 

then a positive agent-focused view which requires that the agent have a specific sort of history in 

order to be responsible for her action will face a problem with this sort of case. Fischer and 

Ravizza’s view has this sort of requirement. By requiring that the agent have previously taken 

responsibility for a kind of mechanism before she is responsible for actions that flow from it, they 

require that the agent have a past in order to be responsible for her action. Haji and Cuypers’s 

view, and Mele’s view, on the other hand, are negative. They do not require that an agent have a 

certain sort of history in order to be responsible for an action, they merely require that she not have 

had a certain sort of history. I do not have a stance on cases of instant agents, and I do not know 

how important this aspect of a view is. In order to be safe, I will focus on a negative condition 

unless the need for a positive condition arises. 

                                                           
278 Plausibly, the mechanism that he acts from when he takes out the loan is similar, in important respects, to the 
mechanisms he would act from before he underwent his project of self-improvement. If this is enough to be of the 
same kind, then the problem may arise for Fischer and Ravizza’s view.  
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1.1.2 The Target of the View 

When designing a view or deciding which one to accept, one thing to consider is the target 

of the view. Although all of the views discussed here require, in order for an agent to be responsible 

for an action, that there be a certain sort of history or lack thereof, they differ on what has to have 

this certain type of history, or lack thereof. When I am talking about the target of the view, I mean 

whatever, specifically, it is that needs to have a certain history, or lack thereof, in order for the 

agent to act freely and/or responsibly. The targets of Fischer and Ravizza’s view are mechanisms, 

which I interpret as groups of states and events. Which events and which states depends on how 

we individuate mechanisms, but mechanisms will include desires, beliefs and intentions. The 

targets of Mele’s view are more specific, focusing on particular pro-attitudes that lead to an action. 

Haji and Cuypers offer a combination of these two. Their view focuses on schemes and their 

constituents. Schemes turn out to be groups of various things, including beliefs and pro-attitudes. 

The constituents that they tend to discuss are pro-attitudes, such as values and desires. 

 One issue that arises for views whose target is groups involves the individuation of these 

groups (or their kinds). Fischer and Ravizza’s view faces problems when we begin to ask how we 

are to individuate mechanisms or their kinds. Deciding which one is the relevant one, and whether 

one of the mechanisms leading to action is of a certain kind turns out to be crucial for whether the 

view can handle some cases of manipulation. Similar considerations apply to the part of Haji and 

Cuypers’s view that focuses on schemes. Given that an agent can have various evaluative schemes 

at a time, and that there can be overlap in the constituents of these schemes, deciding which scheme 

is the relevant one for the agent’s action is necessary for determining whether an agent fulfills the 

authenticity condition, or at least, the version of that condition that revolves around schemes.  
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 Figuring out how to produce a view that individuates these groups in a satisfactory way is 

fairly complicated. This project is further complicated by the possibility of benign manipulation. 

Fischer and Ravizza’s view faces another worry given that the individuation of mechanisms and 

their kinds plays a critical role in another component of their view, namely reasons-responsiveness. 

Given these complications, I think it best to work towards a view that focuses on particular pro-

attitudes unless the need for groups arises.  

1.1.3 Erasing Cases and Revisions 

The case that was problematic for Mele’s sufficient conditions for freely A-ing (or deciding 

to A), Haji and Cuypers’s view, and potentially for Fischer and Ravizza’s view was the erasing 

case. I will here focus on the views presented by Mele and Haji and Cuypers. Revisions for these 

views may help guide the development of Fischer and Ravizza’s view in a way that avoids the 

problematic nature of these cases (if it turns out to be problematic for their view). The problematic 

feature of this case was that, although it involved a radical change in the agent, there are no new 

pro-attitudes leading to Matt’s action.279 Given that these views focus on the production of pro-

attitudes, they do not, as stated, have the resources to handle this sort of case. But we can attempt 

to identify the problematic feature and offer a revision.  

In some sense, Matt’s selfish pro-attitudes that are involved in his deliberation leading to 

his action are not changed at all. But, in another sense, they were changed. The strength of these 

pro-attitudes, relative to competing pro-attitudes, changed. This is one of the main features of the 

case, that it involves a strong shift in the role played by certain pro-attitudes in deliberation. This 

                                                           
279 And for Haji and Cuypers, there is the potential worry that the action flows from an authentic scheme that is 
numerically identical to a previously held authentic evolved scheme. 
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suggests what we can focus on in revising these views. On this revision, the view would focus on 

changes in the strength of pro-attitudes (relative to competing pro-attitudes) rather than their 

production. The challenge is in singling out the relevant sorts of changes. 

Before moving on to revisions, the target of the view should be refined and explained. I 

suggest that the problematic aspect of such a case, one that it shares with the other cases of mid-

life manipulation we have considered, is that the action is the result of pro-attitudes that have 

changed recently. The change is one that occurred in a way that bypassed the agent’s capacities 

for control over her mental life. Further, the change was in the strength of these pro-attitudes 

relative to pro-attitudes that the agent was not compelled to possess shortly before the change 

occurred, we can call these latter sorts of attitudes NCP-pro-attitudes. The important change 

involves changes in strength relative to NCP-pro-attitudes for which the following counterfactual 

is true: were the agent to have these NCP-pro-attitudes at the time of deliberation, they would 

compete with the pertinent pro-attitudes in this context. Finally, the changes I will be concerned 

with are not changes that resulted in a complete reversal of a previous change that similarly 

bypassed an agent’s capacities for control over her mental life. Call changes that fit this description 

U-changes, and pro-attitudes that have undergone this change U-attitudes. 

There are a few points to make about how to understand these claims. First, I am using 

“change” in a broad sense. Specifically, the production of a pro-attitude is to be considered a 

change in the strength of that pro-attitude relative to competing desires. On this reading, the 

implantation of pro-attitudes in standard cases of mid-life manipulation will count as such changes. 

Further, the counterfactual involving the NCP-pro-attitudes, claiming that were the agent to have 

these pro-attitudes at the time of deliberation, they would compete with the pertinent pro-attitudes, 

should be understood in a way such that, if these NCP-pro-attitudes remain after the change, and 
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they compete with the pertinent pro-attitudes in this context, then the counterfactual is true. When 

it comes to the notion of competition, I am relying on an intuitive sense of the term, though I can 

offer what, at first glance, seems to be a sufficient condition for two pro-attitudes to compete in a 

context: two pro-attitudes compete in a context of deliberation if they recommend, in that context, 

different actions or omissions that are incompatible.280 Finally, when I mention attitudes that the 

agent is not compelled to possess, I am understanding this in the way that Mele understands 

compelled* possession of a pro-attitude.281   

Since the change being considered is a change of relative strength that one attitude has to 

another, a change in either will result in a change of the relative strength of both to each other. By 

limiting the relative strength to pro-attitudes that would compete with the pertinent pro-attitudes 

in this context, the contrast class is limited to pro-attitudes that would be relevant in this context, 

thereby helping to avoid a difference in relative strength simply due to a change in a pro-attitude 

that is irrelevant to the action at hand.282 By limiting the contrast class to NCP-pro-attitudes that 

were possessed shortly before the change, I intend to exclude from consideration NCP-pro-

attitudes that were possessed at some time yet autonomously rejected by the agent prior to the 

change. By restricting the class of changes to those that did not result in a complete reversal of a 

                                                           
280 Things get difficult when it comes to standing, as opposed to occurrent pro-attitudes. I will be adopting an 
understanding of standing pro-attitudes corresponding to the notion of standing desires, intentions, and beliefs 
offered in Mele 2007: 737. On this view, standing pro-attitudes are “wholly constituted by dispositions of certain 
kinds to have corresponding occurrent” pro-attitudes. (Mele does not here offer this understanding of standing pro-
attitudes). Consider an NCP standing desire to p that an agent possessed prior to the change. If it turns out that, 
were the agent to have this standing desire to p at the time of deliberation regarding the pertinent action, it would 
produce an occurrent desire to p, and this occurrent desire to p would compete with the pertinent pro-attitude in 
the context of this deliberation, then the standing desire to p would compete with the pertinent pro-attitude as well. 
Thanks to Alfred Mele for pressing me to consider the distinction between standing and occurrent desires. 
281 This notion was introduced towards the end of subsection 1.1 of chapter 4. 
282 Were it simply to focus on NCP-pro-attitudes that were possessed shortly before the change that would compete 
with the pertinent pro-attitudes, one would risk bringing in pro-attitudes that are not relevant to the action at hand, 
but would be relevant and compete in a different context. Since the change involves relative strength between pro-
attitudes, a change in either will likely result in a change in the strength of both, relative to each other.  
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previous change that similarly bypassed the agent’s capacities for control over her mental life, we 

exclude the sorts of changes that occur in the cases of Chum, Rachel, and Donna.  

We can make use of the notion of U-attitudes to help revise the views of Mele and Haji 

and Cuypers. Consider Mele’s sufficient conditions: 

1b. Compatibilist sufficient conditions: Moderate version. An agent A-s freely if he 
nondeviantly A-s on the basis of a rationally formed deliberative judgment that it 
would be best to A, has no compelled or coercively produced attitudes that influence 
his deliberative judgment, is well informed on the topic of his deliberation, and is 
mentally healthy. (Mele 2006: 200) 

2b. Daring soft libertarian sufficient conditions: Moderate version. An agent freely 
decides to A if he nondeviantly decides to A on the basis of a rationally formed 
deliberative judgment that it would be best to A, the proximate causes of his 
decision do not deterministically cause it, he has no compelled or coercively 
produced attitudes that influence his deliberative judgment, he is well informed on 
the topic of his deliberation, and he is mentally healthy. (Mele 2006: 201) 

The historical component of these conditions was the conjunct stating that  

P: He “has no compelled or coercively produced attitudes that influence his 
deliberative judgment.”  

This turns out to be true of Matt. What is not true of Matt is  

C1: He has no U-attitudes that influence his deliberative judgment.283  

A simple revision of 1b and 2b would involve replacing P with C1 in their formulation. 

 A similar revision is available for Haji and Cuypers’s view. On this view, Matt fulfills the 

version of the authenticity condition focused on constituents of schemes, and possibly the version 

                                                           
283 There is something worth noting which I will not delve into deeply. Consider a case where a person has the 
strength of one of her pro-attitudes changed (relative to competing pro-attitudes) as a result of coercion or 
compulsion, yet the agent has come to accept, and autonomously possess this pro-attitude. Assuming that all of the 
other conjuncts of either 1b or 2b are fulfilled, this may be a case where the agent does freely A, yet the sufficient 
conditions would not yield this result. This possibility was already present in the original formulation, though 
restricted to cases where the pro-attitude has been produced in such a way. 



214 
 

focusing on the authenticity of schemes.284 If a revision were made such that the constituents (or 

at least some of them) from which Matt’s action flows are not authentic, and similarly for the 

scheme, then Haji and Cuypers could avoid this conclusion. Recall their conditions for the 

authenticity of evolved scheme and their constituents:  

ES: An evolved evaluative scheme is authentic at time t if and only if it is a scheme 
resulting from acceptable modifications to a scheme possessed by S prior to t that 
is responsibility-wise authentic. 

ESA: A constituent of an evolved evaluative scheme that has been acquired after a 
time at which the agent had her initial evaluative scheme is authentic if and only if 
its mode of acquisition did not bypass all of that agent’s capacities for deliberative 
control which she had in virtue of elements constitutive of her authentic scheme. 

On their view, whether a modification is acceptable depends on what it takes for a constituent to 

be authentic: whether its mode of acquisition bypassed the agent’s capacities for deliberative 

control.285 A slight modification here should help. For ESA, what needs to be revised is the right 

side of the bi-conditional: 

A: its mode of acquisition did not bypass all of that agent’s capacities for 
deliberative control which she had in virtue of elements constitutive of her authentic 
scheme. 

Compare this to: 

C2: it has not undergone U-changes. 

Replacing A with C2 in ESA will be sufficient to yield the result that Matt’s action flows from 

inauthentic constituents of his evaluative scheme. Consequently, he fails to meet the authenticity 

condition requiring that the agent act from authentic constituents. We can make a similar 

modification on what it takes for a modification of an evolved scheme to be acceptable. Whether 

                                                           
284 And, by stipulation, the other three conditions they place on moral responsibility. 
285 These capacities were the capacities that I, following Mele, have been referring to as the capacities for control 
over one’s mental life. In describing them, Haji and Cuypers quote Mele’s description of these capacities. 
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this change will help is not clear. In part, this is because it is not clear how we are to individuate 

schemes. As I argue in subsection 4.4 of that chapter, it is plausible that, although Matt’s overall 

scheme underwent changes that suffice to make it inauthentic, there may still be another scheme 

that is identical to a previously held authentic scheme. If so, Matt may still meet the version of the 

authenticity condition focusing on schemes, since his action flows from an authentic scheme. 

2.1 Moderate Manipulation 

In this section, I discuss cases that involve manipulation that is not as extreme as the sorts 

found in standard cases of mid-life manipulation. I argue that handling both the cases of extreme 

manipulation and these cases of moderate manipulation will present difficulties for an attempt to 

provide a necessary condition on responsibility for an action that is intended to get the right verdict 

for cases of mid-life manipulation. I end with a subsection discussing the features of an agent-

focused view that will be able to explain what is going on in all of the cases discussed. Although 

I give an outline of this view, and the explanation that it can offer, I will not present a complete 

view. In the third section, I discuss various questions to be explored, the answers to which can help 

to refine the explanation. I begin by discussing the first case of Pereboom’s four-case argument, 

as I promised in Chapter 1. This discussion will help to lead into a discussion of moderate 

manipulation and the degrees to which it can mitigate responsibility for an action. 

2.1.1 Plum 1 Revisited 

Pereboom’s four-case argument starts with a case that was a modification of previous 

versions of it. The reason for the modification was that it was intended to avoid the objection that 

Plum is not responsible because “he is too disconnected from reality, or because he himself lacks 
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ordinary agential control, or because he is not an agent at all” (2014: 76).286 Pereboom provides a 

list of features of all four cases, including the following: 

- Plum decides to murder White for the sake of some personal advantage, 
- Plum succeeds in doing so, 
- The action under consideration is Plum’s decision to kill White, 
- This is a basic mental action, 
- This action is not out of character; for Plum, selfish reasons weigh heavily (too 
heavily from a moral point of view), 
- The desire that motivates him is not irresistible, 
- Plum’s effective desire to murder White conforms appropriately to his second-
order desires for which effective desires he will have,  
- Plum’s desires can be modified by, and some of them arise from, rational 
consideration of his reasons, 
- Were Plum to think that the negative consequences for his action would be more 
severe than he expects them to be, he would not have so decided, 
- And Plum has the general ability to grasp, apply, and regulate his actions by moral 
reasons. (Pereboom 2014: 75)  
 

Case 1 of the argument is as follows: 

Case 1: A team of neuroscientists has the ability to manipulate Plum’s neural states 
at any time by radio-like technology. In this particular case, they do so by pressing 
a button just before he begins to reason about his situation, which they know will 
produce in him a neural state that realizes a strongly egoistic reasoning process, 
which the neuroscientists know will deterministically result in his decision to kill 
White. Plum would not have killed White had the neuroscientists not intervened, 
since his reasoning would then not have been sufficiently egoistic to produce this 
decision. But at the same time, Plum’s effective first-order desire to kill White 
conforms to his second-order desires. In addition, his process of deliberation from 
which the decision results is reasons-responsive; in particular, this type of process 
would have resulted in Plum’s refraining from deciding to kill White in certain 
situations in which his reasons were different. His reasoning is consistent with his 
character because it is frequently egoistic and sometimes strongly so. Still, it is not 
in general exclusively egoistic, because he sometimes successfully regulates his 
behavior by moral reasons, especially when the egoistic reasons are relatively weak. 
Plum is also not constrained to act as he does, for he does not act because of an 
irresistible desire – the neuroscientists do not induce a desire of this sort. (Pereboom 
2014: 76-7) 

                                                           
286 The criticisms Pereboom is concerned with can be found in Baker 2006, Demetriou 2010, Fischer 2004, and 
Mele 2005. 
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For this case, we are supposed to get the intuition that Plum is not responsible for his decision to 

kill White. 

 An issue with this case is that it is not clear that Plum is not responsible for his decision. 

In this case, the neuroscientists 

[press] a button just before he begins to reason about his situation, which they know 
will produce in him a neural state that realizes a strongly egoistic reasoning process, 
which the neuroscientists know will deterministically result in his decision to kill 
White. Plum would not have killed White had the neuroscientists not intervened, 
since his reasoning would then not have been sufficiently egoistic to produce this 
decision. 

On its own, this might make one lean towards the claim that Plum is not responsible for his 

decision. But, there are various factors in the case that weaken this inclination. For example, this 

action is not out of character, the desire that motivates him is not irresistible, this desire conforms 

to his second-order desires, and his reasoning is reasons-responsive. As Michael McKenna (2017: 

579) points out, this case is weaker than previous iterations. McKenna asks us to suppose that  

the manipulator selected a moment for intervention in which the cause introduced 
is no different in any relevant respect than the way that, for instance, a momentary 
alteration in attention due to bad digestion might affect someone’s deliberation or 
subsequent decision, or a quick spike in blood sugar, or an unexpected remark about 
one’s abusive father. (2017: 579) 

Given these considerations, it is not clear that many would get the intuition that Plum is not morally 

responsible in Case 1, especially after comparing it to, as Pereboom asks us to (and McKenna 

presents), a case just like it that does not involve a manipulator. 

 I am hesitant to come down on a verdict about Case 1 because it is under-described in 

important respects. McKenna’s considerations offer one way of interpreting the case, but it is not 

clear that this is how it should be interpreted. The degree of manipulation involved can vary, 

depending on how we interpret certain features. Here I consider a few features of the case that 
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leave room for interpretation. When I point out that there are different interpretations of certain 

features, I am not claiming that the difference in the interpretations would result in a difference in 

whether Plum is responsible, although they may still be relevant to the degree of Plum’s 

responsibility. It may also be the case that a combination of different interpretations of different 

features would make a difference to Plum’s being responsible, or the degree to which he is 

responsible. Discussing the ways that these features can differ helps to point out how different 

degrees of manipulation can affect responsibility differently. 

First, the claim that the decision is not out of character for Plum is unclear. Pereboom offers 

this stipulation twice, and both times it is qualified. First, he claims that this decision is not out of 

character for Plum in all four cases: “it is not out of character, since for Plum it is generally true 

that selfish reasons weigh heavily – too heavily when considered from the moral point of view” 

(2014: 75). The second claim is included in the description of the case itself: “his reasoning is 

consistent with his character because it is frequently egoistic and sometimes strongly so” (2014: 

77).287 Here I consider different ways of understanding an action as being in line with someone’s 

character.288  

On one reading, all that is meant by “in line with his character” is that Plum’s reasoning 

was egoistic, and his reasoning is normally egoistic. This does not tell us much. I will call this the 

thin reading of “in line with his character.” We all know people who often reason egoistically, yet 

we would not expect them to decide to kill someone. It would take something much more drastic 

                                                           
287 The first statement quoted here is about the action not being out of character, the second about the reasoning 
instead. I take it that a statement about the decision not being out of character can be understood in terms of the 
reasoning process that led to it. 
288 Pereboom uses “consistent with his character” and “not out of character,” which may be weaker expressions 
than “in line with his character.” What I want to talk about can come in a matter of degrees, such that, two things 
may be in line with one’s character, yet one is more in line with the character than the other.  
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than bad digestion or a spike in blood sugar to get these people to make this decision. Such a 

decision or reasoning process in these people would only be thinly in line with their character. If, 

on the other hand, Plum is very much like Chuck, the serial killer from the Sally/Chuck cases, then 

the decision lines up with Plum’s character in a stronger way, and something as small as a spike 

in blood sugar or bad digestion might tip the scales. I call this the thick reading of being in line 

with his character. I take it that the thick and thin versions are not exhaustive, but more likely 

points (or areas) on a spectrum.  

McKenna seems to interpret the case as one where the decision is thickly in line with 

Plum’s character. On that interpretation, the manipulation need not be as extreme as it would have 

to be in order to get Plum to decide in this way were it thinly in line with his character. My guess 

is that whether one thinks Plum is responsible, or less responsible than he would have been 

otherwise, for his decision will depend on whether one thinks of the decision as being thinly or 

thickly in line with Plum’s character. The difference in interpretations of “in line with his 

character” track something that may be similar to a feature in Mele’s radical reversal explanation. 

The more thickly in line with his character that the decision is, the less radical the change that 

needs to be produced in Plum in order to get him to decide to kill White. 

 A second feature that is open to interpretation is how the process works. Pereboom tells us 

that the neuroscientists manipulate Plum by “pressing a button just before he begins to reason 

about his situation, which they know will produce in him a neural state that realizes a strongly 

egoistic reasoning process” (2014: 76). This leaves various options open. Perhaps the mechanism 

implants values or desires, like the desires to kill White. Perhaps it also (or instead) takes an 

existing desire and makes it more salient, or stronger. Perhaps it also (or instead) makes an existing 

desire to kill White one that Plum is now consciously aware of, whereas he may not have been 
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aware of it had the neuroscientists not pressed the button. The mechanism may also (or instead) 

affect how Plum assesses the merit of some relevant considerations.289 Answers to these questions 

would help to clarify how extreme this manipulation is, as well as what sense of “in line with his 

character” applies. 

 Finally, consider Pereboom’s claim that “Plum’s effective first-order desire to kill White 

conforms to his second-order desires.” One might justifiably ask what these second-order desires 

are like, as well as whether they were implanted. If they were implanted, then the manipulation is 

more extreme than if they were not. If the second-order desires were not implanted, and Plum 

already had a desire that his desire to kill White be effective in leading him to action, then this 

implies that Plum already had the first order desire prior to the manipulation. This would help us 

to clarify how the process works, but the story is consistent with different second-order desires. 

Suppose, instead, that Plum simply had a second-order desire that his desires to kill people be 

effective. Then we do not get the implication that he already had a desire to kill White. Suppose 

instead that the relevant second-order desire was that his first-order desires to harm people be 

effective. Or suppose that the only relevant second-order desire that Plum has is that his egoistic 

desires lead him to action, perhaps over his desires for the wellbeing of others (if he has any). 

Differences here could result in differences in the degree to which the action, or reasoning process, 

is in line with Plum’s character, as well as differences in our judgments about Plum.290 

                                                           
289 Thanks to Alfred Mele for suggesting this possibility. 
290 To be clear, I do not think that this is all there is to being in line with someone’s character. It seems plausible that 
an agent’s past actions and reasoning processes are relevant to what counts as being in line with her character. It 
also seems plausible that I am missing something else; I do not here intend to produce a theory of something’s being 
in line with one’s character. 
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 McKenna does not commit to answers to all of these questions, but in his interpretation, he 

does seem to commit to a thick sense of “in line with his character.” On McKenna’s reading, the 

manipulation does not seem extreme at all. Using a thinner sense of the term, such that the 

reasoning process is in line with Plum’s character merely because it involves features which are 

broadly egoistic, and his reasoning normally involves egoistic considerations, may lead to a 

different result; especially if Plum’s normal egoistic considerations do not involve anything close 

to a desire to kill someone. On this reading, Plum might be much more like Sally than he was in 

McKenna’s interpretation. It is plausible that the thinner the reading that applies, the more likely 

we are to think that either Plum is not responsible, or that he is less responsible than he would have 

been had the reasoning process been more thickly in line with his character.  

 If the manipulation is extreme, the decision (or reasoning process) is only thinly in line 

with Plum’s character, and most importantly, the process involved the implantation of strong 

desires, then this would not be a problematic case for either Mele’s view or Haji and Cuypers’s 

view. The former would not yield a verdict regarding Plum’s responsibility for his decision. The 

latter view would yield the verdict that Plum is not responsible, since it involves inauthentic desires 

that were implanted in a way that bypassed his capacities for control over his mental life, and an 

inauthentic evolved evaluative scheme since it is the result of unacceptable changes. 

 Now consider an interpretation of the case in line with McKenna’s, with some details filled 

out. I will call this the weak interpretation. Suppose that no new desire was implanted, rather, 

existing desires were strengthened. But, the strengthening only had to be minimal. Suppose that 

Plum had a significant desire to kill White, but ultimately would have decided not to, were it not 

for the manipulation. The manipulators only needed to strengthen the desire by a minimal amount 

to tip the scales in Plum’s deliberation, and such a change would have been similar to that produced 
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by a spike in blood sugar. In this case, I am inclined to agree with McKenna, and claim that Plum 

is responsible. Perhaps he is not as responsible as he would have been had he made this decision 

without the manipulation, but this is consistent with the claim that Plum is responsible. 

 On the weak interpretation, the revised versions of Mele’s view and Haji and Cuypers’s 

view would lead to the same results as the case under the extreme interpretation. The process by 

which the desire was produced in the extreme interpretation did not engage with Plum’s capacities 

for control over his mental life. On the original version of Haji and Cuypers’s view, this would 

have been enough to make the desire an inauthentic one, and on Mele’s view, it would be enough 

to preclude the sufficient conditions for freely A-ing from providing a verdict. In this less extreme 

case, the process of strengthening the desire minimally is a similar process, and seems to bypass 

Plum’s capacities for control over his mental life in a similar way. This change turns out to be a 

U-change, and the desire a U-attitude. Mele’s revised sufficient conditions would not yield a 

verdict, and Haji and Cuypers’s revised view would yield the result that Plum is not responsible. 

Part of the issue with this case arises from the fact that the action flows from a U-attitude, which, 

on the revised view, is an inauthentic attitude.  

 Consider a different case. In order to test out his brain modification device, a neuroscientist 

implants in Joe, while Joe is sleeping, a moderate desire to shoplift. Joe wakes up and takes his 

normal morning trip to the store, and, although the desire would not take too much effort to resist, 

Joe ends up stealing a pack of gum. The claim that Joe is not responsible for this theft is, I think, 

implausible. Yet on both the original and revised versions of Haji and Cuypers’s view, he would 

not be responsible, given that the action flows from an inauthentic constituent of an inauthentic 
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evaluative scheme that has recently undergone unacceptable changes. On both the original and 

revised versions of Mele’s sufficient conditions, we would not get a verdict on this action.291  

 This is a further type of case that one should be wary of when producing a view intended 

to yield the correct verdict on, or to explain, cases of manipulation. How widespread this sort of 

case occurs hinges on a critical question which I return to in section 3. For now, I merely point to 

the worry. Changes in the relative strengths of our pro-attitudes occur fairly frequently, and these 

changes have many sources. Sometimes these changes are the result of an agent’s consideration of 

a pro-attitude in relation to other pro-attitudes that she has, along with employing principles of 

rational deliberation that leads her to strengthen or weaken the pro-attitude. Other times, these 

changes do not clearly engage with our capacities for control over our mental lives. For example, 

certain aggressive or unnoticeable methods of advertisement may lead to changes in the relative 

strengths of our pro-attitudes. Whether some of these instances involve changes that do not engage 

with our capacities for control over our mental lives will depend on how we interpret ‘engagement’ 

in the requirement that the change engage with the agent’s capacities for control over his mental 

life. 

2.1.2 Conditions and Explanations 

In providing an agent-focused view that responds to cases of manipulation, there are two 

related goals (among others). One goal is to provide a necessary condition on responsibility for 

actions that rules out all of the cases of manipulated agents that are not responsible for their actions, 

                                                           
291 Though he does suggest that such an agent would be responsible (2009a: 178-9). Further, he suggests that such 
an agent may be free: “to the extent to which one can successfully counteract the influence of brainwashing, having 
been a victim of it might not render any of one’s actions unfree” (2006: 167). Mele makes a similar statement with 
regard to autonomy (1995: 148). 
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yet does not rule out any cases of agents that are responsible for their actions.292 A different goal 

is to provide an explanation of why some agents are not responsible, or are less responsible, as a 

result of being manipulated. 

 These two goals are related. Providing an explanation of why these agents are not 

responsible or less responsible for their actions will help in formulating the necessary condition. 

By singling out the factors relevant to an agent’s responsibility in these cases, one can decide what 

things will be mentioned in such a necessary condition. But, one can attempt to offer a partial 

explanation, knowing that there are important details left to be filled out. A partial explanation 

makes it much more difficult to produce such a necessary condition. All three views considered in 

this dissertation attempt to provide some explanation, and the first two attempt to offer a necessary 

condition on responsibility for an action that does the work of ruling out cases of manipulated 

agents who are not responsible for their actions. Mele offers a necessary condition on freely and 

responsibly A-ing, but it is not intended to yield a verdict on all cases of manipulation. 

 One of the main issues with Fischer and Ravizza’s view was that the explanations were 

unsatisfactory. Given that these explanations were crucial to understanding how to apply their 

necessary condition, the issues with their explanations translate to issues with their necessary 

condition. Haji and Cuypers attempt to offer both an explanation and a necessary condition. Aside 

from issues presented in chapter 3, they face a problem with their necessary condition, which rules 

out too many agents. Cases like the moderate interpretation of Plum 1 help to show this.  

                                                           
292 Or, one might try to provide a part of a full set of necessary and sufficient conditions on responsibility for an 
action. 
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 In the next subsection, I offer the features of a case that a successful explanation will appeal 

to in order to explain why an agent is not responsible, or is less responsible, as a result of being 

manipulated. I will not attempt to offer a necessary condition on responsibility for an action, and 

I offer reasons for this.  

2.1.3 A Partial Explanation 

For now, I suggest that the correct view will focus on what I have dubbed U-attitudes, 

which are pro-attitudes that have undergone what I called U-changes. The problematic aspect of 

such cases of mid-life manipulation is that the action is the result of pro-attitudes that have changed 

recently, a change which bypassed the agent’s capacities for control over her mental life. In order 

to avoid offering an explanation that would face issues with cases of benign manipulation and 

restoration cases, I suggested that the relevant changes are in the strength of these pro-attitudes 

relative to NCP-pro-attitudes that were possessed shortly before the change occurred that would 

compete with the pertinent pro-attitudes in this context, were the agent to have these NCP-pro-

attitudes at the time of deliberation. I further restricted the class of changes to those that are not 

changes that resulted in a complete reversal of a previous change that similarly bypassed an agent’s 

capacities for control over her mental life. 

These sorts of changes seem to be problematic in parallel cases as well, cases involving 

manipulated agents that fulfil (non-historical) incompatibilist conditions on responsibility for an 

action. So, an explanation focusing on these sorts of changes should be capable of explaining 

parallel cases. It also makes no mention of a manipulator, so it should be applicable to blind force 

variations of cases. 
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An explanation of cases where an agent’s responsibility is mitigated, though not 

eliminated, as a result of manipulation will focus on similar features. It is plausible that some 

agents, as a result of having a pro-attitude (or several) implanted in them in a way that bypasses 

their capacities for control over their mental lives, may be less responsible than they would have 

been otherwise for an action that flows from these pro-attitudes. Consider, for example, a moderate 

interpretation of Plum in Case 1 somewhere in between a weak and an extreme interpretation. This 

version involves the implantation of pro-attitudes, yet the manipulation does not result in a radical 

change in his moral character. Fleshing out some of the details, we may think that this Plum is 

responsible for his decision to kill White, yet not as responsible as he would have been on a weak 

interpretation of the case. One thing that an explanation of this will track is the degree of the 

changes made. With some qualifications, the more extreme the change, the less responsible Plum 

is for his decision.  

This relationship between degree of change and degree of responsibility can also help with 

a different moderate interpretation of Plum. On this version, the desire to kill White was present 

prior to the manipulation, yet was very weak. Now suppose that the manipulation involves 

tweaking the strength of this desire such that it is significantly stronger, and weakens existing 

competing desires. In this case, depending on some of the other details, we may think that Plum is 

less responsible than he would have been had he made this decision without having to be 

manipulated. The smaller the change that is necessary to get Plum to decide to kill White, and so 

the smaller the change that the neuroscientists produce, the more responsible that Plum will be. 

 Although this relationship is plausible, it will require some qualifications. There will be a 

threshold, call it the N-threshold, such that once the degree of changes pass this threshold, the 

agent goes from being less responsible for his action to not being responsible at all. Further, it is 
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plausible that some U-changes that bypass an agent’s control over his mental life will be so minor 

that they do not affect responsibility at all. If so, there is a second threshold, call it the M-threshold, 

that needs to be met in order for the manipulation to have any effect on responsibility. Producing 

a theory that outlines these thresholds will be difficult. But, such a threshold will be crucial for 

laying out a necessary condition on responsibility for an action that is intended to rule out cases of 

agents who are manipulated beyond the N-threshold. Providing such a condition will involve 

producing an outline of the N-threshold.  

 How precise an outline of the N-threshold is needed in order to produce a satisfactory 

necessary condition will depend on other positions. For example, if one’s view is intended to 

represent the concept of responsibility that we have, and one thinks that concepts can be vague, 

then the outline will not need to be precise enough to let us know whether the threshold has been 

met in any given case; it will only need to be as precise as our concept. If, on the other hand, one 

wants a theory that tracks a property, and one thinks that there is no such thing as metaphysical 

vagueness, then the outline of the N-threshold will need to be much more precise for a satisfactory 

necessary condition. In the next section, I outline further complications with working out both 

thresholds. 

3.1 Future Work 

In this chapter, I have laid out a groundwork for developing an agent-focused view. 

Hopefully, I have indicated the main components that will play a role in explaining what is doing 

the work in mitigating or eliminating the responsibility of manipulated agents. The explanation I 

offer is not a complete one, and this is because some of the details will depend on the answers to 
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various questions. In this section, I discuss some of these questions and how they are related to the 

details of such a view. I do not attempt to answer these questions. 

3.1.1 Capacities for Control over One’s Mental Life 

As a refresher, the following are capacities for control over one’s mental life that Mele 

mentions: 

- The capacity to modify the strength of one’s desires in light of one’s normative 
judgments,  

- The capacity to bring one’s emotions in line with the relevant judgments,  
- The capacity to master motivation that threatens to produce or sustain beliefs in 

a way that would go against one’s principles for belief-acquisition and belief-
retention.  

- The capacity to rationally assess one’s values and principles,  
- The capacity to identify with them on the basis of informed, critical reflection,  
- The capacity to modify one’s values and principles if the agent judges this 

should be done (Mele 2008: 271). 

There are at least three important questions to ask about these capacities: 

1) What is the nature of these capacities? 
2) What affects the degree to which we have these capacities? 
3) How are we to understand ‘engagement’ with these capacities? 

The answers to these questions are related, and an answer to 1 will be relevant to answering 2. I 

will focus on 3 and outline the relevance of all three questions.  

The answer to 3 is important for resolving the question of whether a given change in the 

relative strength of a pro-attitude is one that did not engage with the capacities for control over 

one’s mental life. As I mentioned in subsection 2.1, the answer to this will affect whether changes 

that are the result of things like advertisements will count as the relevant sort.  

On a strong notion of engagement, we may require something like conscious deliberation 

involving the activities in the description of these capacities. The more time that we spend doing 
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this, the more that a change which is the result of such deliberation engages with these capacities. 

On this reading, it is likely that many changes in the relative strength of our pro-attitudes do not 

engage with these capacities. Even when I notice that an advertisement likely changed the relative 

strength of my pro-attitudes regarding the product advertised, I may not consciously engage in 

such activities until after I have purchased the product.  

But there is, at least, a prima facie reason to think that engagement does not require this 

much. There are various instances, for example, where one’s tastes, preferences, values, etc. 

change without any conscious deliberation involving the activities that these capacities are 

involved in. It may well be the case that some of these changes are in line with other pro-attitudes 

that we have, or that a change in one pro-attitude results in a cascading effect, changing various 

other pro-attitudes that one has not consciously deliberated about. That is, it is possible that such 

processes can occur without us realizing it until we recognize the result (or perhaps not ever 

realizing it). I see no strong reason to think that such processes would not count as an engagement 

of these capacities. 

The answers to 1-3 will also be relevant for another possibility. There are two other features 

of our history that may affect the degree to which we are responsible for some action. Even if a 

change in pro-attitudes engages with these abilities, it may be the case that, within some thresholds, 

the degree to which the change engages with these abilities, or the degree to which we perform 

these sorts of activities with regard to specific pro-attitudes will correspond with the degree to 

which we are responsible for actions that flow from them. If this is right, then there may be a 

similar correspondence with the degree to which we have these abilities. 
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3.1.2 N-Threshold, M-threshold, and a Hierarchy of Changes 

At the end of 2.3, I mentioned that there are further complications in providing an outline 

of the N- and M-thresholds. One complication is that it will not be as simple as measuring the 

amount of pro-attitudes changed, or the degree to which they have been changed. It is possible that 

small U-changes of a large group of pro-attitudes affects our responsibility as much as a larger 

degree of change in relative strength of fewer pro-attitudes. 

 Further, it is possible that the types of pro-attitudes changed will be relevant to the degree 

to which our responsibility is affected. Some compatibilists have developed partial taxonomies of 

pro-attitudes and made certain types of pro-attitudes central to freedom or responsibility.293 One 

issue with these views is that they tend to be non-historical, and ask us to take the hard-line 

response to all cases of manipulation. Even if these views were amended with a historical 

condition, they would still face issues elsewhere. At this point, I find these views unsatisfactory, 

given the issues they face. But, these views may be on to something relevant to responsibility with 

the taxonomy of pro-attitudes that they lay out. For example, a change in a higher-order pro-

attitude may have a stronger effect on the degree to which one is responsible than a change in a 

first-order pro-attitude, unless the change in the first-order pro-attitude leads to an irresistible 

desire,294 or perhaps an unsheddable (for some time) pro-attitude. 

 If the type of pro-attitude changed is relevant to the agent’s degree of responsibility for an 

action that flows from it, then an outline of the N- and M-thresholds may need to take these into 

account. It is likely that such thresholds will be surpassed by a variety of different sets of changes. 

                                                           
293 Frankfurt 1998 (esp. Ch. 2), Sripada 2016, and Watson 2004 (esp. Ch. 6). 
294 Thanks to Alfred Mele for this suggestion. 
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3.1.3 Manipulation for Improvement 

Finally, there is the question about manipulation that improves an agent’s moral character 

and doesn’t merely restore it. The manipulation debate mainly focuses on cases of mid-life 

manipulation in which agents perform bad actions.295 Perhaps one of the reasons is that we get 

clearer intuitions when an agent is performing some bad action, and even clearer ones when the 

action is especially egregious, such as murder. But, there are important discussions to be had about 

cases where the change is for the better.  

There is the real potential to change moral characters for the better through means that may 

bypass an agent’s capacities for control over her mental life. As our understanding of the human 

brain develops, as well as methods for affecting its behavior, we may begin to see the development 

of methods for affecting people’s characters in ways similar to manipulators. I have no idea what 

the prospects are for the sort of heavy-duty neurological interference of the sort found in standard 

manipulation cases, or what type of timeline we are on. But consider, for example, the use of 

medications to treat certain sorts of mental illness. This is already prevalent in our society, and 

some of these mental illnesses seem to affect the moral responsibility of an agent. Medications 

designed to treat such illnesses may involve methods similar in kind (though perhaps not degree) 

to the ones we find in manipulation cases.296  

                                                           
295 Two exceptions involve Mele’s case of Pat and Paul, where Paul is converted into a good parent, and a variation 
of the Chuck and Sally case, where, not only is Sally turned into a murderer, Chuck is converted into someone like 
pre-manipulation Sally.  
296 I am not knowledgeable enough on this subject to give a sophisticated diagnosis of these methods, but it seems 
possible to have such methods that have similar effects as some manipulation cases may have, although they may 
lack the precision. So, although we may be able to produce similar effects in terms of the magnitude of changes, we 
may not be able to control what gets affected and what doesn’t, and we are not able to control these effects to the 
degree required to have effective intentions that the change result in the agent performing some specific action. 
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In real life, patients will often consent to taking this medication, and this will likely be a 

relevant feature. But, consent to such changes may not be enough to eliminate the mitigating 

factors of such procedures, especially if the agent is not aware of significant changes that will 

result. Now consider a sci-fi situation where, in the hopes of reducing crime rates, a society 

implements a policy that uses such methods to improve, as they see it, the moral character of 

criminals (or even further, of the entire population).  

 We can take these modifications at face value and suppose that they actually do improve 

the moral character of agents. Suppose, for example, that we find a way to increase agents’ abilities 

to experience sympathy or empathy. By doing so, we may be raising an agent’s awareness of 

relevant moral features, or increasing her capacity to recognize such features. A view about 

manipulated agents can help to decide whether an agent’s responsibility is affected by such 

methods.  

This issue is a particularly thorny one, since there are other considerations involved. 

Perhaps there is some asymmetry, in terms of effects on responsibility, between interventions that 

improve an agent’s moral character and those that make it worse. Figuring this out will be difficult, 

since with regard to affecting agents’ responsibility, there are two opposing tendencies operating 

in such cases. The use of some form of intervention similar in kind to that found in objectionable 

manipulation cases may tend to make such agents less responsible.  

But these cases also involve the improvement of capacities relevant to moral responsibility, 

such as the capacity to recognize moral features of a situation. It is plausible that this ability comes 

in degrees, and that the higher the degree to which one has this ability, the more responsible one 

is for their actions. Consider, for example how we think of the development of standard human 
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agents. They become responsible at some point when they are young, and as they and their abilities 

develop, including the ability to recognize moral features, we think that they become more 

responsible.297 This produces a tendency that opposes the one presented by interventions. Whereas 

the bypassing of capacities for mental control will tend to make these cases ones where the agent 

is less responsible, the increase of the capacities relevant for responsibility will produce a tendency 

such that the subjects will be more responsible. 

 

  

                                                           
297 Coates and Swenson (2013) develop an extension of Fischer’s view in order to handle degrees of responsibility. 
They argue that the degree of an agent’s responsibility depends on the degree to which the agent is reasons-
receptive and reasons-responsive.  
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APPENDIX A 

 

THE TROUBLING CASE OF TANTO 

 

In Moral Appraisability, while explaining his view of initial appraisability-relative 

authenticity,298 Haji offers the case of Tanto. This sort of case is similar to the one offered by 

Kearns and considered in subsections 4.1-2, though Haji does not explain how his view could 

handle such a case. His discussion is as follows: 

I have three lines of response to this sort of objection. The first simply denies the 
objection’s assumption that where certain mechanisms of control cannot be 
bypassed – as there is nothing to bypass in the first place – action resulting from 
pro-attitudes whose instilment is morally impermissible makes no difference to 
attributions of appraisability. For consider this case. Suppose Tanto, as a result of 
severe brain injury, lacks volitional control over very many of his actions; he has 
been reduced to the state of a child. Suppose he is manipulated, by direct 
stimulation of his brain: irresistible pro-attitudes to kill someone (together with 
relevant beliefs) are instilled in him. (I assume that such manipulation is 
impermissible.) Suppose he acts on these instilled pro-attitudes. We would not, I 
believe, judge that Tanto is appraisable for the killing, even though instilment of 
the relevant pro-attitudes on which Tanto acts do not – indeed cannot in Tanto’s 
case – bypass mechanisms of control already in place. (Haji 1998: 133) 

                                                           
298 Recall that in this book, published in 1998, Haji claims that there is no general authenticity. He just considers 
authenticity as it is required for appraisability (he also mentions “normative unauthenticity” (p. 137) though in the 
context in which it appears, this seems to be the same as appraisability-relative authenticity). 
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It is not clear how this case is meant to fit into Haji’s view,299 nor how it could fit with the later 

view presented by Haji and Cuypers. In discussing this case, Haji seems to want to claim that 

Tanto is not appraisable for killing,300 though it is not entirely clear why.  

 In figuring out what exactly undermines Tanto’s appraisability, it is important to keep in 

mind what Haji’s goal is when presenting the case. Haji wishes to reject the claim that “where 

certain mechanisms of control cannot be bypassed – as there is nothing to bypass in the first place 

– action resulting from pro-attitudes whose instilment is morally impermissible makes no 

difference to attributions of appraisability.” In arguing that we should reject this, Haji is arguing 

for: 

MID: At least in some cases, morally impermissible instilment of pro-attitudes 
makes a difference to the agent’s appraisability for actions that result from these 
pro-attitudes.  

In making a difference, as it allegedly does in Tanto’s case, such instilment must prevent Tanto 

from fulfilling one of the four conditions on appraisability. 

                                                           
299 There is a further complication regarding this case and Haji’s overall view. In various places, Haji argues that the 
“determinism undermines the truth of judgments to the effect that an action is morally right, wrong, or obligatory” 
(Haji and Cuypers 2008: 6). A similar statement can be found in Haji and Cuypers 1998: 95, and Haji argues for this 
more extensively in Deontic Morality and Control. If we define “permissible” in a standard way, such that “P-ing is 
permissible iff it is not the case that one should not P” then it looks like a basic assumption of the case of Tanto, that 
the interference is impermissible, could not be true in a deterministic world. If it turns out that the kind of 
manipulation that Tanto undergoes in this case undermines authenticity because it is impermissible, then such 
undermining will not be possible in a deterministic world, even if the manipulation is identical to that of Tanto except 
for the fact that it is impermissible (and other claims that this might entail). 
300 This is taking it a bit farther than Haji does, though this interpretation seems legitimate. Although in the quoted 
passage Haji makes a claim about our beliefs regarding Tanto, and our attributions of appraisability, both of these 
could be mistaken, so Tanto’s being appraisable is consistent with what Haji says here. There are two reasons for 
thinking that we can get the further claim that Tanto is not responsible, according to Haji: 1) In general, when 
discussing manipulation cases, Haji accepts the intuitive plausibility of our judgments regarding the manipulated 
agents as good evidence for modifying our view (it seems to be the main reason for incorporating the authenticity 
condition) and 2) If Haji just meant to talk about beliefs, but not about appraisability itself, his response to the 
objection would seem to fail, since the response is an attempt to show something about appraisability, not merely 
our beliefs about it. 
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 Such instilment does not undermine Tanto’s fulfillment of the epistemic condition. One 

might think that Tanto’s acting from an irresistible desire does undermine fulfillment of the control 

condition, and Tanto in this case may not be directly responsible (or appraisable),301 but such an 

explanation does not provide us with an argument for MID, since it makes no appeal to the 

permissibility of the instilment of this desire. Even if Tanto fails to meet the control condition, he 

must fail some other condition in order for this case to be involved in an argument for MID. There 

is a question about whether Tanto fulfills the agency condition, since it is not clear that he has an 

evaluative scheme. If Tanto fails to fulfill the agency condition because of this, then again, we still 

do not have an explanation that provides motivation for MID, since, again, the explanation makes 

no appeal to the impermissibility of the instilment. For this discussion, I will assume that Tanto 

does have an evaluative scheme. 

 The only condition that is left is the authenticity condition. Assuming that Tanto is acting 

from an initial scheme, then it may be that he does not have an authentic one in virtue of the 

instilment’s being authenticity-destructive; but again, such an explanation would not appeal to the 

impermissibility of the instilment in order to explain why it is authenticity-destructive. Nor, for 

the same reasons, would an appeal to the instilment’s being authenticity-subversive serve this 

purpose either. Neither of these appeals would amount to an argument for MID. If the 

impermissibility of the instilment makes a difference to appraisability by way of undermining 

fulfillment of the authenticity condition, then we should be able to come up with a case where the 

impermissibility makes the difference, there are no authenticity-destructive constituents nor any 

authenticity-subversive modes of instilment, and the agent has all of the authenticity-demanding 

                                                           
301 He also quite plausibly does not fulfill a tracing condition such that he could be indirectly responsible (or 
appraisable) for the killing. 
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constituents. The issue here is that such an agent, regardless of the permissibility of the 

manipulation, would fulfill the right side of the ISA bi-conditional: 

ISA: A constituent of an initial evaluative scheme is authentic if and only if the 
constituent is not authenticity destructive and its mode of acquisition is not 
authenticity subversive. 

Because of this, in order to accommodate MID, then assuming that Tanto is acting from an initial 

scheme, we will have to reject ISA. 

 Assuming, alternatively, that Tanto is acting from an evolved scheme, then we can apply 

the sort of reasoning that we did with the cases of Rachel and Mary in subsections 4.1-2, but we 

did not need to appeal to the impermissibility of the instilment in discussing those cases. This 

suggests that, in order for the case of Tanto to help motivate belief in MID, we need to find some 

other explanation for Tanto’s lack of appraisability. With regards to authenticity for evolved 

schemes and their constituents, a case like that of Tanto, at best, leaves us in the same trouble that 

the cases of Rachel and Mary did. The further problem added by the case of Tanto is the apparent 

commitment to MID. Accommodating such a thesis would require further modifications to the 

view that are not required by the cases of Mary and Rachel. 
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