
Florida State University Libraries

Honors Theses  The Division of Undergraduate Studies

2015

A Simplified Protein Folding Simulation
Using a Metropolis Monte Carlo Algorithm
Robert D. Franklin

Follow this and additional works at the FSU Digital Library. For more information, please contact lib-ir@fsu.edu

http://fsu.digital.flvc.org/
mailto:lib-ir@fsu.edu


 

THE FLORIDA STATE UNIVERSITY 
 

FAMU-FSU COLLEGE OF ENGINEERING 
 

 

 

 

 

 

 

A SIMPLIFIED PROTEIN FOLDING SIMULATION  

USING A METROPOLIS MONTE CARLO ALGORITHM 

 
 
 

By  
 
 
 

ROBERT D. FRANKLIN 
 

 

 

 

 

 

 

 

A Thesis submitted to the  
Department of Chemical-Biomedical Engineering 

in partial fulfillment of the requirements for graduation with  
Honors in the Major  

 
 

 
 
 

 
Degree Awarded:  

Spring, 2015  



 
 

The members of the Defense Committee approve the thesis of Robert Franklin defended on  
April 22, 2015.  

 
 
 
 
 
______________________________  
Dr. Anant K. Paravastu 
Thesis Director  
 
 
 
 
 
______________________________  
Dr. Rufina G. Alamo 
Committee Member  
 
 
 
 
 
______________________________  
Dr. Mark Kearley 
Outside Committee Member  
 
 

  



1 
 

TABLE OF CONTENTS 

 

Background 

Overview ..............................................................................................................................2 
Motivation ............................................................................................................................3 
Physical Beaded Chain Model .............................................................................................4 
 
Protein Folding Toy App 

Introduction to the App ........................................................................................................6 
Metropolis Monte Carlo Algorithm .....................................................................................7 
Algorithm Implementation Description ...............................................................................8 
Disclaimer ..........................................................................................................................12 
 
Development History and App Structure 

The Mathematica Prototype ...............................................................................................13 
The Android Version .........................................................................................................17 
The iPad Version................................................................................................................18 
App Structure .....................................................................................................................20 
 
Next Steps 

Possible Lesson Topics ......................................................................................................22 
Future Work .......................................................................................................................24 
 
Acknowledgements ..........................................................................................................29 
 
References .........................................................................................................................30 
  



2 
 

Overview 

The major outcome of this project is “Protein Folding Toy,” an iPad program (app) which is 

designed to allow children (ages 10-18) to interact with a system that behaves like a single polymer 

chain on the molecular level.  The user can design a single chain, specifying a sequence of beads 

that each could be neutral (black), hydrophobic (green), or charged (red/blue) (see Figure 1).  The 

app can then perform a Metropolis Monte Carlo simulation and allows the user to vary temperature 

in real time.  Observed chain behavior depends on inter-bead interactions as well as temperature-

dependent stochastic motions.   

Figure 1 shows a representative screen shot from Protein Folding Toy. The circular buttons at the top of 

the screen add beads to the chain. The red x button deletes beads. The toggle switch at the top right of the 

screen starts the Metropolis Monte Carlo simulation. Temperature can be changed in real time using the 

slider at the bottom of the screen. The camera can be rotated, panned, and zoomed freely using standard 

touch screen gestures. 
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 This application constitutes successful accomplishment of the following design criteria: 

1. The app should be highly interactive and allow users to make their own sequences in 

order to learn the importance of different types of inter-bead forces. 

2. The app should allow users to observe temperature-dependent chain folding behavior 

that resembles stochastic processes which affect molecular dynamics. 

3. The app should enable specific classroom lessons, such as investigation of chain length 

on folding time. 

4. The underlying algorithm must be efficient enough for compatibility on mobile 

devices. 

Protein Folding Toy is the outcome of a series of projects aimed at teaching basic polymer physics 

to general audiences.  Initially, we developed physical beaded chains with magnetic beads placed 

at specific locations (Figure 2).  The Monte Carlo algorithm was initially prototyped in 

Mathematica and then rewritten in Java.  We consider these efforts to also be important parts of 

the project because of insights gained in the process. 

 

Motivation 

 The protein folding problem is one of the most important unsolved problems of our time. 

Its solution will revolutionize medicine, the chemical process industry, and many other fields. 

Proteins are long chains of amino acids which nearly always fold into the same structure. The 

precise link between the specific amino acid sequence and its final folded structure is the core of 

the protein folding problem. Detailed knowledge of how primary structure determines tertiary and 

quaternary structure will allow for the rational design of proteins to perform specific functions. 

The solution to this problem is incredibly complex and will require the concerted effort of a great 
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number of scientists in the coming years. It is the primary goal of this project to help to inspire the 

next generation of scientists to pursue a deeper understanding of protein structure.  

 The nature and size of molecules and proteins pose an interesting educational problem; 

they cannot be played with or manipulated. There are countless toys which allow children to learn 

about the world around them through play. Some kids who grow up playing with Lego blocks end 

up becoming architects or structural engineers. Bicycles, gears, and other machines can capture a 

child’s imagination and encourage them to pursue mechanical engineering or physics. Children 

play games which help them learn mathematics and languages. Musical instruments are widely 

available to students who may one day become master musicians. There is a severe lack, however, 

of toys which let people play with molecules. The ability to manipulate simple models of proteins 

and observe how they fold would be a useful tool for educating students in the concepts of protein 

folding and intramolecular interactions.  

 

Physical Beaded Chain Model 

 The first attempt in the Paravastu Lab at creating a tool to allow students to play with 

protein models was done as part of Dr. Paravastu’s NSF CAREER award. This model consisted 

of a set of beads of varying sizes and shapes. The physical beads model was chosen because of its 

inherently tactile nature. Students would be able to pick up and play with the model. The beads 

could be connected using flexible elastic string. Some of the beads contained magnets, which 

would stick together when the chain was allowed to drop into the hand. The sizes of the beads and 

the locations of the magnets had some effect on the final structure of the folded chain. This was an 

interesting and useful demonstration of some of the key concepts but it had some issues which 

handicapped its usefulness.  
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The first practical issue with the physical beads was the lack of opportunities to easily 

customize the chains. The beaded chains had to be constructed by stringing the beads onto elastic 

cords and knotting both ends. This makes it difficult for students to make their own chains of beads 

without significant effort and the possibility of making a mess. It was almost impossible to edit 

the sequences once they had been constructed. Dr. Paravastu observed that children would be 

interested in the folded chain for a time, but because the chain could not be customized, they would 

quickly lose interest. This lack of easy customization and interaction severely hampered the 

educational utility of the toy. 

Figure 2 shows a few examples of the physical beaded chain toys developed by Dr. Anant Paravastu. The 

toys are composed of chains of plastic beads alternating with magnetic beads. The chains can be made to 

fold up into specific shapes which resemble folded peptide structures. 
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 While the beaded toy with magnets does fold into recognizable shapes which depend on 

the nature of the beads and their positions, it fails to capture some of the key aspects of protein 

folding. The attractive interactions of the magnets are not perfect analogs for the electrostatic 

interactions between charged side chains. Whether the magnets are attracted or repelled depends 

on the orientation of the magnets, not their identity. More importantly, the effect of random thermal 

motions is not incorporated into the behavior of the physical chains. Thermal vibrations and 

entropy play a key role in the final folded structure of proteins. A model which can capture this 

concept would have much more educational value. 

 

Introduction to the App  

 The limitations of the physical beaded chain models developed by Dr. Paravastu prompted 

him to look for alternative ways to allow students to play with protein models. The clear solution 

was to create a simple computer simulation which captures the spirit of the physical beaded chain 

while including more of the important interactions. I agreed to take on the project in the summer 

of 2013 and have been working on it ever since. 

 We started by outlining the basic features the first version of the app should have. This 

would lay the framework for the work over the next couple years and would define what was 

required for the project to be considered a success. Users should be able to create a chain of 

arbitrary length composed of beads with varying properties. The app should simulate folding of 

the user defined chain using an algorithm based on algorithms used for rigorous protein 

simulations. The app should be fast enough such that users can watch the folding process in real 

time. It should be possible for users to zoom, pan, and rotate the image of their structure as the 

folding simulations run. Users should also be able to adjust the temperature as the simulations runs 
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so that the importance of random thermal motions in protein folding can be explored. The user 

interface should be simple and intuitive enough for users of all ages to understand. The simulation 

should include the effects of bond stretching, angle strain, electrostatic interactions, and the 

hydrophobic effect. 

 The current version of the app, which is tentatively titled Protein Folding Toy, is presented 

here. The full source code for the app can be found in the appendix. In its current form, the app 

fulfil all of the preliminary goals set for it. The app runs on an iPad using the newest iOS operating 

system. Users can build a chain of beads using the four buttons at the top of the screen. The red 

beads are given a positive charge while the blue beads are negatively charged. Green beads are 

defined as hydrophobic and the black beads are neutral and do not have any special interactions. 

Once the user builds a sequence, they can press the “Run” toggle switch and watch as the structure 

moves and folds. As the simulation is running, the user can adjust the temperature of the system 

in order to introduce more or less random thermal motion. It is possible to rotate and zoom the 

camera at will during the simulation in order to get a better view of the process. Several screen 

shots of the app can be found in Figures 1 and 6.  

 

Metropolis Monte Carlo Algorithm 

 Protein Folding Toy utilizes an implementation of a Monte Carlo algorithm to simulate 

protein folding and find an energy minimized structure of a user-defined sequence of beads.1 

Monte Carlo algorithms are some of the most important algorithms in all of statistical modeling 

and are used in a wide variety of scientific applications. These algorithms are used to analyze 

systems for which an analytical solution would be prohibitively difficult to compute.  The class of 

Monte Carlo algorithm used in in this application is known as the Metropolis Monte Carlo 
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algorithm.2, 3 The algorithm was developed by Metropolis and others at Los Alamos National Labs 

in the middle of the 20th century. The algorithm was run on some of the first computers developed 

by the government to study equations of state. The algorithm uses a Markov chain to suggest 

proposed moves through the space of possible bead positions. Predefined selection criteria 

determine the probability of accepting or rejecting the proposed moves. The algorithm was chosen 

mainly for its computational efficiency and simplicity. Given a long enough sample time, the entire 

probability space will be explored, with the majority of the time being spent in high probability 

states. 

 Markov chains and random walks are key to understanding how the algorithm works and 

why it is so powerful. A Markov chain is a random process in which the probability distribution 

of the next step in the process is determined only by the current state of the system. Markov chains 

have no memory of past states and no inherent direction or momentum towards future states. The 

Markov chain transitions chosen for the Protein Folding Toy app involve choosing a random bead 

in the chain and moving its position by a random vector within a defined range of magnitudes. The 

Metropolis algorithm includes acceptance criteria for the proposed states which will be described 

in subsequent sections. 

 

Algorithm Implementation Description  

In the first step of each iteration of the algorithm, the potential energy of the current chain 

structure, E0, is measured.4 This is done using the equations shown in Table 1. The bonds between 

atoms are treated as simple springs which follow Hooke’s Law. The farther the bond length, li, is 

above or below the equilibrium bond length, the greater the force between the beads and the greater 

the potential energy. The potential energy for each bond in the chain is measured and summed. A 
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term to describe the potential energy contribution of bond angles, θi, is also included. The potential 

energy due to angle strain for the angle between three beads is proportional to the square of the 

number of degrees away from 180°. While not a perfect analog to angle strain in proteins, it 

captures the general concept. Deviations from an equilibrium angle are energetically unfavorable. 

 There are also significant contributions to the potential energy of the structure due to 

electrostatic interactions. The red beads in the simulation have negative charges, while the blue 

beads are positively charged. Beads with opposite charges attract each other while beads of like 

charges repel. These interactions are important in actual proteins and are captured in this 

simulation by considering the charged residues to be point charges which follow Coulomb’s Law. 

Figure 3 shows an overview of all of the interactions which contribute to the potential 

energy of the chain as calculated in the app. Ec corresponds to energy contributions 

due to electrostatic interactions. Eb corresponds to energy contributions due to bond 

stretching. Eθ corresponds to energy contributions due to angle strain. Ehyd 

corresponds to energy contributions due to the hydrophobic effect 
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The algorithm checks each pair of beads in the chain and 

applies Coulomb’s Law to each pair in which both beads 

are charged. The magnitude force between two charged 

beads decreases with the square of the distance between 

them.  

 The green beads in the simulation are designated 

as hydrophobic. The hydrophobic effect plays a major 

role in determining the final structure of a protein. 

Hydrophobic amino acid side chains are arranged in such 

a way that the exposure of these side chains to water is 

minimized while the surface area of hydrophilic side 

chains to water is maximized. Because there is no explicit 

water solvent in the simulation, the true nature of the 

hydrophobic effect could not be represented. Instead, the hydrophobic beads are all attracted to 

each other. The Lennard-Jones potential is used to describe this interaction.5 This simplification 

of the hydrophobic effect and the decision not to include explicit solvent was made to increase 

computational efficiency. At this stage in development, the app is not intended to give completely 

faithful and rigorous representation of protein folding behavior. A final term is added to the 

potential energy calculations which prevents the beads from colliding. If the distance between two 

beads is less than the sum of the radii of the beads, this energy term is essentially infinite. At all 

other distances it is zero. 

 Once E0 is calculated, a random bead in the chain is selected and is moved a random 

distance in three dimensions within a defined region. This random sequential sampling of 

�� = ∑� + ∑�� + ∑�ℎ� + ∑�� 

 � , = −  

 ��, = � � − �  

 ��, , = ,  

 �ℎ� , , = � [ �, − �,
6] 

 

Table 1 shows the relevant equations for 

calculation of the potential energy 

contributions from each bond, bond 

angle, and pair of beads. The values of 

each of the constants were chosen 

arbitrarily to achieve desirable folding 

behavior in the simulation. 



11 
 

structures is the key feature of the Metropolis Monte Carlo algorithm. After this random kick, the 

potential of the structure is calculated again to find Enew. If Enew is less than E0, this new structure 

is accepted immediately. If the potential energy of the new structure is greater than that of the old, 

the new structure is accepted or rejected randomly based on the Boltzmann distribution. This is 

one of the most important features of the algorithm. Allowing some energetically unfavorable 

structures allows the algorithm to overcome local energy maxima to arrive eventually at the global 

minimum. It also allows the dependence of structure on temperature to be explored. Once the 

decision to accept or reject the proposed new structure is made, the iteration of the algorithm is 

complete and the process starts again. An illustration of a few steps in the algorithm is shown in 

Figure 4 shows three steps in the Metropolis Monte Carlo algorithm with proposed new structures 

over the arrows. The faded beads and dashed bonds represent previous locations of the bead. The 

first proposed change between a and b results in lower energy and is accepted. The second proposed 

change results in a much higher potential energy and is rejected. The third change is not lower in 

energy, but is not particularly high either and is accepted. 
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Figure 4. In the first step between a and b, the proposed new structure moves a hydrophobic bead 

closer to another hydrophobic bead. Because this is energetically favorable, the change is accepted. 

From here, the proposed change is to move the last positively charged bead in the chain closer to 

another positively charged bead. This is very unfavorable energetically because the two beads 

share the same charge. As a result the algorithm is very unlikely to accept this higher energy state 

at low temperatures. Because of this, structure c is the same as structure b. In the third proposed 

change between c and d, a neutral bead is moved some amount. This is likely not a lower energy 

state but is also likely not higher in energy by very much. It is much more likely that this change 

will be accepted than it was for the previous change. Hundreds of thousands of iterations of this 

algorithm are required for some chains to reach their minimum energy state.  

 The specific steps of this implementation of the algorithm and the contributions to the 

potential energy were decided in the first week of the development of the app. The implementation 

of the algorithm in a framework which allows users to build their own sequence and view the 

progress of the simulation in real time has taken the lion’s share of the work. Nearly all of the 

programming skills needed to code the app in three separate languages needed to be learned on the 

fly. After a considerable amount of work and a fair number of dead ends, the current version of 

the app which runs on the iPad meets all of the requirements we set for the app when the project 

started.  

 

Disclaimer 

 A variety of the choices and assumptions made in the process of developing Protein 

Folding Toy were made to allow the simulation to be fast enough to run on a tablet. As a result, 

the simulation results have no relation to actual physical quantities. The decision not to include a 
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numerical value of temperature next to the temperature slider was to avoid confusion about this 

point. Additionally, because the simulation is based on a Monte Carlo algorithm and not Molecular 

Dynamics, the folding process as shown on screen is not strictly valid. Folding in this algorithm is 

a walk through the probability space, not motion governed by the forces and velocities of the 

particles. However, the goals of the app do not require a great level of rigor. Protein Folding Toy 

can still convey important concepts despite these shortcomings. 

 

The Mathematica Prototype  

 The first prototype of the application was coded completely with Wolfram Mathematica 

and served as a useful proof of concept. Roughly the same implementation of the algorithm found 

in the current version was implemented in Mathematica after our initial meeting with Dr. Sachin 

Shanbhag. Dr. Shanbhag, an assistant professor in the Scientific Computing department at Florida 

State University outlined the basics of the Metropolis Monte Carlo algorithm. Mathematica was 

chosen for the initial prototype because of ease with which it is possible to create manipulatable 

user interfaces. It is trivial to display the sequence and animate the changes in bead positions in 

Mathematica. This initial prototype proved the algorithm can work to produce folding-like 

behavior in the simple system used in the app. 

 The significant drawback of Mathematica for use in this application was discovered soon 

after the first iteration of the app was coded. Mathematica uses a high level, interpreted language 

much like Matlab. As a result, the large number of calculations required for the implementation of 

the Monte Carlo algorithm take a prohibitively large amount of time. It was surprising to us how 

slow it was to run the simulation in this initial Mathematica prototype. 5000 iterations of the 

algorithm on a desktop computer using a 10 bead chain would take 25 seconds in this iteration of 
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the code. The same number of iterations of the current algorithm, which is more complex than the 

first prototype, take the iPad app 1.1 seconds to complete and display the results. It was clear that 

something would need to be done in order to test the capabilities of this implementation of the 

algorithm in a reasonable amount of time. 

 After attempting to optimize the algorithm implementation to decrease computation time, 

we realized it was not feasible to complete all of the calculations needed for the simulation in 

Mathematica. The solution was a system Wolfram has designed called J/Link which allows code 

written and compiled in Java to be used in Mathematica notebooks. Java is a lower level language 

and is compiled rather than interpreted. Calculations carried out in Java code run faster by orders 

of magnitude. The next phase was devoted to learning to code in Java and rewriting the algorithm. 

This solved many of the problems of the early prototype. 

 This second version of the app was the first to have a working user interface and was the 

first to be used in demonstrations for the public. The front end is coded in Mathematica. The user 

can use the provided interface to add beads to the chain and remove them. When the sequence is 

complete, the user can run the simulation and change the temperature as it is running. For each 

frame of the animation, Mathematica sends the position and nature of each bead in the chain along 

with the temperature to Java. The Java code executes the Metropolis Monte Carlo algorithm on 

the sequence a specified number of times and sends the results back to Mathematica. Each time 

Java sends a chain back to Mathematica, the new positions of all of the beads and bonds are 

displayed on the screen. 



15 
 

   

 While this version of the application has most of the features we wanted for the first release 

to the public, there were still significant issues with its functionality and prospects for distribution. 

First were the issues with app interface. In the Mathematica version of the app, the model building 

interface and the simulation interface are located in different windows. When demonstrating the 

app to the public, this proved to be a liability. The app also contained too many sliders and options 

Figure 5 shows representative screen shots from the user interface implemented in 

Wolfram Mathematica for Protein Folding Toy. Users would build the sequence of 

beads in one tab (a) and then move to the other tab (b) to watch the simulation. The 

potential energy would be plotted next to the chain structure and was updated as the 

simulation ran. 
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to change physical constants which turned out to be unnecessary. The simpler the interface, the 

easier the concepts are to understand. There were also a number of problems with the functionality 

of the app. It is not possible in the Mathematica version of the app to rotate the view while the 

simulation is running. This led a number of students to believe that the simulation was two 

dimensional instead of three. Additionally, the calculations required for some sequences took too 

much computation time for the simulation to be useful. Especially for long sequences, the amount 

of time required for significant folding to occur was longer than the attention span of the target 

audience. 

 The final key issue with the Mathematica version of the app was the possibility for 

distribution. This version of the app is only usable with a valid Mathematica license and basic 

knowledge of how Mathematica works. We briefly experimented with using the computable 

document format (CDF) file type, but quickly abandoned it. Wolfram invented the CDF to allow 

Mathematica notebooks to be read and executed without the ability to edit the code. CDF 

documents are to Mathematica much like PDF documents are to Microsoft Word. CDF files can 

be distributed for free and viewed using a free viewer downloaded from Wolfram. Unfortunately, 

the CDF file format does not support notebooks which use the J/Link package. It is not common 

for primary and secondary schools to have access to Mathematica licenses, and the cost of 

purchasing a license specifically to be able to run this app is simply too high. As a result, 

distribution of this form of the app was not feasible. 
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The Android Version  

Because the back end of the Mathematica version of the app was already coded in Java, it 

was a natural step to consider moving the entire application into a Java environment. Because the 

Android mobile operating system is based on Java, we thought it would be reasonably easy to 

create a simple Android app which would replicate the functionality of the Mathematica 

application. Android was an attractive option for distribution of the app for a number of reasons. 

The primary reason was the cost. It is free to develop and test android applications on simulators 

and on Android devices. This creates a very low barrier to entry. It is also free to distribute 

applications to users without having to go through Google’s official app store. This puts fewer 

barriers between app developers and users. Finally, Android phones and tablets hold the largest 

percentage of the mobile market, meaning more potential users can access the app on their device. 

Much of the summer of 2013 was devoted to learning the basics of Android programming in order 

to create the app. This was done primarily out of two books6, 7, the Android and Java 

documentation, and online java development message boards.  

 Despite the hundreds of hours spent learning Java and Android development, this version 

of the app was eventually abandoned. The algorithm and parts of the sequence builder interface 

were completed and tested on an Android tablet, but this is as far as I was able to get. The 

programming experience needed to create the 3-D graphics and animations in Android and update 

them in real time as the simulations ran was simply too much for a self-taught programmer who is 

also an undergraduate in Chemical Engineering and in Biochemistry. The free development and 

distribution of Android apps was appealing, but it was not worth the effort to make this version of 

the app successful. In light of these setbacks, development on the app was largely stagnant until 

late 2014.  
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The iPad Version 

 The final version of Protein Folding Toy is coded for Apple’s iOS mobile operating system 

with iPad tablets in mind. The app uses the Swift programming language which was developed by 

Apple for the iOS and Mac OS platforms. The iOS platform was rejected at the beginning of the 

project as an option because of the high cost associated with developing for the platform. In order 

to write apps for iOS effectively, it is necessary to own an Apple computer, an iOS device, and 

pay Apple a yearly fee for the ability to test the app on the physical device. Neither Dr. Paravastu 

nor I owned any of these devices and it would be over $1000 to purchase everything. As a result, 

we decided to try to develop on the Android platform. Once it was clear that the Android version 

was not going to work out, we were at a loss for where to go next. 

 In the summer of 2014 Apple released iOS 8, which solved many of the problems which 

prevented the app from being made on the Android platform. Most of these improvements 

stemmed from the introduction of a 3D graphics framework called SceneKit. SceneKit was 

designed to allow developers to quickly create three dimensional objects and animations. For 

example, SceneKit replaces the dozens or hundreds of lines of code needed to implement lighting 

and camera control in Android to the following two lines. 

sceneView.autoenablesDefaultLighting = true 

sceneView.allowsCameraControl = true 

 
This made it much easier for somebody without any formal training in mobile development to start 

making apps like Protein Folding Toy. Towards the end of the fall semester in 2014, Dr. Paravastu 

and I learned about iOS and SceneKit and rethought our decision against using iOS. Within half 

an hour of discovering iOS 8 would be suitable for our needs, we were on our way to the campus 

bookstore to purchase an iPad and a Mac Mini. Over the course of the next month, the entire 
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application was ported from the Mathematica prototype to Swift and Xcode, the iOS development 

environment. 

 All of the user interaction with the app takes place in the same window, as shown in Figures 

1 and 6. The four circular buttons at the top left corner add beads to the chain when pressed. The 

beads are added to the end of the chain from left to right. When the red X button is pressed, the 

last bead in the chain is deleted. Pressing the toggle switch in the upper right corner will start the 

Monte Carlo simulation. The chain of beads will start to move and jiggle as the folding algorithm 

runs its course. As the simulation runs, users can adjust the temperature using the slider at the 

bottom of the screen. Because the simulation is not intended to be connected to physical 

measurements, there are no units or numerical values given for the temperature. When the 

simulation is stopped, pressing the reset button will move all beads back to their original positions 

in a straight line. While the simulation is running, all of the buttons at the top of the interface are 

disabled. 

Figure 6 shows three screen shots which follow the folding process of a chain of charged beads. As the 

simulation runs, the positive beads are attracted to the negative beads. Users can adjust the camera and 

the temperature as they watch the simulation 
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 The most powerful aspect of the app is the ability to move the camera around at will before, 

during, and after running the simulation. The inability to do this effectively was the biggest 

drawback of the Mathematica version of the app. Protein Folding Toy uses the default camera 

controls provided by Apple, which are more than sufficient for the current scope of the app. The 

model can rotated in any direction around its origin point by dragging in any direction on the screen 

with one finger. Dragging with two fingers moves the model laterally without rotation. Touching 

the screen with two fingers and pinching them together will zoom the camera out while moving 

two fingers apart on the screen will zoom in. Double tapping with one finger will move the camera 

back to its original position. These intuitive camera controls allow users to view the progress of 

their simulation from any angle while it is running. It is also useful to have the ability to pause the 

simulation at any time and investigate any part of the structure. This makes the simulation and 

molecular structure in general more tangible, which is the primary goal of the entire project. 

 

App Structure 

 The code structure of Protein Folding Toy can be divided into three main parts: the beaded 

chain model, the Metropolis Monte Carlo algorithm, and the user interface. The beaded chain 

model contains the properties and positions of all of the beads specified by the user. The Metropolis 

Monte Carlo section of the code is a class which implements the algorithm described in the 

previous section. Each iteration of the Monte Carlo algorithm updates the information in the 

beaded chain model. The user interface is composed of all the buttons and sliders the user interacts 

with, as well as the code needed to render and animate the three dimensional image of the beaded 

chain model. 
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 The beaded chain model defined in the Chain.swift file and is composed of one Chain() object 

which contains an array of Bead() objects. The Chain() object defines an empty array of Bead() 

and contains a function for adding beads to the chain. The Bead() object is defined in the 

Bead.swift file and contains an initializer method which creates a new Bead() object with a 

specified name, radius, charge, hydrophobicity, and position. It also contains two functions for 

changing the positions of beads which are already initialized. The first moves the bead to a 

specified location. The second moves the bead by a specified vector. 

 The Metropolis Monte Carlo algorithm portion of the application is defined in the 

MonteCarlo.swift file. It contains all the functions required to measure distances between beads, 

measure the potential energy of the current beaded chain model, propose candidate changes to 

bead positions, and apply the selection criteria to these candidate changes based on the positions 

of the beads and the specified temperature. 

 The user interface portion of the application is by far the most complicated of the three. It is 

composed of three main files.  The first file is called Main.storyboard and defines the locations of 

all of the buttons, sliders, switches, and image views in the app. It is ultimately what defines what 

the user will see and what they will be able to interact with. The storyboard file is defined 

graphically in the iOS development environment. The next file is named ViewController.swift. 

The view controller defines what happens when any of the buttons on the screen are pressed and 

defines when the algorithm will be called and when to update the results. 

 The final file of importance is called DrawBeads.swift.  It contains all of the code needed to 

draw the beads and bonds between them on the screen. The graphics framework for iOS apps relies 

on a system of nodes. The main node is placed first and has its own coordinate system. New nodes 

are added to the base node at specified locations in relation to the parent node. Each of these child 
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nodes has their own coordinate system and can have child nodes added to them. There is code in 

the DrawBeads.swift file to create a sphere object for each bead in the chain with the correct radius 

and color. These beads are nodes which are added to the chain node as children. Bonds are created 

by first rendering an arbitrary cylinder of the desired radius with the midpoint lying between the 

two beads. Transformations are calculated using trigonometry to scale the bond to the correct 

length and rotate it such that it passes through the center of both beads. For each new frame of the 

animation, the view controller updates the positions of all the child nodes of the main chain node. 

The camera is also placed in a node connected to the base node. Moving the camera using finger 

gestures controls the location and the angle of this camera node. 

 

Possible lesson topics 

 The primary goal of Protein Folding Toy is to act as a tool for educators to introduce 

students to the basic concepts of protein folding and intramolecular interactions. There are a 

number of interesting possibilities for lessons which could be taught using the app. Some of these 

lessons can be used with the app in its current form while others will require additional features to 

be added to the app. The first set of topics involves a general discussion of the potential energy 

landscape and of entropy. Other lessons may focus more directly on prediction of final structure 

and on the hydrophobic effect. While it will take professional educators with experience to actually 

create the lesson plans, some general ideas are laid out here. 

 The first possible lesson would focus on the importance of entropy in protein structure. 

This can be done by following the folding progress of a chain of only neutral beads. Because the 

beads do not interact with other beads they are not directly bonded to, it is not immediately intuitive 

why the chain should fold into a compact shape. However, even at high temperatures, a chain of 
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neutral beads will do so. The end to end distance decreases over time even though there is no 

benefit energetically for this to occur. The folding occurs because there are more possible 

conformations of a compact structure versus one that is spread out. This is a valuable starting point 

towards understanding entropy in molecular structure. As it stands now, students could use the app 

in a qualitative manner to learn this lesson. However, it would not be difficult to add a quantitative 

portion. An option could be added to the app to output the distance between the beads on either 

ends. The app could even export the data so that it could be plotted in Excel or Matlab. This would 

allow true experiments to be run on the system to investigate entropy concepts. 

 Another useful demonstration which can be conducted using the app will introduce the 

concept of the potential energy landscape. As the simulation runs, the structure will tend to move 

towards states which have a lower potential energy. This is a very important concept in all of 

chemistry. At 0 temperature, the only allowed changes to the structure are ones which reduce the 

potential energy. This leads the simulation to trend towards local energy minima. However, at 

higher temperatures, some changes which are higher in energy are allowed. Students would let the 

structure reach a stable state at zero temperature and then raise the temperature for a time. After a 

designated time, the temperature would be reduced back to zero. The final structure after this 

annealing process will usually be different from the initial structure. This demonstrates that the 

increased temperature allowed the simulation to overcome local energy maxima in order to reach 

the global energy minimum, or at least a structure which is closer to the minimum. This lesson 

will be easier if the ability to output the current energy of the structure was added to the app. This 

change is likely easy to make and will be added in future versions of the app. 

 The app can be used to introduce students to the concepts of the hydrophobic effect. While 

the physics used in the simulation are not completely faithful to nature, the simulation can still be 
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useful. As in natural proteins, groups of hydrophobic beads will tend to clump together over the 

course of the simulation. This occurs such that the smallest amount of the surface area of these 

hydrophobic groups are exposed to the solvent. Even though there is no solvent in this simulation, 

the clumping behavior still occurs. This can be used as a helpful demonstration when discussing 

hydrophobicity. 

 

Future Work  

 While the app in its current form is useful for basic demonstrations of protein folding 

concepts, there are a number of areas where functionality and power can be significantly improved. 

Before the app is submitted to Apple for distribution on the App Store, a few key improvements 

to the user interface will be needed. After release of the first version to the public, the next step 

will be to add the ability to save and export sequences and simulation data. This will allow for 

more in-depth study of the principles demonstrated by the app and allow students to design and 

conduct experiments. There are a number of improvements which can be made to the sequence 

builder and the Monte Carlo algorithm which will add more complexity and depth to the 

simulation. These include multi-bead “amino acids” and more complicated motions during steps 

of the algorithm. Finally, versions of the app for other platforms such as Android and Windows 

will be developed. A desktop version of the app would allow for much more complex and rigorous 

simulations. 

 The app is nearly ready for submission to be released on the Apple App Store; a few more 

improvements to the interface will complete the first public version of the app. The most important 

feature to be added is a tutorial screen for new users. When the app first opens, users are 

immediately brought to the simulation interface with no explanation of the purpose of the 
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simulation or how any of the buttons work. A simple information page with a concise explanation 

of the features of the app and the basic concepts it is trying to demonstrate should be created. This 

page should have simple pictures and short descriptions. This page should open when the user first 

starts the app and be easy to close and reopen as needed. The addition of an information page will 

greatly improve the user experience and make it much more likely for the app to be approved. The 

app will also need to be tested by a variety of people to look for bugs or errors in the code. Apple 

will not accept an app which is not user friendly or has major bugs. 

 As discussed previously, the real potential for this app as an educational tool will come 

when students are able to design and conduct their own experiments. The current version of the 

app allows students to watch in real time as their sequence folds. However, this is primarily a 

passive act. To truly engage the minds of students using the app, they need to be able to design 

their own experiments and have a stake in the outcome. Data such as the end to end distance, 

volume taken by the chain, energy, and movement over time can be determined at each step in the 

algorithm. An option to display these measurements as the simulation runs will allow the students 

to gain a deeper understanding of the concepts presented in the app. As students become more 

engaged, their interest in the subject matter is likely to grow. 

 The largest feature which the app currently lacks is the ability to save sequences or 

simulation data. As it stands now, the app saves nothing about the simulation as it runs other than 

the current positions of all of the beads in the sequence. In order to provide students with 

opportunities to design and conduct experiments with the app, the app will need to be able to save 

sequences for later use and save data about the simulation over time. An exciting possibility for 

data collection and analysis would be to allow users to export data sets from the app to the cloud 

or to email. This would make it possible to analyze simulation data in Excel, Mathematica, or 
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similar programs. The app currently saves no data in order to cut down on memory usage. This 

concern would need to be addressed before data export functionality is added. Because I have no 

formal training in data structures or data management, this feature would likely be added through 

collaboration with a computer scientist or app developer. 

 There are also a number of improvements which can be made to the simulation itself. The 

first of these will likely improve the speed at which the simulation arrives at an energy minimized 

structure. In the current iteration of the folding algorithm, just one bead is kicked during each step. 

This is the simplest option available for the algorithm to propose new structures, but it results in 

very slow folding as chain length increases. One possible solution to this was found in the 

literature.8 The algorithm can instead decide at random each step whether to move one bead on its 

own or to move a pair of bonded beads together. These larger movements would allow the 

simulation to more easily overcome local energy maxima and arrive more quickly at a low energy 

structure. This addition can be easily implemented and will likely be one of the first additions to 

the app for the second release. 

 Additional features can also be added to the simulation in order to increase the possible 

complexity of the folded structures. The simplest of these would be to add support for changing 

the radius of the beads used in the simulation. In real peptides, the amino acids differ greatly in 

hydrodynamic radius. The ability to include a variety of bead sizes to the app would increase the 

variety of final structures which can be produced. This level of complexity would not be likely to 

significantly affect computation speed or memory usage. As a result, it would be a relatively easy 

addition to the functionality of the app. The most difficult aspect of this additional feature would 

be the redesign of the user interface to allow size selection without making the interface too 

cluttered. 
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 Amino acids in real peptides are not single hard spheres. Instead, they are much more 

complex collections of 7 to 25 atoms. Additional rigor and complexity could be added to the 

simulation if each monomer in the chain was composed of multiple beads.  Even a backbone and 

a single side chain bead would produce more interesting structures than a chain of single spheres 

alone. This concept already being used for protein structure prediction using Monte Carlo methods. 

The MARTINI force field9 models each amino acid as a set of 1 to 5 individual spheres. This 

concept, or even the MARTINI force field itself could be applied in this app. 

 Another interesting feature to add to the app would be the ability to simulate the folding of 

multiple chains simultaneously. Many of the important peptides in biology and all of the peptides 

studied in the Paravastu laboratory exhibit strong interactions with other peptides. The 

intermolecular forces between peptides are the subject of focused study for hundreds of research 

groups around the world. The ability to simulate the basics of these peptide-peptide interactions in 

a simple simulation would be of great benefit to students. It would likely be a relatively simple 

feature to program. The algorithm would be largely unaffected and would run much the same as it 

does for a single chain.  

 A drastic increase in the complexity of the simulation would likely require more computing 

power than what is offered on the iPad. As a result, it would be necessary to expand the application 

to include versions for desktop computers. This would make it much easier to store larger amounts 

of data and use more memory. Additionally, if much more rigorous calculations are desired, 

functionality could be added to utilize supercomputing resources. With enough tuning and 

optimization, this software could eventually be used to conduct rigorous structure prediction 

simulations with all atom models. 
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 The primary goal of this software is to provide a free tool for teachers to introduce their 

students to the concepts of protein folding and intramolecular interactions. In its current form, the 

app is only distributable on iPad devices. In order to maximize the reach of the app, it will be 

necessary to create versions of the app for Android tablets and Windows tablets. This, however, 

will come much later in the development process and only if more than one person is able to do 

the work. Keeping up with a large number of separate versions of the code will likely be too much 

for one developer. 
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