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ABSTRACT

Variable selection is an important aspect of modeling. Its aim is to distinguish between

the authentic variables which are important in predicting outcome, and the noise variables

which possess little to no predictive value. In other words, the goal is to find the variables

that (collectively) best explains and predicts changes in the outcome variable. The variable

selection problem is exacerbated when correlated variables are included in the covariate

set. This dissertation examines the variable selection problem in the context of logistic

regression. Specifically, we investigated the merits of the bootstrap, ridge regression, the

lasso and Bayesian model averaging (BMA) as variable selection techniques when highly

correlated predictors and a dichotomous outcome are considered.

This dissertation also contributes to the literature on the diet-heart hypothesis. The diet-

heart hypothesis has been around since the early twentieth century. Since then, researchers

have attempted to isolate the nutrients in diet that promote coronary heart disease (CHD).

After a century of research, there is still no consensus. In our current research, we used

some of the more recent statistical methodologies (mentioned above) to investigate the effect

of twenty dietary variables on the incidence of coronary heart disease. Logistic regression

models were generated for the data from the Honolulu Heart Program – a study of CHD

incidence in men of Japanese descent.

Our results were largely method-specific. However, regardless of method considered, there

was strong evidence to suggest that alcohol consumption has a strong protective effect on the

risk of coronary heart disease. Of the variables considered, dietary cholesterol and caffeine

were the only variables that, at best, exhibited a moderately strong harmful association

xi



with CHD incidence. Further investigation that includes a broader array of food groups is

recommended.
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CHAPTER 1

INTRODUCTION

There is a long history of examining the adequacy of variable selection techniques. The

statistical literature, in particular, possesses a plethora of contributions to the subject.

Consider, for example, one such contribution to the literature by Flack and Chang [?] in

1987 where they investigated the frequency with which noise variables are selected in final

regression models. Their analysis considered a pool of predictor variables that included

both noise and authentic variables alike. In a small scale (by today’s standards) simulation

study, they demonstrated that, for most models, of the variables selected to be part of the

final model, at least 50% are noise variables. These are astounding results that only serve

to substantiate the claim that noise variables are often selected by regression algorithms.

Specifically, they found that the percentage of noise variables present in these final models

substantially increased as the number of candidate variables increased – assuming sample

size remains fixed. In addition, and more pertinent to the scope of this dissertation, they

showed that higher correlation among the candidate variables also resulted in greater noise

(variable) selection. In both situations, and often in regression analysis in general, the

chances of selecting the “correct” variables is heavily compromised.

1.1 The Variable Selection Problem

Predictions from prognostic models may be used for a variety of reasons in medicine including

diagnostic and therapeutic decision making [?]. The probability of a dichotomous outcome

may well be estimated by a logistic regression model. It is, however, often difficult to select

predictors for such a prognostic model and estimate the regression coefficients for selected

predictors correctly.

The practical situation is that, in any given prediction problem, the analyst usually has
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a large number of potentially prognostic predictors. On several counts, selection of a limited

number of predictors is an important step. First, in statistical theory, data reduction, as

it is sometimes called, is in concordance with the general scientific principle of parsimony,

which implies that simpler models are more plausible descriptions of reality than are more

complex ones. Secondly, in terms of model utility and model applicability, smaller models

may be applied more easily in clinical practice. Thirdly, various examples and simulation

studies in the literature have highlighted the fact that including unimportant variables in the

final model gives rise to the problem of over-fitting; of increasing the variance of parameter

estimates (especially in the presence of correlated predictors); and of increasing the variance

of prediction [?]. On the other hand, in the case of the other extreme where influential

variables are not included in the final model, the absence of legitimate predictors results in

under-fitting of the data which subsequently leads to biased parameter estimates implying

that the model generated will have inferior predictive abilities. As Flack and Chang [?]

showed, the effect of the aforementioned bias depends on the collinearity between the omitted

variables and the selected variables: The size of the bias is proportional to the prevalence

of collinearity. In light of all the potential pitfalls, the questions in focus are basic but

critical: “How many variables should we include in our model, and, which variables should

we include?”

To put our problem in perspective: We want to model the relationship between an

outcome variable, Y , and a subset of potential explanatory variables, x1, . . . , xk, but

uncertainty exists regarding which subset to use. The situation becomes even more

interesting when k is large and x1, . . . , xk is thought to contain many redundant or irrelevant

variables. While linear regression is the most popular setting, the variable selection problem

extends to the general case where each model under consideration corresponds to a distinct

subset of x = (x1, . . . , xk). The most popular cases are as sketched below. The linear

regression model is given by

E(Y |x) = β0 + β1x1 + β2x2 + · · · + βkxk V (Y |x) = σ2

For binary data, the model is given by

logit{Y = 1|x} = ln

(

P (Y = 1|x)

1 − P (Y = 1|x)

)

= β0 + β1x1 + β2x2 + · · · + βkxk

2



And for censored data, the Cox regression model is given by

λ(t|x) = λ0(t) eβ1x1+β2x2+···+βkxk

with λ0(t) denoting an unspecified base-line hazard rate.

Historically, the focus began with the linear model in the 1960s when computing was

expensive. The focus on the linear model still continues in part because its analytic

tractability greatly facilitates insight, but also because many problems of interest can be

posed as linear variable selection problems. The methods developed, however, have been

commonly transferred to generalized linear models and to models for survival data without

much problems.

The distinguishing feature of the variable selection problem is its enormous size. Even

with moderate values of k, computing the characteristics for all 2k possible models is

expensive. With focus on the linear model, early suggestions based such reductions on

the residual sum of squares (RSS), which provided a partial ordering of the subsets. Later

on in 1974, branch and bound methods were proposed by Furnival and Wilson [?]. These

took advantage of the chain structure of subsets thereby eliminating large numbers of models

from consideration. When feasible, attention was given to the “best” subset of each size.

Otherwise, reduction was done with variants of stepwise methods that sequentially add

and/or delete variables based on greedy considerations. Greedy, meaning that these methods

made the locally optimum choice at each stage (adding the most significant variable and/or

removing the least significant) in the hope of finding the global optimum (the “best” model).

Extensions beyond the linear model are straightforward. Once the set of models became

manageable, early developments were based on attempts to minimize the mean squared error

(MSE) of prediction. That is, to isolate the models with the greatest predictive accuracy. The

most familiar criterion is the Mallows Cp. Two competing selection criteria are the Akaike

information criterion (AIC) and the Bayesian information criterion (BIC). Later, Efron [?]

and others suggested alternatives to such explicit criteria. They proposed selection based on

predictive error estimates obtained by intensive computing methods such as the bootstrap

and cross-validation. This dissertation investigates the utility of some of the more prominent

variable selection techniques in use today with special emphasis on their performance in the

presence of highly correlated data.
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1.2 Variable Selection in Practice

Variable selection for regression models is a fundamental problem in statistical analysis. In

most cases, researchers are cognisant of the effects of leaving out an important variable from

the model, so they will collect data on any variable they think might be important. The

recent trend is to collect data on as many variables as possible and perform data mining to see

if there is any recognizable signal present in the data. As stipulated earlier, fitting a regression

model with many variables reduces the mean squared error (MSE), but prediction is poor

for new data due to over-fitting of the data which was used to generate the model. Variable

selection methods are important to strike the balance between over-fitting and under-fitting,

so that we can maximize the predictive ability when external data is considered.

1.2.1 Stepwise methods

With moderate numbers of variables, fitting all possible models is not computationally

feasible. In this case, a variable selection algorithm is employed. The most popular such

algorithms are stepwise methods, which iteratively propose models that differ from the

current model by one variable and accept or reject those models. Forward selection starts

with the null model to which variables are added one at a time, minimizing the residual

sum of squares (RSS) subject to the constraint that each new subset must contain the

previous [?]. Efroymson [?] combined forward and backward selection to create the stepwise

variation which also permits the elimination of redundant variables. After each variable,

other than the first, is added to the set of selected variables, a test is made to see if any of

the previously selected variables can be deleted without appreciably increasing the residual

sum of squares [?]. On the other hand, backward elimination starts with the full model

then eliminates predictors one-by-one, minimizing the residual sum of squares subject to the

constraint that each new subset must be contained in the previous subset.

While these automated methods have been popular for many years, their use violates

many of the principles of statistical estimation and hypothesis testing [?]. Many of the

popular regression textbooks support the use of stepwise methods in conjunction with other

preliminary data analyses to arrive at a single acceptable model. Stepwise methods are easy

to compute and result in parsimonious and interpretable models, and therefore are extremely
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popular. Nonetheless, many studies show that model selection procedures in general and

stepwise methods in particular have some unsatisfactory properties. Miller’s book [?] and

Hocking [?] contain thorough reviews of the pitfalls of stepwise selection; some of the more

important points are mentioned below:

1. Model credibility is overstated. The use of stepwise selection methods exaggerates

the explanatory power of the selected model. Typical estimates of goodness-of-fit,

like R2, are significantly overestimated. Simulation studies have shown that stepwise

procedures lead to highly biased (upward) regression coefficients, thus requiring some

form of shrinkage. Stepwise procedures are especially susceptible in the presence of

highly correlated data.

2. The level of testing procedure is unknown. Stepwise procedures are, in actuality, a

series of (complicated) iterative hypothesis tests. Therefore, the overall probability of

a Type I error for the family of tests far exceeds the specified level for an individual

test. It is difficult to calculate the true level of the entire stepwise procedure.

3. Criterion level. There is no agreement on the best criterion for the addition and

deletion of variables in a stepwise procedure. Ideally, such a threshold will exclude noise

variables and include relevant ones. There is no consensus on what that level should

be, and suggestions range from using a p-value of 0.01 to 0.50. Different strategies will

have important effects on the final model selected.

4. Selection of noise variables. Several simulation studies ( [?], [?] and [?]) show the

tendency of stepwise algorithms to select noise variables as highly significant. Derksen

and Keselman along with Flack [?] independently showed that variables selected for

the final model represented noise variables up to 70% of the time and that the final

model usually contained less than half of the actual number of authentic predictors.

The situation worsens if the data set is small [?] and if the explanatory variables are

correlated.

5. Significance of selected variables. Often users attach importance to the first variable

included or relative importance based on the order or entry or deletion from the model.

This can be misleading. In fact, Hocking [?] notes that it is easy to construct examples
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where the first variable added in a forward selection can also be the first one deleted

in a backward elimination!

6. Instability. Breiman [?] defines a stable selection process as one which is robust to small

changes in the data. Stepwise selection and subset selection in general are unstable

procedures. Altman and Andersen [?] demonstrates instability by running stepwise

selection on bootstrapped replicates of the data, and getting widely varying results.

7. Dichotomization of variables. The discrete nature of the variable selection problem

means that variables are either “in” or “out”. In reality, variables affect the response

on a continuum, and setting a threshold often means picking one variable for the model

which is in essence no different than a variable which is discarded. It is possible that the

non-significant variables, when taken in aggregate, may have important information for

estimation or prediction.

1.2.2 Complements and extensions to stepwise

More efficient ways of traversing the model space are available. Branch and bound

procedures, first used by Beale et al. [?], are often used to quickly navigate the model

space to find the best model. The widely used leaps and bounds algorithm of Furnival and

Wilson [?] is a common example. Lawless and Singhal [?] extended leaps and bounds to

non-linear models. These methods focus on optimal ways of finding the single best model.

A popular alternative to variable selection methods is biased regression, and in particular

ridge regression [?]. Biased regression uses all available independent variables but shrinks

the estimates towards zero. The new biased estimates often offer substantial improvements

in mean squared error over the unbiased least squares estimates. Biased regression can

be combined with subset selection, Miller [?] used the ridge trace to reduce the number

of independent variables selected. Tibshirani [?] introduced the lasso, which is similar to

ridge, but shrinks the variables in such a way that they are often set to zero, combining

the accuracy of ridge with the parsimony of subset selection. Hoerl et al. [?] review the

many different implementations of ridge regression and related biased estimators, including

simulation studies to compare their estimation and predictive performance. In addition to

ridge regression and the lasso, this dissertation also investigates the merits of Bayesian Model

Averaging (BMA) and bootstrap resampling as variable selection techniques when correlated
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predictor variables are considered.

1.3 Logistic Models and Variable Selection

1.3.1 Logistic Model

The primary distinction between a logistic regression model and a linear regression model

is that the outcome variable in logistic regression is binary or dichotomous. This difference

is reflected both in the choice of a parametric model and in the assumptions. Once this

difference is accounted for, the methods employed in an analysis using logistic regression

follow the same general principles used in linear regression [?]. Here, we will use the concepts

used in linear regression to motivate our introduction to logistic regression.

In regression, the key quantity of interest is the mean value of the outcome variable, Y

given the value of the independent variable x = (x1, x2, . . . , xk)
′. This quantity is called the

conditional mean. In linear regression, we assume that this mean may be expressed as an

equation linear in x, such as

E(Y = |x) = β0 + β1x1 + β2x2 + · · · + βkxk

= β0 + β′x (1.1)

Researchers will generally be interested in estimating the effect measure β′ = (β1, β2, . . . , βk).

Equation 1.1 implies that it is possible for E(Y = |x) to take on any value (positive

or negative). With binary data, this conditional mean is limited to the range [0,1].

Consequently, the ability of the linear regression model to fit binary data, particularly at large

and small values of E(Y = |x), is compromised. As a result, many distribution functions

have been proposed for use in the analysis of dichotomous outcome variables. The most

popular choice is the logistic function. The specific form of the logistic regression model we

use has the form:

π(x) =
eβ0+β′x

1 + eβ0+β′x
(1.2)

The linear regression of (Equation 1.1) has an equivalent form for logistic regression. It is

derived from the logistic function by means of the logit transformation. There are two steps

in the transformation process: The first step is to convert P (Y = 1) to an odds

7



φ(x) =
π(x)

1 − π(x)
= eβ0+β′x (1.3)

The transformation is concluded by the transformation process to convert the odds in

(Equation 1.3), to the logit function, g(x), by taking the natural logarithms of φ(x):

g(x) = ln

[

π(x)

1 − π(x)

]

= β0 + β′x (1.4)

1.3.2 Variable Selection in Logistic Regression

The goal of logistic regression analysis is the same as that of any model building techniques

used in statistics: to find the best fitting and most parsimonious, yet biologically reasonable

model to describe the relationship between a response variable and a set of independent

variables [?]. The key step in achieving this goal is to estimate the k+1 unknown parameters,

β0, β1, . . . , βk. In logistic regression, we use the method of maximum likelihood estimation

(MLE) to estimate the unknown parameters which maximizes the probability of obtaining

the observed data. The model in equation (1.3) is estimated by finding the parameter values

that maximize the logistic regression likelihood function

Lβ =
n
∏

i=1

(

eβ0+β′x

1 + eβ0+β′x

)yi (

1

1 + eβ0+β′x

)1−yi

(1.5)

where n is the sample size. The solutions to equation (1.5) are obtained through an iterative

process.

Multicollinearity among predictors in logistic regression modeling is problematic. It

generally leads to regression estimates having large variances. In addition maximum

likelihood estimation may fail to converge when predictors are highly correlated. and

estimated coefficients may be unstable even when convergence is achieved. [?]. A few of

the commonly used approaches and their potential inadequacies, are mentioned below:

1. The researcher may fit logistic regression models by incorporating one exposure variable

at a time. Note though that the other exposure variables may be confounders and, if

so, must be included to assess the causal effect of any specifc exposure.
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2. Other practioners may choose to collapse the specific exposure information into

summaries. This strategy results in a loss of information and does not allow inferences

on effects of specific exposures

3. Sequential strategies such as forward or backward selection of variables or all-subsets

selection with differing criteria are often used in practice. The short-comings of these

methodologies that were previously discussed in linear regression still apply here.

1.4 Diet-Heart Hypothesis

1.4.1 The Diet-Heart Hypothesis

The relationship between diet and coronary heart disease (CHD) has been studied intensively

for nearly a century. In 1908, Ignatowski produced atherosclerosis in rabbits with a diet high

in cholesterol and saturated fat. Later, in the 1950s, controlled feeding studies demonstrated

that saturated fatty acids and, to a lesser extent, cholesterol, increased serum cholesterol

concentration in humans, which epidemiological studies found to increase the risk of CHD.

These early discoveries led to the classic Diet-Heart Hypothesis, which postulates a primary

role of diet in the cause of CHD in humans. The challenge is to identify and isolate the

components of diet that lead to CHD.

The calorie is the unit used to measure the energy-producing value of food. Technically,

it is the amount of heat necessary to raise the temperature of one gram of water one degree

centigrade (0C). The human body demands energy to function efficiently. The question,

to which there is no consensus, is, ‘what are the ideal sources of these required calories?’.

There are four major sources of energy in food and beverages: Protein, carbohydrate, fat

and alcohol. When burned (metabolized), they provide different amounts of energy: Protein

and carbohydrate each provide four calories per gram; alcohol provides seven calories per

gram; and fat provides nine calories per gram. The formal relationship is:

calories = 4 ∗ protein + 4 ∗ carbohydrate + 7 ∗ alcohol + 9 ∗ fat

The caloric content of food therefore depends on the amount of carbohydrate, protein, fat

and alcohol it contains. Of the four, fat is the most concentrated source of energy and yields

more than twice as many calories per unit weight as carbohydrate and protein. All four
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(dietary) variables are highly correlated. This innate multicollinearity is the primary reason

for the difficulties associated with pin-pointing the precise components of diet that lead to

disease.

According to Ware [?], the consumption of the right mix of fat, protein and carbohydrates

is recommended as a prudent approach to a diet that is more in tune with the prevention

of CHD. In concept, we all agree with Ware. What we disagree on are the specifics of his

statement. There are diets that emphasizes carbohydrates (58% of calories); there are diets

that emphasizes protein (25% of calories); while there are diets that emphasize (unsaturated)

fats (31% of calories). There is such distinct lack of consensus that in 1997, Jeppensen et

al. [?] suggested that ‘Low-fat, high-carbohydrate diets [15% protein, 60% carb, 25% fat]

increase the risk of disease’ while less than ten years later, Halston et al. [?] pronounced that

diets lower in carbohydrates and higher in protein and fat are not associated with increased

risk of coronary heart disease. Investigations of the contribution to disease of each nutrient

(individually and collectively) continue.

1.4.2 Example

Consider, for example, the Honolulu Heart program (detailed in section 3.1). Here, McGee

et al. [?] attempted to model the relationship between a set of predictor variables, x, and the

reponse, Y , the presence or absence of coronary heart disease (CHD), via a logistic regression

model.

In this study of the risk factors of coronary heart disease, McGee et al. [?] observed

456 heart attacks within 10 years in a group of 7088 men. They analyzed the effect of

four correlated dietary variables – namely calories, protein, fat and carbohydrate and having

correlation coefficients ranging from a low of 0.29 to a high of 0.77 – on the incidence of

CHD. The results of the univariate approach, the full model, the stepwise selection and the

backward elimination methods all generated varying conclusions. The univariate analysis

showed that calories and fat were significant predictors of CHD at the 0.1% significant

level; backward elimination showed that calories and protein were significant; the full model

included calories, fat and protein while stepwise selection suggested that carbohydrate was

the only significant predictor.

Clearly, especially when correlated data are being considered, the models generated
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Table 1.1: Results from a study of Coronary Heart Disease by McGee et al. [?]: Four
regression techniques were used to generate logistic models defining the relationship between
CHD incidence and the four dietary variables (fat, carboh, calories and protein); chd10yr is
the independent variable

Method calories protein fat carboh

Univariate 0.001 0.001
Full Model 0.01 0.05 0.05
Stepwise 0.001
Backward 0.001 0.01

depend largely on the model selection technique that is employed. This is unsatisfactory! In

this dissertation, we intend to examine the performance of a few of the more recent statistical

methodologies. Included in this study are the bootstrap, Bayesian Model Averaging

(BMA), Ridge Regression and the Lasso. It is our hope that these techniques will provide

more consistent results that will provide some clarity (and consensus) to the Diet-Heart

Hypothesis.
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CHAPTER 2

BACKGROUND OF IMPLEMENTED METHODS

2.1 The Bootstrap

2.1.1 History of the bootstrap for model selection

When analysing medical datasets, the selection of variables is a common and important

problem. The distinction between authentic predictors and noise variables is critical,

especially in the context of prognostic studies. The goal is to eliminate irrelevant and

redundant variables while ensuring that we do not ignore the highly influential factors in the

hopes of ascertaining the regression model with maximum predicting capacity. Thus, the

need for model validation is conceived.

Model validation is done to assess whether predicted values from the model are likely to

accurately predict responses on future subjects or subjects not used to develop our model.

Model validation, or model stability as it is sometimes referred, can be done externally. That

is, subsequent to model generation, the stability of the model may be assessed by applying

the “frozen” model to a new population. As discussed by Harrell [?], external validation

is often problematic, the main issues being the problem of over-fitting the data and the

loss of power (to discriminate). Internal validation techniques such as data-splitting and

cross-validation are comparatively more efficient.

Among the documented drawbacks is the fact that sample sizes are usually too small to

apply the method of data-splitting. And while cross-validation, basically repeated data-

splitting, addresses most of its problems, Efron [?] showed that cross-validation is still

inefficient due to high variation of accuracy estimates when the entire validation process is

repeated. With increased computing power, computer intensive methods like the bootstrap

have become practical alternatives to assessing model stability.

Chen and George [?] were among the first to apply the (non-parametric) bootstrap
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method to the variable selection process. They used it in the context of the Cox proportional

hazards model to investigate the stability of a chosen regression model and to study the

prognostic implications for individual patients. Stability, here, refers to both the choice of

variables included in the model and, even more importantly, to the predictive ability of the

model. In their paper, they used the example in which they defined a prognostic model for

outcome in childhood acute lymphocytic leukemia with the Cox model and use of a training

set of 224 patients. The first phase of model validation was done with 100 bootstrap samples

that were used to derive the important prognostic factors (using the same stepwise regression

procedure) while the second validation phase involved 400 bootstrap samples used to estimate

the corresponding regression parameters. The original model was reproduced in only 2% of

the replications, giving some idea of the instability of the final chosen model. They observed

that the bootstrap inclusion frequencies of five of the six variables from the original model

were between 64% and 82%, whereas the frequencies were much smaller for variables not

included in the original model. This suggested that the most important variables had been

selected. They concluded that, generally, important variables will be included in most of the

replications and the inclusion frequencies may be used as a criterion for the importance of a

variable.

Further work was done by Altman and Andersen [?], and like Chen and George before

them, these authors mainly emphasized the investigation of stability when using a given

selection technique. In their paper, they used the bootstrap to investigate the stability of

the Cox proportional hazards regression model resulting from the analysis of a clinical trial

of azathioprine versus placebo in patients with primary biliary cirrhosis. Three models were

generated to further explore the concept of model stability. Firstly, the original model, Mo,

was the final model obtained by using forward stepwise selection on the original dataset. Of

the original twenty-five (25) variables considered, six (6) were found to be significant and

thus used as the framework for Mo. The second model was a fixed covariates model, M i
fix.

As the name suggests, these covariates – the same six included in Mo – were fixed prior to the

fitting of a Cox regression model to each of the 100 bootstrap samples drawn. Finally, the

stepwise regression model, M i
step, in addition to the six variables used in Mo, they considered

eleven (11) binary variables that had strong marginal association to survival. Again, 100

bootstrap samples were taken and a forward stepwise Cox regression was performed on each.

The predictions based on all three models agreed well. The fact that the predictions from
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M i
fix and M i

step were so similar shows that for the purpose of giving a prognosis, the choice

of variables in a multiple regression model is apparently not of paramount importance, once

a small set of “important” variables are included.

Later, Sauerbrei and Antes [?] extended the bootstrap investigation to model stability

by considering various selection techniques. Predominantly through the use of examples in

the literature, they highlighted the inconsistencies in the results generated through the use

of the different variable selection methods in regression analysis. First they made reference

to the example by McGee et al. [?] where 456 heart attacks were observed within 10 years

in a group of 7088 men. Analysis of four correlated predictor variables showed that the

univariate approach; the full model; the stepwise selection; and the backward elimination

methods all produced markedly different final models (section 1.4). Similar inconsistencies

were observed upon analysis of the survival times of 65 patients, 26% of whom were censored,

when considering 16 covariates [?].

Sauerbrei and Schumacher [?], for the most part, generalized the method presented by

Chen and George. In it they utilized a bootstrap re-sampling procedure as an improvement

to the selection strategy itself. They extended the stability investigations by considering the

inclusion frequencies of all possible pairs of variables to cope with the problem of correlated

variables where often only one variable is selected in a bootstrap replication. In an extreme

example, one of two highly correlated variables may always be selected, but the inclusion

frequency for each variable may be only about 50%. The result may be that both variables are

declared unimportant. Sauerbrei and Schumacher proposed two different variable selection

strategies depending on whether only strong factors are of interest or whether weak factors

should also be in the final model. The strategy for weak factors selects, in the first step,

all variables which might be important by keeping a variable in the model if the bootstrap

selection frequencies exceed a low level; they chose 30%. For the remaining variables, pairwise

investigations of interrelationships of inclusion frequencies may show that some of these

variables should be eliminated, because their conditional inclusion frequencies are too small

if other variables are included. The rationale behind the strategy for strong factors only is as

follows: A really strong factor should be entered into the model in nearly all the replications,

except when there is another highly correlated variable. In this case, at least one of the two

correlated factors will be selected in every bootstrap replication. Therefore, in the first step,

all variables with a high selection frequency (they chose 70%) are included. Variables not
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included may enter the model in a further step if bi-dimensional inclusion frequencies suggest

that one factor from a correlated pair should be included. Inclusion frequencies of the pair

should be larger than 90% and the factor with higher inclusion frequencies is selected for the

final model.

In light of the arguments against automated variable selection methods (section 1.2),

Austin and Tu [?] proposed the use of bootstrap re-sampling in conjunction with automated

variable selection methods, rather than just the latter by itself. That is, given a set of

candidate variables they proposed using bootstrap re-sampling to develop a parsimonious

predictive model. The proposed model selection method draws repeated bootstrap samples

from the original data. An initial parsimonious predictive model is developed through the

use of backward elimination on each of the bootstrap samples. For each candidate variable,

they document the proportion of bootstrap samples in which it was identified as a predictor

and use this as a criterion to rank the relative significance of the candidates. Variables that

were significant in all bootstrap samples constitute the intermediate model. Improvements

to this model were investigated by sequentially adding variables, according to their rank as

specified above. To deduce the final model, each candidate model was tested for its predictive

accuracy. The proposed model selection process has the advantage of being able to assess

the stability of the estimated regression coefficients. For a given predictor, they examine

the distribution of the coefficients across the bootstrap samples in which the variable was

identified as an independent predictor. If the model is stable, then these values are either

all positive or all negative.

In response to proposals for the use of Bayesian model averaging [?] in variable selection

(section 2.4), Sauerbrei, in 2006, proposed improvements to prediction via bootstrap model

averaging [?]. In the framework of the linear regression model, he proposed a two-

step bootstrap model averaging technique which consists of a screening step to eliminate

covariates thought to have no influence on the response, and a model averaging step. The

screening step is similar to the methods described previously: Apply a stepwise procedure to

B1 bootstrap samples and eliminate those covariates chosen in less than a pre-specified

percent of the models, say 30%. The model averaging stage estimates model weights

by generating B2 bootstrap samples of the original data while ignoring those covariates

eliminated in the screening step. The same stepwise procedure is applied to the B2 bootstrap

samples and the relative selected model frequencies are noted. These model frequencies
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are used as weights to calculate the bootstrap model averaging estimator and its variance.

Results from the bootstrap model averaging were compared to results from the full model

and the bagging approach. Bagging (predictors) is a method for generating multiple versions

of a predictor and using these to get and aggregated predictor [?]. These multiple versions

are generated by taking m bootstrap replicates of the original data; m models are fitted using

the m derived training sets and are subsequently combined by averaging their (numerical)

outcome. Sauerbrei observed that bootstrap model averaging reduced the mean squared error

(MSE) – in comparison to the full model – and correctly estimated the nominal coverage.

2.1.2 Bootstrap Method

The effectiveness of the bootstrap as a model selection procedure is intimately related to its

consistency. Let (xi, yi), i = 1, . . . , n be the given data, where xi is the ith value of a k-vector

of explanatory variables and yi is the response at xi. In our analyses, we will assume that k

is fixed (k does not increase as n increases). For the linear model, we assume that

µi = E(yi|xi) = x′

iβ V (yi|xi) = σ2 i = 1, . . . , n

where β is a k-vector of unknown parameters.

Optimal Model : The goal of model selection is to find the model of best fit for our data,

i.e, the optimal model. Let α be a subset of {1, . . . , k} of size kα and let xiα (or βα) be the

subvector of xi (or β) containing components of xi (or β) indexed by the integers in α. Then

model α is

µiα = E(yi|xi) = x′

iαβα V (yi|xi) = σ2 i = 1, . . . , n

If βα contains all nonzero components of β, then x′
iβ = x′

iαβα for any xi and the model above

is called a correct model. There may be more than one correct model though, so the goal is

to find the optimal one. Various criteria for optimality have been proposed but in general,

the optimal model should minimize the average loss

Ln(α) =
1

n

n
∑

i=1

(µi − x′

iαβα)2
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where βα is estimated by the least squares estimator, βα = (X ′
αXα)−1X ′

αy and where

Xα = (x1α, . . . , xnα)′ and y = (y1, . . . , yn)′

Stepwise regression techniques are often used to quickly generate the optimal model associ-

ated with each bootstrap sample. The ‘consistency’ of the bootstrap selection procedure

again dictates that the probability of selecting a non-optimal model (or a non-optimal

variable) vanishes as the sample size n increases to infinity.

Bootstrap Samples : Let F̂ be the empirical distribution putting mass n−1 on each pair

(xi, yi), i = 1, . . . , n. Generate iid bootstrap data (x∗
i , y

∗
i ), i = 1, . . . , n from F̂ . The bootstrap

analog of β̂α is

β̃∗

α = (X∗′

α X∗

α)−1X∗′

α y∗

X∗
α = (x∗

1α, . . . , x∗
nα)′ and y∗ = (y∗

1, . . . , y
∗
n)′. Under the condition that (X∗′

α X∗
α)−1 exists

asymptotically. In applications, β̃∗
α can be replaced by β̂α in the event that (X∗′

α X∗
α)−1 does

not exist.

Inference: The inclusion frequency for variables to be included in the model is largely

arbitrary. Sauerbrei and Schumacher [?] showed through calculation that p-values of 0.01

and 0.10 correspond to bootstrap inclusion frequencies of 0.73 and 0.38 respectively. These

calculations are approximate and are used here in conjunction with estimates from similar

studies to classify the strength of each predictor.

In this dissertation, variables that occur in at least 70% of the models are considered

strong predictors; those chosen in fewer than 30% are considered weak predictors. The

implication here being that variables selected between 30% and 70% of the models are

considered moderately strong with higher frequencies suggesting greater strength.

2.2 Ridge Regression

Ordinary least squares (OLS) regression often produces estimates having large mean square

errors (MSE) when predictor variables are multicollinear. In addition, strong collinearity
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among predictors can potentially lead to the problem of singularity, rendering the estimation

of regression coefficients intractable. Ridge regression was proposed by Hoerl and Kennard

(1970) to reduce the impact of multicollinearity in ordinary least squares regression. Consider

the standard model for multiple linear regression

Y = Xβ + ǫ

We wish to estimate values for the parameters β such that the linear model is a useful

summary of the data (X,Y). One common method of parameter estimation for linear

regression is least squares. This method finds a vector β̂ which minimizes the residual sum

of squares (RSS). It has been shown that in the presence of multicollinear predictors, β̂ can

have a high probability of being far removed from β. This unsatisfactory condition manifests

itself in estimates that are too large in absolute value and some may even have the wrong

sign. As an alternative, Hoerl and Kennard (1970) [?] proposed an estimation procedure

based on adding small positive quantities to the diagonal of X′X. Estimation based on the

matrix X′X + kI, k ≥ 0 rather than on X′X has been found to be a procedure that can

be used to help circumvent many of the difficulties associated with the usual least squares

estimates. They proposed that a slightly biased estimator with smaller variance may be

more advantageous than an unbiased estimator having larger variance.

2.2.1 Ridge Regression in OLS

The OLS estimator is obtained by minimizing the following objective function (RSS):

RSS
(

β̂
)

=
(

Y − Xβ̂
)′ (

Y − Xβ̂
)

(2.1)

To minimize the RSS, we compute the partial derivative at β̂i with respect to βi, for

i = 1, . . . , n, where n is the number of regression coefficients to be estimated, and set

the partials equal to zero. The result is the score equations X′(Xβ̂ − Y) = 0 for linear

regression, from which we compute the least squares estimator

β̂ = (X′X)
−1

X′Y (2.2)

The covariance matrix of β̂
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var(β̂) = σ2 (X′X)
−1

(2.3)

Recall that MSE(β̂) = E[(β̂ − β)2] = var(β̂) + [bias(β̂)]2 where bias(β̂) = E(β̂) − β. In

the multivariate case, the mean square error function is defined as MSE = Tr[var(β̂)] +

[bias(β̂)]′[bias(β̂)]

MSE = σ2Tr [(X′X)]
−1

= σ2

h
∑

j=1

1

λj

(2.4)

where the λj is the jth eigenvalue of the X′X matrix

If any of the λj eigenvalues is relatively small (it occurs when they differ in great extent)

the value of MSE increases. It means that estimated parameters may be far from the true

ones. In Ridge regression, to control the variance, we regularize (control the size of) the

coefficients. Ridge regression shrinks the regression coefficients (toward zero) by imposing a

penalty on their size. The ridge coefficients minimize a penalized residual sum of squares,

β̂ridge = argmin

{

n
∑

i

(yi − x′

iβ)2 + λ

p
∑

j=1

β2
j

}

(2.5)

where λ, usually between 0 and 1, is the parameter that controls the amount of shrinkage:

the value of λ is directly proportional to the amount of shrinkage. Due to the varying scales

of the predictors, standardization is usually recommended prior to solving the ridge problem.

Equivalently, the ridge problem is

β̂ridge = argmin
n
∑

i

(yi − x′

iβ)2 s.t.

p
∑

j=1

β2
j ≤ t (2.6)

which makes explicit the size constraint on the parameters. Penalization of the intercept

would make the analysis dependent on the origin chosen for Y, so it is not included in the

penalty term (adding a constant c to each of the targets yi would not simply result in a shift

of the predictions by the same amount c). In matrix form,

RSS(λ) = (Y − Xβ)′ (Y − Xβ) + λβ′β (2.7)

RSS(λ) is convex and therefore has a unique solution. By taking derivatives, we get:
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∂RSS(λ)

∂β
= −2X′(Y − Xβ) + 2λβ (2.8)

The solution to which is,

β̂ridge = (X′X + λI)
−1

X′Y (2.9)

The solution is indexed by the parameter λ, so for each λ, we have a distinct solution.

Therefore, the λ’s trace out a path of solution. While OLS experiences the problem of

singularity, the solution shows that a positive constant is added to the diagonal of X′X

before inversion. This inclusion of λ makes the problem non-singular even if X′X is not.

The OLS estimator is recovered when λ = 0 while as λ → ∞, all β̂ridge
j estimators go to zero

(intercept-only model).

The ridge estimator is proved to lead to smaller MSE but the optimum λ value may not be

calculated. Hoerl and Kennard (1970) proposed the ridge trace for deciding on λ. The ridge

trace is the plot of the estimated parameter values as function of λ: When the β̂ridge
j values

cease to change strongly, the proper λ is found. This approach lacks objectivity and has

been heavily criticized by many. Standard practice currently uses cross-validation (discussed

in section 2.5) to determine the optimal value of λ.

2.2.2 Ridge Regression in Logistic Regression

Le Cessie and Van Houwelingen (1992) were among the first to implement ridge regression

in the framework of logistic regression. In their paper, they used a clinical problem to

demonstrate how ridge estimators can be combined with logistic regression to improve the

model in such situations. They considered 81 patients with ovarian cancer for whom the

deoxyribonucleic acid (DNA) content of about 300 cancer cells was determined by DNA

image ctyometry. The aim was to model the relationship between the survival and DNA

content of cancer cells. As in ordinary linear regression, ridge regression was shown to be

a good method for obtaining more stable parameter estimates for the logistic regression

model. The amount of shrinkage of the parameter estimates was directly related to the ridge

parameter chosen; furthermore, the choice of the ridge parameter depended on the cross-

validation criterion which was used. Their results suggested a reduction in the prediction

error (for new data) when the ‘correct’ ridge parameter is chosen.
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Later in 2001, Barker and Brown (2001) compared ridge logistic regression to principal

component logistic regression and standard logistic regression by simulation studies. In their

paper, the predictor variables are all binary and highly correlated. In their simulations,

the number of non-intercept variables, m, was allowed to take on the values four and eight.

Furthermore, all non-intercept odds ratios were assumed identical (β1 = β2 = · · · = βm).

The strength and type of dependency among the explanatory variables were varied during

different runs of the simulations. As previously mentioned, ridge regression depends on the

ridge constant, λ. No universally accepted method of choosing λ exists. This is particularly

true in the logistic regression context. Following Schaeffer (1984), the ridge estimator, βridge,

was defined as (X′WX + λI)−1 X′WXβmle, where βmle is the MLE of β, W is the diagonal

matrix of MLEs of success probabilities, I is the identity matrix, and λ = m
β′

mleβmle
. They

observed that while standard logistic regression has the tendency to produce estimators

having large MSE when the cross-product matrix is nearly singular, both ridge logistic

regression and principal component logistic regression generally produce estimators with

smaller MSEs.

In contrast to Barker and Brown (2001), Steyerberg et al. (2001) considered both

dichotomous and continuous variables for their logistic regression model. In addition, Barker

and Brown (2001) used their logistic ridge model to deal with the issue of multicollinearity

among explanatory variables while Steyerberg et al (2001) sought to resolve the problems

associated with having small data sets (in relation to the number of covariates) in medical

studies. They constructed logistic models to predict 30-day mortality after acute myocardial

infarction (AMI). Small data sets were created from a large randomized controlled trial, half

of which provided independent validation data. They compared the performance of three

variants of shrinkage techniques: 1) a linear shrinkage factor, which shrinks all coefficients

with the same factor; 2) penalized maximum likelihood (or ridge regression), where a penalty

factor is added to the likelihood function such that coefficients are shrunk individually

according to varying criteria (for example, the variance of each covariate); 3) the Lasso

(section 2.3), which shrinks some coefficients to zero by setting a constraint on the sum of

the absolute values of the coefficients of standardized covariates.

For the penalized maximum likelihood estimation, a penalty factor of λ was included in

the maximum likelihood formula: log L − 1
2
λβ′Pβ where L is the usual likelihood; and P

is a penalty matrix. For ridge regression, this penalty matrix is the identity matrix. To
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determine the optimal value of λ, they varied λ over a grid (0, 0.5, 1, 1.5, 2, 3, 4, 6, 8,

12, 16, 24, 32, 48, 64) and evaluated a modified Akaike Information Criterion (AIC): AIC

= [model χ2 − 2 * effective d.f.]. The λ with the highest AIC was used in the penalized

estimation of the coefficients. They found that all three shrinkage techniques improved

the calibration of predictions compared to the standard maximum likelihood estimates,

thereby helping to resolve the problem of over-fitting that is usually associated with small

data sets in medical data. They observed no significant differences in performance among

application of a linear shrinkage factor, a penalized maximum likelihood (or ridge regression)

procedure, or the Lasso. On the other hand, they highlighted the lasso’s ability to shrink

some of the coefficients exactly to zero, generating smaller models that are more attractive

for applications.

The literature for ridge logistic regression is by no means extensive. Another recent paper

of note, though, was that done by Vago and Kemeny in 2006. They too proposed to apply

the ridge method to the maximum likelihood estimation of the logit model parameters. The

efficiency of the technique was investigated (they compared the effectiveness of the logistic

ridge and standard maximum likelihood regression) using a biomedical data set made up of

889 patients with restless legs syndrome (RLS). Details of the selection of the ridge parameter

were not given. They concluded that, in their example, the use of ridge regression is not

reasonable, because the smaller variance of the ridge estimator did not compensate its bias.

Due to the large sample size the variance of the maximum likelihood estimator was relatively

small, and so the use of ridge estimation was not justified. They proceeded to investigate

its effectiveness for smaller data sets by taking bootstrap samples (n: 100, 110, 120, 125,

130, 140, 180, 200, 300, 400, 600) from the original data set. For smaller sample sizes, the

variance of ML estimator increases strongly as the sample size decreases, while the variance

of the ridge estimation hardly changed. Thus for smaller samples, the use of ridge method

proved to be more effective than the ML estimation.

2.2.3 Theory

In OLS, maximum likelihood estimation (MLE) for β̂ is identical to the least squares estimate

under the assumptions that the errors, ǫi, are independent and normally distributed with

zero mean and constant variance, σ2. In logistic regression, the errors also have mean zero

but have non-constant variance that is dependent on the mean. The logistic model is non-
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linear in β and not only is it difficult to compute the minimum of the RSS, but the RSS

minimizer will not correspond to maximizing the likelihood function. While it is possible

to transform the logistic model into one which is linear in its parameters using the logit

function g(µ) = µ

1−µ
, it is ill advised to use linear regression least squares techniques because

the error is not normally distributed and the variance is not independent of the mean and so

we lose a basis for inference. Additionally, the estimates are not restricted to [0,1]. Maximum

likelihood via the iteratively re-weighted least squares (IRLS) technique is more appropriate

for the logistic setting.

In the logistic model, the outcome Y (coded here as 0 or 1) is a Bernoulli random variable.

The expression for π(x) given in Equation 1.2 provides the conditional probability that Y

is equal to 1 given the data. This will be denoted as P (Y = 1|x) or simply p. It follows

that the quantity 1 − π(x) gives the conditional probability that Y is equal to zero given

the data, P (Y = 0|x). Thus, for those pairs (xi, yi) where yi = 1, the contribution to the

likelihood function is π(xi) = pi, and for those pairs where yi = 0, the contribution to the

likelihood function is 1 − π(xi) = 1 − pi. A convenient way to express the contribution to

the likelihood function for the pair (xi, yi) is through the expression

P (xi, yi|β) =

{

pi if y = 1
1 − pi if y = 0

= pyi

i [1 − pi]
1−yi

From this expression we may derive the likelihood and log-likelihood of the data X, Y under

the logistic model. Since the observations are assumed to be independent, the likelihood

function is obtained as the product of the terms given in the expression above

l(X, β) =
∏

i

pyi

i (1 − pi)
1−yi (2.10)

ln l(X, β) =
∑

i

yi log(pi) +
∑

i

(1 − yi) log(1 − pi) (2.11)

The likelihood and log-likelihood functions are non-linear in β and cannot be solved

analytically. Numerical methods are typically used to find the MLE β̂. An alternative

to numerically maximizing the logistic maximum likelihood equations is the iteratively re-

weighted least squares (IRLS) technique. This technique uses the Newton-Raphson algorithm
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to solve the logistic score equations. First, the log-likelihood function is differentiated w.r.t.

the parameters.

∂

∂βj

ln l(X,Y, β) =
∑

i=1

(

yi

∂
∂βj

pi

pi

− (1 − yi)

∂
∂βj

pi

1 − pi

)

=
∑

i=1

(

yi

xijpi(1 − pi)

pi

− (1 − yi)
xijpi(1 − pi)

1 − pi

)

=
∑

i=1

xij(yi − pi) (2.12)

where j = 1, . . . ,M and M is the number of parameters. The partial derivatives are then

each set to zero.

X′(Y − p) = 0 (2.13)

Define h(β) as the vector of partial derivatives shown in Equation 2.12. Finding a solution

to the logistic score equations is equivalent to finding the zeroes of h. The logistic likelihood

is convex and so there is only one minimum and hence exactly one zero for h. The Newton-

Raphson algorithm finds the optimum through repeated linear approximations. After an

initial guess β̂0 is chosen, each Newton-Raphson iteration updates its guess for β̂k via the

first-order approximation

β̂i+1 = β̂i + Jh(β̂i)
−1hβ̂i

where Jh(β̂) is the Jacobian of h evaluated as β̂. The Jacobian is a matrix, and each row

is simply the transposed gradient of one component of h evaluated at β̂. Hence the ij-

element of Jh(β̂) is −
∑

i=1

xijxikµ(xi, β)(1− µ(xi, β)). If we define wi = µ(xi, β)(1− µ(xi, β))

and W = diag(w1, . . . , wR) = diag [p̂i(1 − p̂i)], then the Jacobian may be written in matrix

notation as −X′WX. Using this fact and equation we may rewrite the Newton-Raphson

update formula as

β̂i+1 = β̂i + (X′WX)
−1

X′(Y − µ(X, β̂)) (2.14)

Since β̂i = (X′WX)−1 X′WXβ̂i we may rewrite Equation 2.14 as
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β̂i+1 = (X′WX)
−1

X′(WXβ̂i + (Y − µ(X, β̂)))

= (X′WX)
−1

X′WZ

where Z = Xβ̂i +W−1(Y−µ(xi, β̂). Newton-Raphson iterations may be stopped according

to any of several criteria such as convergence of β̂ or the logistic log-likelihood from

Equation 2.11

The covariance matrix of β̂ is given by:

var(β̂) = {X′diag[pi(1 − pi)]X}−1 (2.15)

As previously stated, the ridge method is used to treat multicollinearity in linear regression.

It can also be applied to the maximum likelihood estimation. To do this, a small positive

number is added to the diagonal elements of the covariance matrix, Equation 2.15

var(β̂ridge) = {X′diag [pi(1 − pi)]X + λI}−1 (2.16)

The objective function now has the form:

RSS(β̂ridge) =
∑

i

yi log(pi) +
∑

i

(1 − yi) log(1 − pi) − λIβ̂ridge′β̂ridge (2.17)

Using the Newton-Raphson iterative process, the estimate of the parameter vector is:

β̂ridge = (X′WX + λI)
−1

X′WZ (2.18)

When λ = 0 the solution will be the ordinary MLE, whereas if λ → ∞ the βj all tend to

0. A large number of explanatory variables and/or much correlation between the various

explanatory variables give rise to unstable parameter estimates. Shrinking the βs towards

0 and allowing a little bias will stabilize the system and provide estimates with smaller

variance. Therefore, for a good choice of λ, the estimate β̂ridge is expected to be on average

closer to the real value of β than the unrestricted MLE, i.e. MSE(β̂ridge) < MSE(β̂).
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2.3 Lasso

One of the drawbacks of subset regression is that the process is discrete, meaning that

variables are either retained or discarded. It’s discrete nature often leads to high variance and

therefore it fails to significantly improve the predictive ability of the full model. Shrinkage

methods like ridge regression (previous section) and the LASSO are continuous processes

that seek to remedy this short-coming.

2.3.1 The Lasso

The Lasso, a shrinkage method much like the ridge, was introduced by Tibshirani [?]. While

similar to the ridge in many ways, the lasso has significant differences that are highlighted

by the difference in constraint on the objective function. The lasso estimate is defined by

β̂lasso = argmin

{

n
∑

i

(yi − x′

iβ)2 + λ

p
∑

j=1

|βj|

}

(2.19)

As with the ridge, there is a tuning parameter λ, usually between 0 and 1, that controls the

amount of regularization: The larger the value of λ, the greater is the derived regularization.

As before, standardization is usually recommended prior to solving. The Lasso coefficients

are the solutions to the l1 optimization problem:

β̂lasso = argmin
n
∑

i

(yi − x′

iβ)2 s.t.

p
∑

j=1

|βj| ≤ t (2.20)

which makes explicit the size constraint on the parameters. This is equivalent to the RSS

function,

RSS(λ) = (Y − Xβ)′ (Y − Xβ) + λ||β||1 (2.21)

The constraint in the Lasso makes the solutions non-linear in yi, so unlike the ridge, β̂lasso

has no closed form. Original implementation involves quadratic programming techniques

for convex optimization. Currently, there are packages in R (LARS, glmnet, glmpath and

others) that implement the Lasso. Unlike ridge, the Lasso acts both as a shrinkage algorithm

and a model selection tool. With ridge regression, some coefficients will get numerically small

(variables are scaled so that they get arbitrarily small coefficients values which are not exactly
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zero), but coefficient values for each of the variables are generated. However, because of the

l1 penalty, the Lasso will set some of the variables exactly equal to zero (produces sparse

solutions).

2.4 Bayesian Model Averaging

2.4.1 Model Uncertainty

A large part of statistical practice focuses on modeling data. In a given scientific context,

modeling data provides answers to important questions regarding the structure of the data,

factors which affect the data, and possible values of future data points. Although realization

of uncertainty is inherent in statistical procedures, historically statisticians have spent much

more effort focusing on “within” model uncertainty instead of “between” model uncertainty.

There is substantial statistical literature discussing model selection, which is the practice

of selecting a model to fit the data at hand. Model selection focuses on selecting the “best”

model to fit the data. Standard statistical practice suggests model selection as a first step,

often encompassing a complex and time consuming search over many model classes. Once

the model is selected, the model is fit, assessed, reported, and interpreted. Usually, the

uncertainty reported for values such as future predictions or parameter estimates consist

only of the uncertainty associated with the statistical distributions embedded in the model.

Ignoring the uncertainty associated with the model selection procedure itself results in an

underestimation of all uncertainty, and leads to overconfidence in reported conclusions.

Researchers have been known to present several competing models, each with strong evi-

dence from the data, as possible “best” models. This approach addresses model uncertainty,

but leaves no recommendations for how to combine the results of the different models, or

how to interpret the results if the models give qualitatively differing conclusions. Combining

the results of many models allows the statistician to take advantage of the strengths of

different models, and directly address the model uncertainty inherent in selecting a single

model. Because of this, there is a need for coherent mechanisms to combine the results of

many different models.

Consideration of a diverse pool of alternatives generally leads one to think of the “average”

of all these alternatives. Combining the results from different models by averaging them has
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a diverse history including applications in econometrics, meteorology, and psychology. Most

of this work simply selects several good models using standard techniques and takes the

arithmetic average of them. Often these procedures are considerably computer intensive, or

only applicable to obscure problems. In addition, there is little statistical theory to guide the

usage of averaging schemes. This dissertation discusses Bayesian Model Averaging (BMA)

as an innovative method that provides some sophistication to the averaging of models.

2.4.2 History of Model Combination

Bayesian model averaging is one way of combining models in order to account for the

uncertainty present in the model selection process. However, the idea of combining the

results of different models is not new to statistics.

The idea of averaging over different estimators has been traced back to Laplace [?] in 1818.

Since then the history of statistics has been populated with different theories and applications

of combining estimators of parameters of statistical models. Cochran [?], though, is the one

credited for introducing the concept of combining different estimators from different samples.

However, much less attention has been given to the problem of combining estimators from

different models fit on the same data set.

Barnard’s [?] attempt to compare predictions from different models on the same data was

one of the first such attempts. This premier attempt, though statistically motivated, was

published in the quality control literature. Since then, the economics and forecasting liter-

ature has produced a wealth of papers on the subject of combining forecasts. Statisticians,

though, were slow to catch on to the benefits of combining models.

Independently, the last twenty years has seen growing attention, in the statistical

literature, to the perils of choosing one single “best” model. When a model selection

technique is employed to select a single model, classical theoretical results do not necessarily

apply to the parameter and variance estimates from that model. Gong [?] demonstrates

substantial bias is introduced into goodness of fit tests for parameters in logistic regression.

Hjorth [?] claims that properties of an estimate may depend on the selection process itself.

The understanding that the model selection process might have a significant effect on the

analysis leads to the acceptance of model uncertainty as an important aspect of data analysis.

Draper [?] and Chatfield [?] give excellent reviews of the issues involved in model uncertainty

including some striking examples of where model uncertainty composes a large percentage
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of the overall uncertainty in a statistical analysis.

A growing number of statisticians have adapted the concept of averaging models to

account for this model uncertainty. Morris [?], in one of the first records of model averaging

in the statistical literature, combined two forecasts of sunspot activity. His results showed

that the combined forecast of sunspot activity performed better than either of the individual

forecasts. Later on, in 1982, Faraday [?] averaged predictions from different models

that were generated from different bootstrap samples. Similarly, Breiman [?] describes

“bagging predictors”, which also aggregates over bootstrapped data. Elsewhere, Breiman [?]

introduces “stacked regressions”, which averages over regression models of many different

dimensions.

The Bayesian formulation for averaging over models presented later in this section is a

simple application of Bayes’ Theorem and the law of total probability. That is, we take a

weighted sum over the different models in a model class to account for the model uncertainty.

Often the model space we want to average over can be enormous, for example in variable

selection problems investigating p covariates means a model space of at least 2p. Because

of this, Markov Chain Monte Carlo methods are popular. By moving around model space

stochastically, the chain visits models with high probability quickly and often, and never

bothers fitting models with insignificant probability. Madigan and York [?] define Markov

Chain Monte Carlo Model Composition (MC3) as a stochastic chain through model space

which has equilibrium distribution equal to the true posterior model distribution. The chain

defines posterior model probabilities and predictive distributions that are averaged using

these probabilities. Applied to discrete graphical models in the context of estimating a closed

population estimate, they have reported improvements in predictive performance. Raftery

et al. [?] apply MC3 to variable selection for hierarchical linear models. An alternative to

MC3, the stochastic search variable selection method (SVSS) developedy by George and

McCulloch [?], models the parameters as a mixture of normals, with components of small

and large variance. For noise variables, the component with small variance will have a large

probability, effectively removing that variable. Their framework represents a traditional

hierarchical model, and they can run a standard Gibbs sampler or Metropolis-Hastings

sampler. Clyde et al. [?] look at model mixing through orthogonalization of the independent

variables. For logistic models, Viallefont et al. [?] show an increase in predictive performance

by averaging over the entire model class.
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Raftery [?] applies BMA to generalized linear models, establishing good approximations

to the Bayes factor via simple Laplace approximations, and using these approximations to

average over competing models.

2.4.3 Implementing BMA

BMA asserts that no model is uniformly optimal. So, because no uniformly “best” model

exists, the concept of model uncertainty is acknowledged and must be accounted for. To

account for model uncertainty, the Bayesian approach (and more specifically BMA) utilizes

the law of total probability. That is, it sums or integrates over the quantities that are not of

primary interest and about which there is uncertainty. In the logistic model (and regression

models in general), if we assume there are no interactions between the risk factors, there are

up to k = 2p possible models defined by allowing each of the X1, . . . , Xp to be included in,

or excluded from, the model. Let M = {M1, . . . ,Mk} denote the set of all such models and

let γ be the quantity of interest where γ has the same interpretation in all such models (In

logistic regression, γ is more likely an adjusted odds ratio (OR) but it could also be a future

observation). The standard Bayesian approach to account for model uncertainty, proposed

by Leamer (1978), states that the posterior distribution of γ given the data D is

P (γ|D) =
k
∑

i=1

p(γ|D, Mk)p(Mk|D) (2.22)

where p(γ|D, Mk) denotes the posterior (predictive) distribution of γ, and p(Mk|D) is the

posterior probability of model Mk given the data. Note that Equation 2.22 represents a

weighted average of the model-specific posterior distributions where the weights are the

posterior model probabilities.. The posterior model probability is given by

P (Mk|D) =
p(D|Mk)p(Mk)

∑k

i=1 p(D|Mi)p(Mi)
(2.23)

where p(Mk) is the prior model probability of model Mk. That is, the prior probability that

Mk is the true model. These are often chosen to be equal so that one model is not favored

over another a priori. Equation 2.23 says that

P (Mk|D) ∝ p(D|Mk)p(Mk) (2.24)
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The quantity P (Mk|D) is the marginal likelihood of model Mk and is calculated as follows:

P (D|Mk) =

∫

p(D|θk, Mk)p(θk|Mk)dθk (2.25)

where θk is the vector of regression parameters for model Mk, p(D|θk, Mk) is its likelihood and

p(θk|Mk) is its prior distribution, both under model Mk. All the probabilities are implicitly

conditional on M .

Equation 2.25 poses a few problems. The first is the evaluation of the integral, which

does not usually have an analytic form and can be of high dimension. Fortunately, for

logistic regression, and indeed for generalized linear models more broadly, an accurate and

quite tractable approximation is available via the Laplace method. The required posterior

distribution of λ given a particular model, Mk, is found by integrating out the model

parameter θk:

p(γ|Mk, D) =

∫

p(γ|θk, Mk, D)p(θk|Mk, D)dθk (2.26)

The second problem is the choice of model priors. BMA requires that two sets of priors are

specified: (1) the prior probabilities P (Mk) of the models and (2) the prior distribution of

the parameters, βi . When there is little prior information about the relative plausibility of

the models considered, taking them all to be equally likely a priori is a reasonable choice.

When prior information about the importance of a variable is available, a prior probability

on model Mi can be specified as:

p(Mi) = Πp
j=1π

δij

j (1 − πj)
1−δij (2.27)

where πij ∈ [0, 1] is the prior probability that θj 6= 0, δij is an indicator of whether or not

variable j is included in model Mi. Assigning πj = 0.5 for all j corresponds to a uniform

prior across model space, while πj < 0.5 for all j imposes a penalty for large models. Using

πj = 1 ensures that variable j is included in all models. Using this framework, elicitation

of prior probabilities for models is straightforward and avoids the need to elicit priors for a

large number of models. Alternative approaches exist when expert information is available.

The third problem is that the number of terms in Equation 2.22 can be enormous. That

is, since each of the equations involves summation over all k = 2p possible models, k will

often be impracticably large. To reduce this, we may approximate the full sum by excluding
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models that are far less probable a posterior than the best model, an approach known as

Occam’s Window. A second approach is to use the Markov Chain Monte Carlo (MCMC)

approach that directly approximates the exact solution. Both approaches are subsequently

introduced.

Occam’s Window

Considering that the k = 2p possible models might be quite enormous, Occam’s Window

seeks to reduce the model space via a two step procedure. First, if a model predicts the data

far less well than the model that provides the best predictions, then it has effectively been

discredited and should no longer be considered. Thus, models not belonging to

A′ =

{

Mk :
maxi{p(Mi|D)}

p(Mk|D)
≤ C

}

(2.28)

should be excluded from Equation 2.22, where C is chosen by the data analyst and

maxi{p(Mi|D} denotes the model with the highest posterior model probability. Raftery

et al. [?] show that C = 20 provides a good approximation to averaging over the entire

model space. In other words, average only over models with posterior model probability at

least 1/20 of that of the best model. Note that the number of models in Occam’s window

increases as the value of C decreases.

Second, appealing to Occam’s razor, we exclude models that receive less support from the

data than any of their simpler submodels. More formally, we also exclude from Equation 2.22

models belonging to

B =

{

Mk : ∃Mi ∈ M, Mi ⊂ Mk,
p(Mi|D)

p(Mk|D)
> 1

}

(2.29)

Equation 2.22 is then replaced by

p(γ|D) =

∑

Mk∈A
p(γ|Mk, D)p(D|Mk)p(Mk)

∑

Mk∈A
p(D|Mk)p(Mk)

(2.30)

where

A = A′\B ∈ M (2.31)
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This greatly reduces the number of models in the sum in Equation 2.22, and now all that

is required is a search strategy to identify the models in A. Two further principles underly

the search strategy. The first principle (Occam’s window) concerns interpreting the ratio of

posterior model probabilities p(M1|D)/p(M0|D). Here M0 is a model with one less predictor

than M1. If there is evidence for M0 then M1 is rejected, but to reject M0 we require

strong evidence for the larger model, M1. If the evidence is inconclusive (falling in Occam’s

window), then neither model is rejected. The second principle is that if M0 is rejected, then

so are all of the models nested within it. Typically, the number of terms in Equation 1.4 is

reduced to fewer than 25.

Markov Chain Monte Carlo Model Comparison

The second approach is to estimate Equation 2.22 using a Markov chain Monte Carlo

(MCMC) approach. The idea is that this method generates a stochastic process that moves

through the model space. We can construct a Markov chain {M(t), t = 1, 2, . . . } with

state space M and equilibrium distribution p(Mi|D). If we simulate this Markov chain for

t = 1, . . . , N , then under certain regularity conditions, for any functions g(Mi) defined on

M, the average

Ĝ =
1

N

N
∑

t=1

g(M(t)) (2.32)

converges almost surely to E(g(M)) as N → ∞. To compute Equation 2.22 in this fashion,

set g(M) = p(γ|M, D)

To construct the Markov chain, we define a neighborhood nbd(M) for each M ∈ M

that consists of the model M itself and the set of models with either one variable more or

one variable fewer than M. Define a transition matrix q by setting q(M → M ′) = 0 for all

M ′ /∈ nbd(M) and q(M → M ′) constant for all M ′ ∈ nbd(M). If the chain is currently

in state M , then we proceed by drawing M ′ from q(M → M ′). It is then accepted with

probability

min

{

1,
p(M ′|D)

p(M |D)

}
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Otherwise, the state stays in state M .

2.4.4 Inference for Odds Ratios

BMA provides hypothesis tests, point estimates and confidence intervals for an adjusted OR,

all of which take account of model uncertainty. For hypothesis testing, from a Bayesian point

of view, the question becomes “what is the posterior probability that X1 is a risk factor,

that is, that β1, the adjusted log OR, is not equal to zero?”. This probability, denoted by

Pr[β1 6= 0|D], is the sum of the posterior probabilities of the models that include X1, namely

Pr[β1 6= 0|D] =
∑

Mk:X1∈Mk

p(Mk|D) (2.33)

The expression (β1 6= 0) indicates that β1 is included and estimated in at least one model.

In particular, this expression can be viewed as an approximation to the statement that β1 is

small, where small typically means less than about one-half of a standard error.

Conventional rules of thumb for interpreting this quantity are that if Pr[β1 6= 0|D] is

less than 50%, there is no evidence for X1 being a risk factor, if it is between 50% and 75%

there is weak evidence for X1 being a risk factor, if it is between 75% and 95% there is

positive evidence, between 95% and 99% the evidence is strong, and beyond 99% per cent

the evidence is very strong.

A Bayesian point estimate of β1 is its posterior mean, given that X1 is in the model,

namely

E[β1|D] =
∑

β̂k
1p(Mk|D) (2.34)

where β1 is the posterior mean of β1 under model Mk , which is zero if X1 is not in Mk . This

is a weighted average of the model-specific point estimates, where once again the weights

are the posterior model probabilities. A Bayesian standard error, the posterior standard

deviation of β1, is equal to the square root of

var(β1|D) =
∑

(var(β1|D, Mk) + (βk
1 )2)p(Mk|D) − E[β1|D]2 (2.35)
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2.5 Cross Validation

2.5.1 Introduction

The generalization of performance of a learning method relates to its prediction capability

on independent test data [?]. It is the assessment of this performance that guides both

the choice of learning method and that of the subsequent selected model. The quality and

appropriateness of the final model is a measure of its generalization performance.

Consider a response variable Y , a vector of prediction variables X, and a fitted model f̂(X)

that has been estimated from a training set T . The loss function for measuring errors between

Y and f̂(X) is denoted by L(Y, f̂(X)). The final model chosen by a given technique, often

depends on the particular loss function considered. As with OLS, there are several loss

functions that are used in logistic regression; some of the common choices are discussed later

in this section.

Hastie [?] defines the test error, also referred to as generalization error, as the prediction

error over an independent test sample, T

ErrT = E[L(Y, f̂(X))|T ] (2.36)

where both X and Y are drawn randomly from their joint distribution. A related quantity,

our quantity of interest, is the expected prediction error (or expected test error)

Err = E[L(Y, f̂(X))] = E[ErrT ] (2.37)

Notice that the expected prediction error averages over a random training set, where as in

the test error the training set is fixed.

In the ridge and lasso, there is the tuning parameter, λ, that varies the complexity of

the model. The goal is to find the value of λ that minimizes the expected prediction error.

In the ideal situation, data is limitless and the best approach to ascertain the value of the

tuning parameter would be to randomly divide the dataset into three parts: a training set,

a validation set and a test set. The training set is used to fit the models; the validation

set is used to estimated prediction error for the models selected and the test set is used to

assess the generalized error for the final chosen model. In practice, there is never enough
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data! Methods like cross validation have been developed for the practical case where data is

limited.

2.5.2 Cross Validation

In the absence of sufficient data, K-fold cross validation uses a fraction of the available data

to fit the model, and the remainder to test it. The data, S, is partitioned into K separate

sets of equal size (K = 5, 10, N are popular choices for K ). For the kth part, the model is

fit to the other K − 1 parts of the data, while the kth part is used to calculate the prediction

error of the fitted model. This process is repeated for k = 1, 2, . . . , K. The combined K

estimates are used to calculate the overall prediction error.

Let κ : {1, . . . , N} → {1, . . . , K} be an indexing function that indicates the partition to

which observation i is allocated by randomization. For each k = 1, 2, . . . , K, fit the model

f̂−k(x) to the training set, Sk with the kth fold removed and compute the fitted values for the

observations in Sk, based on the training data that excluded this fold. The cross validation

estimate of prediction error is then

CV(f̂) =
1

N

N
∑

i=1

L(yi, f̂
−κ(i)(xi)) (2.38)

The case of K = N is known as leave-one out cross validation. Here, κ(i) = i, and for the

ith observation, the fit is computed using all the data except the ith observation. To account

for the unknown tuning parameter in ridge and the lasso, we will define f̂−k(x, λ) as the λth

model fit with the kth part of the data removed. The cross validation estimate becomes

CV(f̂ , λ) =
1

N

N
∑

i=1

L(yi, f̂
−κ(i)(xi, λ)) (2.39)

Let λ̂ be the value of the tuning parameter that minimizes CV (f̂ , λ), then f̂−k(x, λ̂) is the

final model chosen to fit the data.

The choice of the value of K is not an exact science. In an effort to maximize the

size of the training data, practitioners have been known to choose K = N . However, the

related cross validation estimator, while being approximately unbiased for the true (expected)

prediction error, can have high variance because the N training sets are so similar to one
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another [?]. In addition, the computational requirements are considerable, requiring N

applications of the method. On the other hand values of 5 and 10 have lower variance, but

their associated sample bias could pose a problem depending on how the performance of the

regression technique varies with the size of the training set. Overall, according to Breiman

and Spector [?] five or tenfold cross validation are recommended as a good compromise.

2.5.3 Bootstrap

Cross validation is used to estimate the value of the tuning parameter that minimizes the

prediction error, thereby selecting an appropriate value of λ (and hence, a set of coefficients).

These chosen coefficient estimates may then be validated through a bootstrap analysis.

Subsequent to choosing the value of λ, B = b bootstrap samples are drawn from the

original data. For each of the B bootstrap samples, fit a logistic regression path (based on the

selected λ that maximized predictive accuracy) thereby generating a bootstrap distribution

of each coefficient estimate.

2.5.4 Loss Functions

One of the purposes of regression is to enable prediction of future outcomes. Measures of the

predictive accuracy of regression models quantify the extent to which covariates determine

individual outcomes. Determination of the predicted errors depend on the choice of loss

function employed. In OLS the error sum of squares is the only one reasonable measure of

residual variation criterion, subsequently leading to the general consensus on the use of the

coefficient of determination or explained variation, R2, as the tool for assessing the model

adequacy. No such consensus exists in logistic regression. A few of the suggested residual

variation criteria for binary dependent variables are entropy, squared error and qualitative

difference. The rest of this chapter is dedicated to a few of the more popular measures.

Assume the strictly binary case and observe n independent pairs (xi, yi), i = 1, . . . , n

where yi = 0, 1 denotes an observation of the outcome random variable Yi and xi is the

corresponding covariate vector. Under the logistic regression model we assume that

P (yi = 1|xi) = π(xi)

where
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π(xi) =
eβ0+β′xi

1 + eβ0+β′xi

Let D(yi) denote a measure of dispersion for the ith observation relative to the marginal

distribution of Y and D(yi|xi) represents the measure computed conditional on the model

covariate vector xi.

Classification Error

A very popular measure of predictive ability for binary data is the fraction of incorrectly

classified responses, called the classification error rate [?]. The predicted probabilities from

the fitted model are calculated and group membership of the dependent variable is predicted

according to the rule: Y = 1 if π > c and Y = 0 otherwise, where c is some cut-off point. A

measure based on the classification error rate is discussed by van Houwelingen and le Cessie

[?] and is equivalent to Goodman and Kruskal’s [?]. Here the value of c = 0.5 is chosen as

the cut-off point.

D(πi|xi) =







1 if |yi − π̂i| > 0.5
0.5 if |yi − π̂i| = 0.5
0 if |yi − π̂i| < 0.5

One disadvantage of this measure is its dependence on the choice of the cut-off point. Also,

because of its discrete nature, the measure fails to to distinguish between widely dissimilar

predicted values with reference to the cut-off point.

Brier Score

The Brier Score, BS, was proposed in 1950 by G. W. Brier [?]. It is frequently used by

meteorologists as a scoring rule to measure the accuracy of probabilistic forecasts. The Brier

score is simply the mean square error of the individual probability forecasts. Suppose it

is required to give a probability forecast of a binary event the forecast issued on the ith

occasion, i = 1, 2, . . . , n, says that there is a probability πi that the event will occur. Let

yi = 1 if the event occurs and yi = 0 if it does not. Then the Brier score is given by:

1

n

n
∑

i=1

(yi − π̂i)
2 (2.40)
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The Brier score is an aggregate measure of disagreement between the observed event and

a prediction. As with mean squared error (MSE), the lower the Brier score the better the

agreement between the observed event and a prediction.

Deviance

Let L0 denote the likelihood function for the model containing only the intercept, LM denote

the likelihood function for the model containing all of the predictors, and Ls denote the

likelihood function under the saturated model. Let

DM = −2(logLM − logLs) = −2log

(

LM

Ls

)

and

D0 = −2(logL0 − logLs) = −2log

(

L0

Ls

)

denote the deviances for the full model and null model. The general form of a measure based

of the likelihood function is

G =
logLM − logL0

logLs − logL0

(2.41)

the proportion reduction in deviance due to the model of interest.

For the logistic model, the likelihood of the saturated model is 1. From the definition of

a saturated model, π̂i = yi , and the likelihood is

Ls =
n
∏

i=1

yyi

i (1 − yi)
(1−yi) = 1

Thus,

G =
logL0 − logLM

logL0

= 1 −
logLM

logL0

(2.42)

Alternatively, with logistic regression, the chi-square is used instead. The chi-squared is a

measure of goodness of fit of the observed and the expected values (that is, it is a measure

of the fit of the observed values, Y , to the expected values, Ŷ ). The larger the difference
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(deviance) of the observed values from the expected values, the poorer the fit of the model.

The deviance is given by

D = −2
n
∑

i=1

{

yiln

(

π̂i

yi

)

+ (1 − yi)ln

(

1 − π̂i

1 − yi

)}

(2.43)

Evidence for model lack-of-it occurs when the values of the above statistic are large.
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CHAPTER 3

RESULTS FROM SMALL COVARIATE DATASET

3.1 Introduction

3.1.1 Coronary Heart Disease

Coronary Heart Disease (CHD) is a major cause of death among adults in the United States.

Much research has been dedicated to the identification of the factors that give rise to the

incidence of CHD. Some hypothesized factors, like smoking, are lifestyle choices; others,

like hypertension, are conditions that can be treated non-invasively. Both types of factors

are classified as controllable factors. Many medical practitioners believe that most of the

variables that lead to CHD are indeed controllable. Specifically, the diet-heart hypothesis

(section 1.4) postulates that one’s diet may determine one’s risk of developing CHD. On the

assumption that there is some truth to this hypothesis, our goal is to isolate the components

of diet that lead to coronary heart disease so that we may lessen or ideally prevent all future

incidences of the disease.

This dissertation utilizes modern statistical methodologies to investigate the diet-heart

hypothesis . The analyses that follow seek to evaluate particular food groups as potential risk

factors of the disease. In section 3.2, I apply the bootstrap to a small covariate set of dietary

variables (Table 3.1) to evaluate their significance as predictors of CHD. Additionally, this

bootstrap analysis briefly investigates a few other controllable factors – lifestyle and “non-

invasive treatment type” alike – as potential risk factors of CHD. Section 3.3 presents the

ridge analysis of the previously mentioned small covariate set of dietary variables. While

the ridge is not considered a variable selection method, its inclusion serves as a useful

introduction to the lasso analysis of section 3.4. In subsection 3.4.3, I substituted the lasso for

the popular automated stepwise procedures as the inner selection method for the bootstrap

analysis (section 3.2). Finally, section 3.5 applies BMA to the small covariate set. For this
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analysis, there are sufficiently few variables for me to average over the entire model class

(i.e., model reduction via Occam’s Window was not necessary).

3.1.2 Honolulu Heart Program

The data are those used in a 1984 paper by McGee et al. [?]. This was a prospective study

of coronary heart disease among men of Japanese ancestry living on the island of Oahu at

the time of their initial examination occurring from 1965 to 1968. Over 11,000 men were

invited to participate in the Honolulu Heart Program. Of those invited, 8006 responded for

the initial examination which included a 24-hour diet recall. The men were asked to list

the quantities and types of foods eaten within the last 24 hours, and these quantities were

recorded. Nutrient intakes were calculated using either the food table constructed specifically

for the study or USDA Handbook 8.

Table 3.1: Small Covariate Data Set: There are four dietary variables, namely fat, carboh,
calories and protein; chd10yr is the independent variable; with age being the sole exception,
the remaining variables are also considered controllable factors

Variable Description Range Mean

fat total fat (g) 0 - 358.56 86.31
carboh total carbohydrates (g) 0 - 1012.25 264.37
calories 4*carboh+4*protein+7*alcohol+9*fat 0 - 6780.06 2304.30
protein protein (g) 0 - 372.69 95.10
chol serum cholesterol (mg%) 51 - 537 37.97
age age at exam (years) 45 - 68 54.35
sbp systolic blood pressure (mmHg) 79.7 - 262.6 133.74
smkr current smoking status 0=no 1=yes 0.44
diab diabetes mellitus 0=no 1=yes 0.09
chd10yr CHD (fatal,nonfatal) within 10 years 0=no 1=yes 0.06

The present analyses include 7088 men. Those who entered the study with coronary heart

disease, stroke, or cancer were excluded along with those who could not recall their intake

or who felt their intake had been atypical. Within the group analyzed, 456 new cases of

CHD developed in the 10 years subsequent to the initial examination. More than twenty

(20) variables were recorded to investigate their contributions to the development of CHD.
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Table 3.1 shows the independent and nine (9) dependent variables – four dietary and five

other controllable variables – considered in this chapter. The dietary variables are of primary

interest to the scope of this dissertation. Note that the four dietary variables considered

here are merely a subset of all dietary variables selected for illustrative purposes. A broader

discussion follows in chapter 4.

Table 3.2 shows the correlations among the four dietary variables; correlations here range

in magnitude from 0.3192 to 0.7804, and all differ significantly from zero. The determinant

shown gives a measure of the multicollinearity within the set of predictors. Recall that

the determinant of a correlation matrix must lie between 0 and 1: The determinant of the

correlation matrix will equal 1 only if all the individual correlations equal 0, otherwise the

determinant will be less than 1 – when the variables are perfectly correlated the determinant

equals 0. Here, a value of 0.03269 indicates that there is high multicollinearity among the

set of (four) dietary variables.

Table 3.2: Descriptions of correlations for small covariate data set

carboh fat protein calories

carboh 1 0.3192 0.4309 0.7525
fat 0.3192 1 0.7337 0.7794
protein 0.4309 0.7337 1 0.7804
calories 0.7525 0.7794 0.7804 1

NOTE: Determinant for matrix is 0.0327

3.2 Bootstrap variable selection with small covariate
set

3.2.1 Bootstrap Sampling

STATA was used to draw repeated bootstrap samples from the original data. For each

stepwise procedure employed, there were M = 1000 such samples, that is, 1000 bootstrap

replications. Each bootstrap sample was obtained by randomly sampling n = 7088

observations from the original data, with replacement. Each of the four stepwise procedures
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were used to estimate logistic models for each bootstrap sample. For each candidate variable,

we documented the proportion of bootstrap samples in which it was identified as a predictor

and used this as a criterion to rank the relative significance of the candidates. Our assumption

being that we expect highly significant variables to be in most, maybe all, of the ensuing

models. The stepwise logistic regression bootstrap is my user-defined STATA program that

was used for the bootstrap analysis. The program also records all the models, and their

related frequencies, generated by the M bootstrap replications.

3.2.2 Models

Among other things, the correlation between covariates implies that the choice of variables for

inclusion in the regression model will vary across repeated samples or sub-samples. However,

it does not necessarily follow that models with different selections of covariates are very

different in their ability to predict the outcome variable. Four models were generated to

further explore the concept of model stability. Firstly, the original model, M1, was the

final model obtained by using each of the stepwise procedures on each of the M bootstrap

samples. Of the original nine (9) variables considered, based on the proportion of times

selected in the final model, five (5) were found to be highly significant. The second model

was a fixed covariates model, M2. As the name suggests, covariates, the 5 highly significant

ones from M1, were locked into the model prior to the fitting of the logistic regression model

to each of the 1000 bootstrap samples drawn. The third model, M3, included age along with

the four (4) dietary variables while the fourth model, M4 considered the dietary variables

by themselves. And, in all cases, 1000 bootstrap samples were taken and stepwise logistic

regression was performed on each.

3.2.3 Results

Table 3.3 shows the relative frequencies of inclusion for all nine variables (M1) in the 1000

bootstrap replications. For all four stepwise procedures, the first 5 variables occur in at

least 87% of the selected models. The (assumed) consistency of the bootstrap suggests

that these 5 variables are highly important in predicting CHD incidence. The table also

investigates the stability of the regression coefficients. For a given predictor, the table

presents the distribution of the coefficients across the bootstrap samples in which the variable

was identified as an independent predictor. If the model is stable, then these values are
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either all positive or all negative. The variable carboh is the only variable that demonstrates

a notable level of instability.

Table 3.3: Frequency of variable selection in model M1: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

chol 1000 1000 1000 1000 1000 1000 1000 1000
sbp 1000 1000 1000 1000 1000 1000 1000 1000
smkr 992 992 996 996 999 999 999 999
diab 990 990 991 991 989 989 993 993
age 875 875 876 876 870 870 904 904
fat 156 158 176 178 590 590 736 736
carboh 94 378 81 353 289 312 439 460
calories 0 350 0 356 0 872 0 948
protein 225 225 227 227 523 525 653 653

NOTE 1: Total denotes the number of times the variable is selected

NOTE 2: +ve denotes the number of times the variable has positive regression coefficients

Table 3.4 shows results from model M2 for the 1000 bootstrap samples. There is close

agreement between M1 and M2 both for frequencies of variable inclusion and regression

coefficient stability. There are marked differences between the forward and backward

methodologies. The backward procedures suggest that calories and fat – specifically in

backward stepwise for the latter – are strong predictors of CHD; protein is, at best, a

moderate predictor that should, perhaps, be included in the model. The forward procedures,

on the other hand, suggest that the dietary variables are not good predictors of CHD

incidence.

Table 3.5 displays the results when the pool of potentially explanatory variables is reduced

from nine to five. It is consistent with the previous models in that the really strong predictor,

in this case age, is always included in the model. Conclusions regarding the highly correlated

dietary variables are not as clear. Conclusions seem to again be method-dependent in that the

backward procedures provide justification to the importance of fat and calories as predictors

while the forward procedures declare carboh a strong predictor of CHD. There is some
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Table 3.4: Frequency of variable selection in model M2: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

fat 151 151 155 155 634 634 753 754
carboh 111 410 72 362 290 304 447 459
calories 0 308 0 318 0 872 0 943
protein 213 213 211 211 519 519 666 666

NOTE 1: The Totals columns and the +ve columns are as defined in Table 3.3

NOTE 2: Locked variables are those that are forced to be apart of the final model. Thus stepwise procedures

are only performed on the unlocked variables

instability in the regression coefficients for carboh, suggesting that the latter conclusion may

be unreliable.

Table 3.5: Frequency of variable selection in model M3: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

fat 172 173 150 150 631 635 694 695
carboh 783 861 795 805 193 231 205 287
calories 181 183 154 157 792 794 793 795
protein 203 203 193 193 419 419 557 557

NOTE 1: The Totals columns and the +ve columns are as defined in Table 3.3

NOTE 2: Though not shown here, age is locked into the model. See Table 3.4 for definition of locked.

Conclusions from M3 are similar to those from M4. Of note though is the reduction in the

overall significance of the variables fat and calories.
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Table 3.6: Frequency of variable selection in model M4: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

fat 94 95 88 90 429 434 535 550
carboh 24 714 9 685 34 209 81 245
calories 0 318 0 327 0 831 1 859
protein 182 183 193 194 454 454 573 574

NOTE 1: The Totals columns and the +ve columns are as defined in Table 3.3

3.2.4 Model Frequencies

Table A-1 (refer to Appendix) shows the models generated by all four stepwise procedures.

There were close to 50 such selected models. That we had different models in different

replications suggests that our findings were in tune with that of Altman & Anderson [?]

and Sauerbrei & Antes [?]. In addition, in terms of model frequencies, the forward selection

and forward stepwise methods generated similar model frequencies for the models selected.

However, these model frequencies were notably different from the backward procedures,

which were in turn markedly different from each other. Table 3.7 and Table 3.8 further

highlight the claim that model choice is method dependent even when the model space is

reduced.

3.2.5 Discussion

The interpretation of the frequency of selection of different variables in the stepwise regression

analyses of 1000 bootstrap samples is not straightforward. What is clear is that strong

predictors will, for the most part, always be a part of the model selected, regardless of the

automated algorithm of choice. For weaker variables though, the interpretation gets a bit

fuzzy. Apparently the frequency of selection of weak variables is algorithm dependent. Not

only that, but they depend on the other candidate variables as well. Notice in models M1 and

M2 that when backward algorithms are used, calories, fat and protein all seem to be either

strong or moderate predictors of CHD. On the other hand, the forward algorithms suggest
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Table 3.7: Frequency of model selection in model M2: 1000 bootstrap samples were used for
each stepwise procedure

Variable Frequency

Forward Backward

fat car cal pro Selection Stepwise Elimination Stepwise

0 0 0 0 370 400 108 42
0 1 0 0 275 255 13 7
0 0 1 1 94 112 191 186

1 1 1 1 67 48 238 348
1 0 1 0 64 66 257 194
0 0 1 0 53 56 49 29

0 1 0 1 29 12 1 5
1 1 1 0 25 18 50 68
0 1 1 1 10 0 2 7

1 0 1 1 6 15 85 107
0 0 0 1 5 3 2 1
1 1 0 0 2 11 0 3

1 0 0 0 0 4 4 2
0 1 1 0 0 0 0 1

that these are perhaps noise variables. Models M3 and M4 also highlight the differences in

results obtained through backward as opposed to forward algorithms. Just as important

though, is the observation that these weak dietary variables are strongly affected by the

other variables that are also proposed for candidacy. Notice that when forward algorithms

are employed in models M3 and M4, carboh becomes very important in predicting CHD.

In summary, every single variable listed here has the potential to exhibit a strong level

of significance if the appropriate variables are included and/or if the “correct” stepwise

algorithm is employed.

Confusion also exists in the model frequencies. While it is encouraging that the forward

algorithms match up quite well with each other (the three models with the highest frequency

of selection in the forward algorithms coincide); the disparity with the backward algorithms is
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Table 3.8: Frequency of model selection in model M3: 1000 bootstrap samples were used for
each stepwise procedure

Variable Frequency

Forward Backward

fat car cal pro Selection Stepwise Elimination Stepwise

0 1 0 0 591 616 124 108
0 1 0 1 101 112 39 39
0 0 0 0 63 54 12 7

1 1 0 0 59 61 17 31
1 1 1 1 49 8 45 74
1 1 1 0 37 2 6 7

0 0 1 1 26 49 153 109
0 0 1 0 22 13 30 17
1 0 1 0 22 58 350 292

0 1 1 1 21 3 1 4
1 0 1 1 4 21 218 307
0 1 1 0 2 3 1 3

1 1 0 1 1 0 1 2
1 0 0 0 1 0 0 0
0 0 0 1 1 0 0 0
1 1 0 1 0 0 1 0

somewhat discouraging. Amazingly, in 1000 bootstrap samples there were nearly 50 different

models chosen. So if a researcher wanted to advocate a model a priori, he would probably

be able to substantiate his opinions with evidence from any one of the automated processes

considered.

3.3 Ridge analysis with small covariate set

3.3.1 Ridge in R

When there are correlated variables in a regression model, their coefficients can become

poorly determined and exhibit high variance. This problem can be solved by imposing the
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ridge constraint on the coefficients. In an effort to account for multicollinearity (and high-

dimensionality), l2 penalized estimation shrinks the estimates of the regression coefficients

towards zero relative to the maximum likelihood estimates. Applying the l2 penalty tends

to generate small but non-zero regression coefficients. There are several packages in R that

implement ridge regression in generalized linear models (GLM) – packages like penalized,

glmnet and LRM to name a few.

I opted to use the penalized package to generate the l2 regularization path for the four

dietary variables in the CHD data (section 3.1). It is strongly recommended that the

potential predictors be standardized before regularization. Standardization ensures that

each covariate is (approximately) affected equally by the shrinkage process. So first, the

data was standardized.

Lambda (λ) is the tuning parameter of interest that controls the amount of regularization.

The regression coefficients are calculated for different values of λ, generating a regularization

curve for each variable. Cross-validation is then used to select the value of λ that minimizes

the cross-validated errors. The penalized package uses the likelihood cross-validation to

compute the cross-validated errors. (section 2.5)

3.3.2 Results

Figure 3.1 shows the ridge coefficients as the tuning parameter λ is varied. The standardized

ridge coefficients are plotted along the y-axis while the corresponding values of λ are plotted

along the x-axis. At λ = 0 there is no shrinkage and the coefficients correspond to the

their maximum likelihood estimates. As λ → ∞, the coefficients all approach zero. This

descent may or may not be monotonic as can be seen in Figure 3.1. As with the bootstrap

analysis prior (section 3.2), carboh is the only variable with unstable coefficients. That is,

its regression coefficients are positive for smaller values of λ, but negative for larger values.

As mentioned earlier, ridge regression is not a variable selection technique and so all four

variables are almost always in the model regardless of the value of λ. The only exception

being for the (transitional) values of λ where the coefficients of carboh changes from positive

to negative.

While all the variables will be present in the model, the researcher’s choice of the

value of λ determines the regression coefficients that are associated with each variable.

The usual criterion is to choose the value of λ that maximizes the prediction accuracy.
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Figure 3.1: Small covariate data set: L2 Regularization Path for standardized coefficients

Figure 3.2: Small covariate data set: Plot of cross-validated errors for L2 analysis

Figure 3.2 shows the 10-fold cross-validated error curve. The cross-validated error estimates

are plotted against the tuning parameter λ. Based on the 10-fold cross-validation, the

optimum predictive accuracy is achieved at a value of λ ≈ 56.44. By Equation 1.1, the
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conditional probability that CHD is present is given by:

P (chd10yr=1|x) = −2.67 − 0.21 ∗ calories − 0.11 ∗ carboh + 0.08 ∗ protein + 0.04 ∗ fat

3.4 Lasso analysis with small covariate set

3.4.1 Lasso in R

Unlike the ridge regression penalty, the lasso solutions have the property that the coefficient

can shrink to zero for finite values of the penalty parameter. As mentioned earlier, the ridge

penalty tends to produce small but non-zero regression coefficients whereas the lasso penalty

tends to produce many regression coefficients shrunk exactly to zero (and a few others with

comparatively little shrinkage). Consequently, the lasso can both be classified as a shrinkage

method and as a subset selection technique. There are a few packages in R for implementing

the Lasso in generalized linear models (GLM). Among them are packages such as penalized,

glmpath, elasticnet and more recently, glmnet. The glmpath package was used for much of

the work here.

Glmpath was used to generate the l1 regularization path for the the four dietary variables

in the CHD data. Recall that it is strongly recommended that the potential predictors

be standardized before regularization. Standardization ensures that each covariate is

(approximately) affected equally by the shrinkage process. Glmpath has the option to plot

both with the standardized and the unstandardized coefficients. We chose to adhere to

convention.

Whereas it was easier to work with λ for ridge regression, for the lasso, it is more natural

to work with s or t where t is taken to be some multiple of the sum of the absolute values

of the maximum likelihood coefficients.

s =
t

∑p

i=1 |β̂j|

So λ is the tuning parameter of interest that controls the amount of regularization but, in

practice, packages that implement the lasso tend to have a path of solutions indexed by t

(or sometimes s). Recall that λ is in one-to-one correspondence with (the threshold) t.
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Cross-validation is used to select the value of the tuning parameter, λ, that minimizes

the cross-validated errors. The glmpath package uses two types of loss functions as the

bases for calculating the cross-validated errors. The first function, called prediction error in

the package, is a hybrid of the Brier’s Score function and the classification error functions.

The package also uses the likelihood cross-validation. Likelihood cross-validation has some

advantages over other optimization criteria: It tends to be a continuous function of the

tuning parameter, it can be defined in a general way for almost any model, and it does not

require calculation of the effective dimension of a model, which is problematic in l1 penalized

models.

Validation of the chosen coefficient estimates is done through a bootstrap analysis. For

each bootstrap sample drawn, a logistic regression path is fit and the selected λ is the value

that minimizes the BIC score. Under the assumption that the original data were randomly

sampled from the population, the histograms generated by glmpath display the distributions

of the coefficient estimates chosen by the BIC criterion. The (red) vertical bars on the

generated histograms, represent the coefficient estimates, from the whole data. Histograms

that peak at zero correspond to those predictors that should not be included in the model.

Finally, the thick vertical bars show the frequencies of zero coefficients.

3.4.2 Results

?? shows the lasso coefficients as the standardized tuning parameter s = t/
∑p

1 |β̂j| is varied.

The L1 norm of the coefficient forms the x-axis, and the vertical breaks indicate the points

at which the ‘set of non-zero predictors’, or active set, changes. At s = 1, (λ = 0) there is

no shrinkage and the coefficients correspond to the their maximum likelihood estimates. As

s → 0, the coefficients decrease to zero, forming the intercept-only model. ?? demonstrates

that this decrease is not always monotonic (as in the case of l2 penalization).

Expectedly, on further examination of ??, observe that the active set, and their related

coefficients, changes as the value of the l1 penalty changes. On the basis of the chosen value

of s, models with one, two, three and four variables are all supported. As with ridge before,

we seek the value of the tuning parameter that maximizes predictive accuracy. Figure 3.4

shows the 10-fold cross-validated error curve: The cross-validated error estimates are plotted

against the standardized parameter s. The shaded region indicates the standard errors for

the cross-validated estimates. Figure 3.4 suggests that maximum predictive accuracy is
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Figure 3.3: Small covariate data set: L1 Regularization Path for standardized coefficients

achieved at ŝ ≈ 0.2.
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Figure 3.4: Small covariate data set: Plot of cross-validated errors for L1 analysis

At this optimal value of s, the coefficients of protein and fat are both shrunk to zero. In

other words, the lasso identifies the variables carboh and calories as the two contributors to
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the incidence of CHD. More specifically, like the bootstrap (section 3.2) and l2 (section 3.3)

analyses before, the lasso suggests that carboh and calories have a protective effect on the

risk of developing CHD.

Figure 3.5: Small covariate data set: Histogram of the bootstrap distributions of the
standardized coefficients

Figure 3.5 gives the bootstrap distributions of the standardized lasso coefficients: Under

the assumption that the original data were randomly sampled, with replacement, from the

population. The histograms display the distributions of the coefficient estimates chosen by

the BIC criterion. The red vertical bars indicate the coefficient estimates from the whole

(original) data. For the predictors whose coefficients are zero, the histograms peak at zero

(the thick vertical bars show the frequencies of zero coefficients). One hundred bootstrap

samples were drawn. Figure 3.5 reports that the coefficient of the variable carboh is non-zero

in more that 95% of the bootstrap models. However, consistent with the all the previous

analyses, there is considerable instability in these bootstrap coefficients for carboh, meaning

that the true effect (whether it be positive or negative) of carbohydrates on the incidence of

coronary heart disease is unclear. The variable calories has non-zero coefficients in almost all

of the bootstrap models. However, contrary to the above l1 regularization plot (Figure 3.3),
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the bootstrap procedure also validates fat and protein as having non-zero coefficients. Protein

is observed to have non-zero coefficients in over 85% and fat in over 80% of the bootstrap

models.

3.4.3 Bootstrap of small covariate set with lasso as the inner
variable selection procedure

The bootstrap analysis done in section 3.2 used the various automated stepwise procedures to

choose the variables selected for each – of a thousand – bootstrap samples. The weaknesses of

these automated procedures have been adequately discussed (section 1.2). In addition, these

automated procedures have no inherent method of handling the special case of high predictor

collinearity in the data. As a result, they are likely to produce regressions coefficients with

large variances leading to large mean squared errors. The bootstrap has no generic way of

dealing with multicollinearity either, so the reliability of our results in section 3.2 for the

highly correlated dietary variables is in question.

It is proposed that the inner selection procedure (the automated stepwise procedures) for

the bootstrap of section 3.2 be replaced with a continuous shrinkage selection method. In

section 3.4 we drew bootstrap samples and used the lasso to select the important variables for

each bootstrap sample. For each bootstrap sample, the BIC criterion was used to select the

value of the tuning parameter that minimized the cross-validated errors. That is, the tuning

parameter used for each bootstrap sample was sample-specific. In this section, I opted to fix

the value of the tuning parameter across all bootstrap samples. For ease of distinction, the

term “modified bootstrap”1is used to reference the bootstrap procedure that uses the lasso

as its inner selection procedure.

The original data is used to derive the value of the tuning parameter, λfixed that

maximizes the predictive accuracy. Ten-fold cross validation was used to ascertain this

optimal value. A thousand bootstrap samples were then drawn. For each bootstrap sample,

variables were selected by the lasso at the generated optimum, λfixed. The frequency of

selection of each variable was recorded and the results have been tabulated into histograms

(Figure 3.6). As before, the bootstrap coefficients for each variable are plotted against the

1For ease of distinction, the term “modified bootstrap” is used to reference the bootstrap procedure that
uses the lasso as its inner selection procedure.
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frequency of selection and the thick vertical bars show the frequencies of zero coefficients.

Note that the scaling of the x-axis is different from before. Here, we used the unstandardized

bootstrap coefficients in the histograms.

Figure 3.6: The modified bootstrap on the small covariate data set: Histogram of the bootstrap
distributions of the standardized coefficients

There is notable instability within the variable carboh and thus, a conclusion regarding its

true effect (positive, negative or zero) is unclear. At λfixed, calories and protein both have

non-zero coefficients in more than 95% of the models; and fat in more than 85%. There is

evidence to suggest that these three variables are contribute, perhaps significantly, to the

incidence of CHD.
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3.5 BMA analysis with small covariate set

3.5.1 BMA

The prior analyses have, for the most part, produced different results. In bootstrap analysis

(section 3.2) where the stepwise procedures are used as the ‘inner’ selection algorithm, there

is the general suggestion that, of the four dietary variables considered, calories and fat are

the two nutrients that are most important in predicting CHD incidence. Recall that this

conclusion was specific to the backward procedures; the forward procedures on the other hand

showed that carboh is the important predictor. In the bootstrap analysis of subsection 3.4.3,

the evidence suggested that calories, protein and fat are all important variables, while the

lasso analysis in section 3.4 identifies carboh and calories as the major contributors to CHD

incidence. BMA asserts that none of these models are uniformly optimal.

Estimates from BMA are a weighted average of the estimates from the set of models of

interest; with weights determined by the relative support that each receives from the data.

The inferences thus reflect a degree of uncertainty as to the true model specification. In

order to implement Bayesian model averaging the researcher must choose the set of models

that are theoretically relevant. With k candidate variables for inclusion, the model space

that we average over includes 2k models. For each of the 2k models in the model space, we

must specify our priors beliefs with respect to the probability that each model is the true

model.

A uniform prior, which assumes that p(M1) = · · · = p(Mk) = 1/k, was utilized in this

analysis. This means that each of the k models are equally likey a priori and implies that

the prior probability for inclusion of each variable is 0.5. The uniform prior is typical in cases

that lack strong prior beliefs. According to Raftery [?], in large samples, the choice of priors

has very little influence on the posterior mean and variance of the estimates. Combining our

prior beliefs along with observing the data, we updated our beliefs to obtain the posterior

probability that each model is the true model that generates the data. These values are

referred to as posterior model probabilities (PMP).

The R package BMA has the ability to perform BMA in general linear models. The

function bic.glm accounts for uncertainty about the variables to be included in the model,

using the BIC approximation to the posterior model probabilities. Since there are only

four variables, corresponding to 24 = 16 possible models, I opted to fit all of the models and
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averaged over them to get parameter estimates and posterior probabilities of the parameters.

3.5.2 Results

The results for the data are shown in Table 3.9. The column headed “ p(βi 6= 0|D)” shows

the posterior probability that the variable is in the model (in %). The following four columns

show the variables included in the best four models, coupled with the number of variables

they include and their posterior model probabilities. Inclusion in models is indicated by a

‘+’ or ‘-’ sign: A ‘+’ indicates that the associated regression coefficient is positive; while ‘-’

indicates a negative coefficient. Carboh is the only variable appearing in the model with the

highest posterior probability, accounting for 62.3% of the total posterior probability. Notice

that the four models listed account for over 91% of the overall posterior probability.

Table 3.9: Small covariate data set: BMA models selected

p(βi 6= 0|D) model 1 model 2 model 3 model 4

Intercept 100.0 − − − −

carboh 62.3 −

calories 37.7 − − −

protein 13.6 +
fat 8.5 +

nVar 1 1 2 2
PMP 0.623 0.156 0.136 0.085

The posterior probabilities for variable inclusion suggests that the coefficients of carboh,

and to a lesser extent calories are likely non-zero, while the corresponding probabilities for

protein and fat are small. There is not enough evidence to decisively rule out the effect of

protein and fat. That being said, there’s strong evidence supporting the hypothesis that fat

has no effect on CHD incidence since the models that exclude fat account for over 90% of the

the total posterior probability. Of the variables selected in each model, carboh and calories

have a protective effect on the risk of developing coronary heart disease. Consumption of fat

and protein, on the other hand, increase the risk of disease.

Figure 3.7 shows the BMA posterior distribution of each of the regression parameters.
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Figure 3.7: Small covariate data set: BMA posterior distribution of all the coefficient

The spike at 0 represents the posterior density given that the variable is in the model, which

is approximated by a finite mixture of normal densities and scaled so that the height of

the density curve is equal to the posterior probability that the variable is in the model.

The visual summary serves to reiterate our conclusion that protein and fat are likely noise

variables.
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CHAPTER 4

RESULTS FROM LARGE COVARIATE DATASET

4.1 Introduction

Coronary heart disease, sometimes called coronary artery disease, is a condition in which

the blood supply to the heart muscle is partially or completely blocked. When the blood

flow from the heart slows down, or stops, it can lead to angina pectoris (chest pain typically

radiating to the left arm or left side of the neck); shortness of breath; Myocardial Infarction

(common heart attack); and other symptoms. Myocardial Infarction (MI) is the most severe

of the outcomes and, if left untreated for a sufficient period of time, can cause damage

and/or death of the heart muscle tissue. Myocardial Infarction is caused by plaque – a

greasy substance that builds up on the walls of the arteries – blocking the artery. It is

widely believed that there are components in ones diet that can promote the growth of such

plaque in the arteries. What follows here in chapter 4 is a more in depth investigation (than

that given in chapter 3) into some of the dietary variables that are believed to give rise to

the growth of plaque thereby blocking the arteries. Their relationship to the incidence of

coronary heart disease is analysed.

The dietary variables used in chapter 3 are only a small subset of all the dietary variables

that were considered in the Honolulu Heart Program (section 3.1). Table 4.1 describes the

full set of dietary variables that were considered. The results from chapter 3 were largely

inconclusive, possibly because the variables under consideration were not exhaustive. In this

chapter, I consider a few additional food groups that may possibly add clarity to the subject

of predicting CHD incidence. Additionally, similar studies have shown that there is some

merit in considering the breakdown of the nutrients considered in Table 3.1:

Fats can be classified into two major categories: saturated fats and unsaturated fats.

Furthermore, polyunsaturated fats and monounsaturated fats are two types of unsaturated
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Table 4.1: Large Covariate Data Set: There are twenty independent dietary variables;
chd10yr is the independent variable

Variable Description Range Mean

calories 4*carboh+4*protein+7*alcohol+9*fat 0 - 6780.06 2304.30
protein protein (g) 0 - 372.69 95.10
fat total fat (g) 0 - 358.56 86.31
sfg saturated fatty acids (g) 0 - 168.70 31.53
mfa monounsaturated fatty acids (g) 0 - 134.10 32.63
pfa polyunsaturated fatty acids (g) 0 - 75.90 15.35
carboh total carbohydrates (g) 0 - 1012.25 264.37
sugar sugar (g) 0 - 337.06 36.97
starch starch (g) 0 - 735 161.10
ocarboh other carbohydrates (g) 0 - 447.50 51.67
chol cholesterol (mg) 0 - 2429 548.77
alcohol alcohol (g) 0 - 357.69 13.50
caff caffeine (mg) 0 - 4792 386.76
sodium sodium (10 mg) 0 - 1427 288.89
anprotein animal protein (g) 0 - 322.75 70.68
veprotein vegetable protein (g) 0 - 102.40 23.52
satfat saturated fat (g) 0 - 269.69 59.44
unsatfat unsaturated fat (g) 0 - 171.80 26.08
simcarboh simple carbohydrate (g) 0 - 609.69 91.85
comcarboh complex carbohydrate (g) 0 - 736 169.54
chd10yr CHD (fatal,nonfatal) within 10 years 0=no 1=yes 0.06

fats. While we need fat in our diet (provides linoleic acid which is an essential fatty acid for

energy, growth, healthy skin and metabolism); and while all fats have the same amount of

calories, some are considered more harmful than others. I explored the relationship between

fat and heart disease by analyzing ‘total fat’ in addition to its individual components. Note

that the terms “fats” and “fatty acids” are often used interchangeably in literature, formally

though, fatty acids are sub-units of fats.
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Table 4.2: Descriptions of correlations for large covariate set

calories protein fat sfg mfa pfa carboh sugar starch ocarboh chol alcohol caff sodium anprotein veprotein satfat unsatfat simcarboh comcarboh

calories 1
protein 0.78 1
fat 0.78 0.73 1
sfg 0.73 0.72 0.95 1
mfa 0.75 0.69 0.97 0.93 1
pfa 0.54 0.51 0.67 0.44 0.51 1
carboh 0.75 0.43 0.32 0.29 0.31 0.22 1
sugar 0.45 0.22 0.29 0.29 0.30 0.14 0.60 1
starch 0.55 0.35 0.20 0.16 0.20 0.18 0.82 0.21 1
ocarboh 0.44 0.22 0.15 0.15 0.13 0.09 0.42 0.16 -0.03 1
chol 0.48 0.56 0.55 0.51 0.52 0.43 0.18 0.12 0.14 0.10 1
alcohol 0.29 0.04 -0.01 -0.01 -0.02 0.02 -0.02 -0.13 -0.14 0.37 0.05 1
caff 0.01 0.08 0.17 0.16 0.17 0.10 0.03 0.12 0.02 -0.09 0.09 -0.05 1
sodium 0.53 0.52 0.39 0.37 0.40 0.23 0.44 0.29 0.35 0.18 0.30 0.04 0.07 1
anprotein 0.68 0.96 0.71 0.71 0.67 0.46 0.25 0.16 0.16 0.19 0.58 0.08 0.09 0.44 1
veprotein 0.53 0.40 0.27 0.20 0.25 0.28 0.69 0.25 0.71 0.15 0.10 -0.12 -0.00 0.39 0.12 1
satfat 0.65 0.63 0.86 0.93 0.92 0.27 0.24 0.24 0.13 0.12 0.50 -0.01 0.15 0.34 0.65 0.10 1
unsatfat 0.46 0.40 0.54 0.32 0.39 0.89 0.24 0.18 0.17 0.11 0.26 -0.00 0.08 0.20 0.32 0.36 0.04 1
simcarboh 0.57 0.27 0.28 0.27 0.27 0.14 0.65 0.74 0.11 0.76 0.12 0.16 0.02 0.28 0.22 0.24 0.23 0.18 1
comcarboh 0.56 0.36 0.21 0.18 0.21 0.18 0.83 0.24 0.99 -0.02 0.15 -0.15 0.02 0.37 0.17 0.72 0.14 0.18 0.11

NOTE: Determinant for matrix is 1.503e-32
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Glucose, the main fuel for the body, is derived from the body’s breakdown of carbohydrates.

Carbohydrates can be classified as simple and complex depending on the chemical structure

and the amount of time needed to break the compound down. Protein, in contrast, is

classified according to its source – animal or vegetable – and is used by the body to build

muscles. As in the case of fat, carbohydrates, protein and their individual components are

all analyzed to discern their association (or lack thereof) to coronary heart disease.

Table 4.2 shows the correlations among the all the dietary variables; notably, there are

several correlations in excess of 0.9. The determinant of the correlation matrix is 1.503e-32

implying that there is extreme multicollinearity within this large covariate set.

4.2 Bootstrap variable selection with large covariate
set

4.2.1 Bootstrap Sampling

The stepwise logistic regression bootstrap program in STATA was again used for the bootstrap

analysis. This program has the ability to use any of the four automated procedures to

generate a logistic regression model from data having a binary response variable and at

least one independent variable. Here, the binary response variable is chd10yr and nineteen

(19) of the twenty (20) variables listed in Table 4.1 were used as independent predictors.

Table 4.2 reports a value of 0.96 for the correlation between the variables protein and

anprotein (representing protein and animal protein respectively). As a result of the high

correlation between the two, STATA reported a redundancy error when both variables were

considered as independent variables. I opted to exclude anprotein from my analysis.

As in chapter 3, B = 1000 bootstrap samples were obtained by randomly sampling with

replacement from the original data. Patients with missing values on any of the nineteen (19)

variables considered were omitted from the analysis. There were 7705 complete cases. Each

of the four stepwise procedures were used to generate logistic models for each bootstrap

sample. The stepwise logistic regression bootstrap program records all the variables selected

and their frequency of selection in the models generated by the 1000 bootstrap replications.
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4.2.2 Analysis

Recall that the simulation study by Flack and Chang [?] provided valid support to two

important claims: Noise selection in variable selection increases with (1) an increase in

the number of independent variables considered and (2) an increase in the collinearity

among the independent variables. With nineteen independent variables under consideration

accompanied by the high collinearity inherent in the data, the selection of noise is likely to be

high. In addition, even more so than in chapter 3, the possible inconsistencies among results

from the different automated selection procedures could potentially cloud our conclusions.

To combat these possible pitfalls, I propose a two-step analysis.

Data reduction is the goal of the first step. For each of the four automatic stepwise

procedures, B bootstrap samples are drawn from the original data and the percentage of

inclusion for each variable is noted. For each stepwise procedure, variables occurring in less

than 30% of all (the procedure-specific) models are discarded and the remaining variables

are retained for further analysis. Variables removed in this step are considered to be noise

and serve only to limit the ability to identify the authentic predictors.

Step two, the analysis phase, replicates the bootstrapping done in step one; the primary

difference being that it is done on a smaller set of variables. Regression coefficients and

frequencies of variable inclusions are almost certainly different. As in chapter 3, I used M1

to denote the original model consisting of all nineteen variables. The data reduction step

was very procedure-specific, leading to distinctly different models for the second phase of

the analysis depending on the automatic selection procedure employed. Mfor is the model

generated by the forward procedures; Mbe is that generated by backward elimination; and

Mbss is the model generated by backward stepwise selection. The details of each model is

outlined in the next section.

The importance of the variables in the analysis phase are determined by the largely

arbitrary scale which was outlined in section 2.1. Variables that occur in at least 70% of

the models are considered strong predictors; those chosen in fewer than 30% are considered

weak predictors.

4.2.3 Results

Table 4.3 shows the frequencies of inclusion for all nineteen variables in the 1000 bootstrap
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Table 4.3: Frequency of variable selection for large covariate set: 1000 bootstrap samples
were used for each stepwise procedure

Variable
Forward

Variable
Backward

selection stepwise elimination stepwise

alcohol 735 707 alcohol 942 949
carboh 540 491 calories 421 546
calories 268 283 starch 414 449
protein 176 196 fat 404 550
starch 171 164 comcarboh 348 414
comcarboh 125 121 carboh 345 358
chol 125 135 satfat 282 404
ocarboh 90 100 sugar 276 361
sodium 71 59 ocarboh 266 362
sfg 58 55 simcarboh 265 398
caff 45 64 unsatfat 238 359
sugar 43 54 protein 187 273
veprotein 43 44 pfa 175 252
fat 41 36 sfg 150 237
simcarboh 37 52 mfa 139 219
pfa 36 48 chol 126 199
mfa 32 57 sodium 85 127
satfat 29 25 veprotein 59 115
unsatfat 22 24 caff 58 92

replications. The table is separated by procedure type (forward and backward): The

variables in the ‘forward group’ are ordered by the inclusion frequencies associated with

the forward selection procedure while the ‘backward group’ is ordered by the backward

elimination results. For all four stepwise procedures, the inclusion frequencies are vastly

different. Generally, the backward procedures exhibit higher frequencies than their forward

counterparts.

The benchmark (30%) for the data reduction phase produces three (3) different models

for the analysis phase. For the forward procedures, the only variables retained for the data

analysis phase are alcohol and carboh. These two variables constitute the Mfor model.

Backward elimination is the basis on which the Mbe model is formed. Table 4.3 identifies
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the variables in Mbe as alcohol, calories, starch, fat, comcarboh, carboh. Finally, in terms of

models, Mbss includes all the variables in Mbe in addition to satfat, sugar, ocarboh, simcarboh

and unsatfat.

Table 4.4: Frequency of variable selection in model Mbss: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

alcohol 0 799 0 789 0 897 0 968
carboh 0 528 1 525 37 331 75 385
calories 34 278 12 181 314 328 469 475
starch 1 234 0 236 7 409 14 404
comcarboh 10 159 7 131 57 364 88 417
ocarboh 78 86 81 92 45 224 79 308
fat 49 73 46 63 11 353 9 467
sugar 24 40 17 36 20 241 52 324
satfat 21 32 18 38 120 213 186 339
simcarboh 23 23 18 24 101 292 153 406
unsatfat 13 21 24 35 129 208 187 315

NOTE 1: Total denotes the number of times the variable is selected

NOTE 2: +ve denotes the number of times the variable has positive regression coefficients

Regardless of methodology, alcohol is the only variable that can be classified as a strong

predictor of CHD. Table 4.4 suggests that there is perfect stability in this variable which, by

the sign of its coefficient, has a protective effect on the risk of developing CHD. The tale is

different for the other ten variables in the Mbss model. With the exception of carboh in the

forward procedures, none of of the other ten variables have percent frequencies over 50%.

Unclear results lend themselves to subjective conclusions and here, one could (subjectively)

conclude that carboh is a moderately strong predictor of CHD.

Model Mbe has significantly less noise than models M1 and Mbss. The result of this is

that the regression coefficients for all the variables in the Mbe model exhibit more stability

than those in the two larger models. Alcohol again figures prominently in all four selection

procedures, occurring in at least 77% of all the models selected. The analysis of Mbe also
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Table 4.5: Frequency of variable selection in model Mbe: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

alcohol 0 796 0 770 0 932 0 958
carboh 0 526 0 501 0 678 0 740
calories 31 258 10 192 340 358 461 468
starch 1 254 1 224 6 308 14 369
comcarboh 6 192 6 172 16 217 50 276
fat 59 90 50 66 13 391 3 506

NOTE 1: Total denotes the number of times the variable is selected

NOTE 2: +ve denotes the number of times the variable has positive regression coefficients

adds more clarity to the role of carboh in CHD incidence. Table 4.5 shows that it has a

moderate to strong (depending on the selection procedure) protective effect on the risk of

CHD. The remainder of the variables lack consistency from procedure to procedure. One

should therefore be wary of formulating conclusions on these variables.

Table 4.6: Frequency of variable selection in model Mfor: 1000 bootstrap samples were used
for each stepwise procedure

Variable
Forward selection Forward stepwise Backward elimination Backward stepwise

+ve Total +ve Total +ve Total +ve Total

carboh 0 1000 0 1000 0 999 0 1000
alcohol 0 872 0 886 0 886 0 920

NOTE 1: Total denotes the number of times the variable is selected

NOTE 2: +ve denotes the number of times the variable has positive regression coefficients

Table 4.6 shows the results of the Mfor analysis. Model Mfor gives the clearest conclusion of

them all: There is very strong evidence suggesting that the variables alcohol and carboh have

a strong protective effect against the incidence of coronary heart disease. The regression
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coefficients of variables demonstrate perfect stability irrespective of the selection method

considered.

As a general observation, there was no dietary variable which can be definitely be

described as being harmful. The only such suggestion of a ‘positive effect’ is the variable

calories : The backward procedures classify it as a (borderline) moderately strong predictor

of CHD in the Mbss and Mbe models. Further investigation is required.

4.3 Ridge analysis with large covariate set

In general, dietary variables tend to be heavily correlated. For our data, Table 4.2 reports

multiple pairwise correlations that exceed 0.9. The high multicollinearity is further evidenced

in the small determinant (1.503e-32) of the correlation matrix. As mentioned before, Flack

and Chang [?] showed that high multicollinearity among predictors increases the percentage

of noise selection. Introducing a small bias by imposing a constraint on the regression

coefficients is one way of nullifying this effect of high multicollinearity. In this section, I

apply the ridge constraint to our data.

Figure 4.1: Large covariate data set: L2 Regularization Path for standardized coefficients

Ridge regression is not a variable selection technique and as such does not add substantially to
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my discussion. Instead, it provides a meaningful exploratory look at effect of each variable on

the incidence of coronary heart disease. At λ = 0 it produces the usual maximum likelihood

estimates of effects and the reader is able to track changes in these effect sizes as the value of

λ is altered. In addition, this brief section provides a useful introduction to the lasso analysis

which follows in section 4.4.

The data was standardized and the penalized package in R was subsequently used to

generate the l2 regularization path for all twenty independent dietary variables (anprotein

included) in Table 4.1. Figure 4.1 shows the ridge coefficients as the tuning parameter

λ is varied. The standardized ridge coefficients are plotted along the y-axis while the

corresponding values of λ are plotted along the x-axis. At λ = 0 there is no shrinkage

but the coefficients get progressively smaller for increasing values of the tuning parameter.

That is, as λ → ∞, the coefficients all approach zero.

At a glance, without considering significance, the maximum likelihood estimates suggest

that calories and fat have the largest effect sizes. Figure 4.1 further shows fat, starch, alcohol,

sugar and ocarboh as having protective effects (that may or may not be significant) on the

risks of developing coronary heart disease. In contrast, calories, mfa and pfa are all harmful

components of diet.

Figure 4.2: Large covariate data set: Plot of cross-validated errors for L2 analysis
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Ten-fold cross-validation was used to choose the value of λ that is associated with the ‘best’

model for the given data. Here the ‘best’ model represents the model that maximizes the

ability to predict CHD incidence when the cross-validated errors are used as the basis of

measuring prediction error. Figure 4.2 shows the 10-fold cross-validated error curve. The

cross-validated error estimates are plotted against the tuning parameter λ. Based on the 10-

fold cross-validation, the optimum predictive accuracy is achieved at a value of λ ≈ 306.15.

At this value of λ, the variables are all non-zero and are therefore all included in the final

model. In the final model, of the twenty variables analyzed, only pfa, chol, sodium, anprotein,

and protein are considered as agents that increase the risk of CHD.

4.4 Lasso analysis with large covariate set

4.4.1 Results

In section 4.3, I emphasized the advantages of imposing a constraint on the regression

coefficients when the predictors are highly correlated. While the l2 penalty used in section 4.3

offered such a penalization, it failed to provide the variable selection component that we

desire. Contrastingly, the l1 procedure outlined here provides the desired variable selection.

After standardization of the independent variables, the glmpath package in R was used to

perform the lasso analysis on the data described in Table 4.1.

Figure 4.3 and Figure 4.4 show the lasso coefficients as the standardized tuning parameter

s = t/
∑p

1 |β̂j| is varied. The l1 norm of the coefficient forms the x-axis, and the vertical

breaks indicate the points at which the ‘set of non-zero predictors’, or active set, changes.

As always, at s = 1, (λ = 0) there is no shrinkage and the coefficients correspond to the

their maximum likelihood estimates. As s → 0, the coefficients decrease to zero.

Figure 4.3 highlights the importance of the tuning parameter. There is evidence to

support a myriad of possible models based on the chosen value of the tuning parameter.

Some researchers may argue that cross-validation provides a structured way of choosing a

particular parameter. While this is true, there is also some truth to the statement that

varying the criteria for computing the cross-validated errors (varying the loss functions for

example) may lead to different choices for the tuning parameter.
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Figure 4.3: L1 Regularization Plot for Table 4.1. The seven variables that are clearly visible
are protein(2), calories(3), carboh(4), sfg(5), starch(9), chol(11) and alcohol(12)
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Figure 4.4: L1 Regularization Plot for Table 4.1. Plot (a) shows up to 6 steps and (b) shows
up to 4 steps. The six variables that are clearly visible are calories(3), carboh(4), sfg(5),
starch(9), chol(11) and alcohol(12)
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Figure 4.4 is also the l1 regularization plot of the independent variables in Table 4.1.

Figure 4.4(a) plots the path up to a limit of s = 0.5 while Figure 4.4(b) plots up to s = 0.2.

Figure 4.4(a) shows that at, s = 0.5, the variables chol, sfg, starch, carboh and alcohol are

the only non-zero predictors. It further suggests that chol is the only variable that increases

ones risk of developing CHD; the other four variables have protective effects.

In the event that there was knowledge a priori that there are only four of the twenty

variables that contribute significantly to CHD incidence, then Figure 4.4(b) would provide

support that those variables are calories, carboh, starch, and alcohol. All four effects are

shown to be protective. This four-variable model in Figure 4.4(b) bears strong resemblance

to the bootstrap models generated in section 4.2. Table 4.4 and Table 4.5 show that for

the forward procedures, alcohol, carboh, calories and starch have the highest frequencies

of selection. All four variables, though to a lesser extent, also figure prominently in the

backward procedures. So while they may not all be strong predictors, there might be some

merit in considering this group in the evaluation of the risk of CHD incidence.
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Figure 4.5: Large covariate data set: Plot of cross-validated errors for L1 analysis

The five-variable model of Figure 4.4(a) and the four-variable model of Figure 4.4(b) were

not systematically chosen. Cross-validation is again used to choose the value of the tuning

parameter minimizes the cross-validated errors. Figure 4.5 shows the 10-fold cross-validated
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error curve. We have plotted the cross-validated error estimates versus the standardized

parameter s. The shaded region indicates the standard errors for the cross-validated

estimates. A value of ŝ ≈ 0.0005 was chosen by 10-fold cross-validation resulting in all

zero coefficients.

Figures A-1 and A-2 (refer to Appendix) give the bootstrap distributions of the standard-

ized coefficients: Under the assumption that the original data were randomly sampled, with

replacement, from the population. The histograms display the distributions of the coefficient

estimates chosen by BIC criterion. The red veritcal bars indicate the coefficient estimates

from the whole (original) data. For the predictors whose coefficients are zero, the histograms

peak at zero (the thick vertical bars show the frequencies of zero coefficients).

A thousand bootstrap samples were drawn. The bootstrap distribution conclusions are

consistent with those from the five-variable model of Figure 4.4(a). Figure A-1 shows that

alcohol is non-zero in more than 90% of the selected models; carboh in more than 70%, chol

and starch in more than 60%; and sfg in more than 50%. Of these five variables, only chol

is shown to increase the risk of coronary heart disease.

4.4.2 Bootstrap of large covariate set with lasso as the inner
variable selection procedure

The details of the bootstrap procedure, where the lasso is used as the method for variable

selection in each bootstrap sample, were outlined in subsection 3.4.3. The method is applied

here to the larger data set described in Table 4.1. Five-fold cross-validation was used to find

the value of the tuning parameter, λfixed, that minimizes the cross-validated errors. In the

current analysis, deviance was the criterion used to quantify a model’s predictive accuracy.

For the current data, both 10-fold and 5-fold cross-validation produced similar results but I

opted to use 5-fold cross-validation because of its superior time efficiency.

A thousand bootstrap samples were then drawn. For each bootstrap sample, variables

were selected by the lasso at the generated optimum, λfixed. The frequency of selection of

each variable was recorded. Figure 4.6 plots the percent inclusion of each variable. Only the

seven variables with the highest inclusion frequencies are labeled; the remaining variables

are almost surely noise. The horizontal line in the middle of the plot represents the threshold

separating variables having more non-zero coefficients than not from those whose coefficients
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are mostly zero. Alcohol, carboh and starch are the only variables above this threshold. As

with the bootstrap analysis of section 4.2 and the lasso analysis of section 4.4, the primary

conclusion is that alcohol and carboh are strong predictors of CHD incidence. The evidence

in the histograms of Figure A-3 suggest that these are protective effects.

Figure 4.6: Modified bootstrap: Percent inclusion in 1000 bootstrap models when the lasso,
at a fixed value of λ, is used as the criterion for variable selection

Figures A-3 and A-4 (refer to Appendix) are histograms that provide another pictorical

summary of the results of the bootstrapping done in this section. As before, the bootrap

coefficients for each variable are plotted against the frequency of selection and the thick

vertical bars show the frequencies of zero coefficients. The histograms re-emphasize the

strength of the stability in the generated coefficients.

There is considerable homogeneity in the conclusions of the bootstrap analysis of sec-

tion 4.2, the lasso of section 4.4 and here with the modified bootstrap (with the lasso as the

selection criterion). Models Mbe, Mbss, the four-variable model from the lasso and the results

here all agree that alcohol, carboh, starch and calories all have protective effects on the risk

of developing CHD. Starch and calories have the weakest effect of the four but may still be

considered as moderate predictors of CHD. Chol is the only variable with a harmful effect
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that could possibly be classified as a moderate predictor.

4.5 BMA analysis with large covariate set

To conclude my analysis, I applied BMA to the large covariate set. Similar to the case of

the bootstrap of section 4.2, BMA was unable to perform the analysis when both protein

and anprotein are simultaneously considered in the full data set. To be consistent, anprotein

was again removed from the covariate set. With 19 independent variables, it is implausible

to fit the 219 = 524, 288 possible models which could be fit to these data. Occam’s Window

(section section 2.4.3) was used to reduce the model space. Per Occam’s Window, I opted

to consider models with posterior model probabilities that were at least 1/20 of that of the

best model. The algorithm selected only nine (9) models over which modeling should be

done. The best five models are displayed in Table 4.7: Observe that only five of the nineteen

variables appear in these five models.

The column headed “ p(βi 6= 0|D)” shows the posterior probability that the variable is

in the model (in %). The following five columns identifies the variables included in the top

five models, coupled with the number of variables they include, and their posterior model

probabilities (PMP). Inclusion in models is indicated by a ‘+’ or ‘-’ sign: A ‘+’ indicates

that the associated regression coefficient is positive; while ‘-’ indicates a negative coefficient.

The differences in posterior probability among the first three models are not great,

suggesting that there is a reasonable amount of model uncertainty in the results. That

is, there is no model that is significantly superior than its competitors. The first four models

account for more than 87% of the overall posterior probability. The four models only include

four of the nineteen variables, providing substantial evidence to the (lack of) importance of

the remaining 15 variables in predicting CHD incidence. The model with the highest PMP

is the Mfor model from section 4.2. This model, accounting for almost 28% of the overall

posterior probability, stipulates that alcohol and carboh are both helpful in reducing the risk

of CHD.

Table 4.7 further reports that, given the data, there is a 72.3% chance the coefficient

of alcohol is non-zero. All other posterior probabilities for variable inclusion are less than

50%. Values of 43.1%, 24.0% and 23.7% for the variables carboh, starch and comcarboh

respectively provide just enough evidence to spark the objective readers’ interest. The
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Table 4.7: Large covariate data set: Top five BMA models selected

p(βi 6= 0|D) model 1 model 2 model 3 model 4 model 5

Intercept 100.0 − − − − −

alcohol 72.3 − − −

calories 9.2 −

sfg 0.0
mfa 0.0
pfa 0.0
carboh 43.1 − −

sugar 0.0
starch 24.0 −

ocarboh 0.0
chol 0.0
caff 0.0
sodium 0.0
veprotein 0.0
protein 3.3
fat 2.1
unsatfat 0.0
satfat 0.0
simcarboh 0.0
comcarboh 23.7 −

nVar 2 2 2 1 1
PMP 0.278 0.223 0.221 0.152 0.038

remaining variables are essentially classified as noise. Figure A-5 and Figure A-6 show

the BMA posterior distribution of each of the regression parameters . The visual summary

serves to reiterate our conclusion above.

Figure 4.7 is another summary of the BMA output. Each row corresponds to a variable,

and each column corresponds to a model. The corresponding rectangle is shaded if the

variable is in the model and unshaded otherwise. The width of the column is proportional

to the model’s posterior probability. The image plot shows that alcohol is included in the

three models with the highest probability. Starch, carboh and comcarboh are the only other

variables that are selected in multiple models.
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Figure 4.7: BMA Image plot of large covariate set
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CHAPTER 5

DISCUSSION

This dissertation utilized a few of the modern statistical methodologies to evaluate the

strength of the evidence supporting the common link that is made between the incidence of

coronary heart disease and dietary factors. Coronary heart disease, among other things, can

cause heart attacks and is one of the leading cause of death in adults in the United States.

The Diet-Heart Hypothesis, and the problem of defining its inherent relationship, has

been around since the early twentieth century. The data from the Honolulu Heart Program

(that were used here) were collected in in the early 1980s. The subsequent analysis of the

data by McGee et al [?] heightened awareness that the diet-heart hypothesis was by no means

resolved. Fast forwarding to present day, we find a litany of studies and publications on the

subject that give conflicting results. With over a century of research, consensus is yet to be

reached.

5.1 Findings

Table 5.1 and Table 5.2 provide summaries for the analyses done on the large covariate set.

Table 5.1 gives a comparison of the strength of effect of each of the variables while Table 5.2

gives a similar comparison for the lasso, the modified bootstrap and BMA. There’s a level

of subjectivity in the general findings that are mentioned below, primarily because some of

my conclusions are method-specific.

Regardless of the method considered, there is strong evidence to suggest that alcohol

consumption has a strong protective effect on the risk of coronary heart disease lending

validation to the statement that a drink or two per day helps to reduce ones risk of

developing coronary heart disease. Carbohydrate has the second strongest association with

CHD incidence. Here again, the observed effect is a protective one.
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Table 5.1: Summary: Comparison of the strength of effect of each variable when the three
different models generated by the original bootstrap (Mfor, Mbe and Mbss) are considered

Variable
bss model be model forward model

strong moderate weak strong moderate weak strong moderate weak

alcohol X X X

carboh X X X

starch * X X

calories * X X

comcarboh * X X

fat * X X

chol X X X

caff X X X

sfg X X X

simcarboh X X X

mfa X X X

pfa X X X

sugar X X X

sodium X X X

ocarboh X X X

satfat X X X

unsatfat X X X

protein X X X

veprotein X X X

anprotein X X

NOTE 1: A checkmark (X) represents a general conclusion

NOTE 2: An asterisk (*) represents a conclusion based on the backward procedures only

The analyses of chapter 4 suggest that there is moderately strong evidence supporting

associations between coronary heart disease and the consumption of:

• starch

• calories

• complex carbohydrates
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Table 5.2: Summary: Comparison of the strength of effect of each variable when the lasso,
modified bootstrap and BMA are considered

Variable
lasso bootlasso BMA

strong moderate weak strong moderate weak strong moderate weak

alcohol X X X

carboh X X X

starch X X X

calories X X X

comcarboh X X X

chol X X X

caff X X X

sfg X X X

sodium X X X

mfa X X X

pfa X X X

sugar X X X

ocarboh X X X

simcarboh X X X

fat X X X

satfat X X X

unsatfat X X X

protein X X X

veprotein X X X

anprotein X X

• and to a lesser extent saturated fatty acids

The listed variables all exhibit protective effects. That is, consumption of these nutrients

reduces the risk of developing coronary heart disease.

Dietary cholesterol and caffeine were the only variables that exhibited, at best, a

moderately strong harmful association with CHD incidence. This is another of those

subjective, method-specific conclusions. The general public and physicians alike express the

belief that dietary cholesterol causes coronary heart disease, however the evidence supporting

this claim is weak. We are also told that saturated fat is the “bad” fat that lead to disease,
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so it is a bit of a surprise that there was no clear association between CHD incidence and

saturated fat (or total fat intake for that matter). There was insufficient evidence to support

any association between coronary heart disease and:

• total fat

• animal, vegetable and total protein

• saturated and unsaturated fats

• sodium

• sugar

• monounsaturated fatty acids and polyunsaturated fatty acids

• and simple carbohydrates

Recent studies, such as the work done by Mente et al. [?], have identified trans-fat as the

harmful type of fat that increases the risk of developing coronary heart disease. Trans-fat

is the common name for a type of unsaturated fat which is produced when vegetable oils

are heated under pressure with hydrogen and a catalyst. In the past few decades, food

manufacturers have added trans-fat to processed foods to prolong their shelf life. The data

from the Honolulu Heart Program pre-dates the trans-fat era and so our current research

does not include it in our list of dietary variables.

5.2 Limitations of Current Research and Future
Research

In a general sense, the goal of this study was to find a small set of important predictors. One

major limitation of this study is that the logistic regression models generated do not consider

functions or interactions of variables. For future research, one may use the research done

here as a first step to a more comprehensive analysis. The variables selected here may be

used as the core for more sophisticated models that consider both functions and interactions

of the variables selected here.

Another limitation is that the magnitudes of the logistic regression coefficients are not

considered here. These regression coefficients are essential for measuring predictive accuracy.
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All the methods of analysis that were used provided these coefficients and so, as a follow-up

to this study, it is easy to incorporate these coefficients into future research. In so doing, I

will be able to compare the predictive accuracies of the methods on external data to ascertain

whether one method is optimally better than its competitors.

In principle, OLS and lasso are still vulnerable to collinearity. A promising technique is

to combine the L2 and the L1 penalties in a hybrid penalty. We intend to incorporate this

hybrid penalty in our future research. This hybrid penalty uses the L2 penalty to deal with

collinearity while the L1 penalty is used to do variable selection.

The results from the modified bootstrap, the lasso and Bayesian model averaging were

fairly consistent. And those, in turn, showed the same level of consistency with the

results from the backward procedures of the original bootstrap. The forward procedures

are however notably different from all the others. Relative to the other procedures, the

forward procedures tend to under-estimate the significance of the predictors. The previously

mentioned comparisons of predictive accuracies – done on external data – will serve as a guide

for choosing the method that gets us closer to the specifics of the underlying “truth” in the

Diet-Heart Hypothesis. The current research also highlights the need for some theoretical

research to help explain and account for the differences in our results for the backward and

forward procedures.

The data collection phase of the Honolulu Heart Program associates additional limitations

to our current research. Recall that the initial examination of the subjects included a 24-

hour diet recall. Such a recall only quantifies what one eats for one day – usually the day

prior to the examination. Therefore, it is not clear that this accurately measures the “usual”

intake. For one, in extreme cases, their reported diet may be atypical, while in the average

case, their daily diet may simply lack consistency from one day to the next. Secondly, in a

24-hour diet recall, the calculation of the nutrient intake is contingent on what the subject

recalls. The accuracies in recollection are likely to differ from subject to subject.
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APPENDIX

ADDITIONAL RESULTS FOR THE VARIOUS

ANALYSES OF THE LARGE COVARIATE SET
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Table A-1: Frequency of model selection in model M1: 1000 bootstrap samples were used
for each stepwise procedure

Variable Frequency

Forward Backward

cho sbp smk dia age fat car cal pro Selection Stepwise Elimination Stepwise

1 1 1 1 1 0 0 0 0 338 341 92 44
1 1 1 1 1 0 1 0 0 215 190 189 14
1 1 1 1 1 0 0 1 1 79 97 12 158
1 1 1 1 1 1 1 1 1 62 49 62 36
1 1 1 1 1 0 0 1 0 47 53 44 158

1 1 1 1 1 1 0 1 0 46 60 221 158
1 1 1 1 0 0 0 1 1 34 17 32 22
1 1 1 1 0 0 1 0 0 28 34 2 1
1 1 1 1 1 1 1 1 0 27 17 49 68
1 1 1 1 0 0 0 0 0 25 22 6 1

1 1 1 1 0 0 0 1 0 22 24 15 4
1 1 1 1 1 0 1 0 1 17 32 7 3
1 1 1 1 1 0 1 1 1 11 0 5 6
1 1 1 1 0 1 0 1 0 6 9 13 9
1 1 1 1 1 0 0 0 1 5 1 2 2

1 1 1 1 1 1 0 1 1 5 15 0 106
1 1 1 0 1 0 0 1 1 4 0 2 2
1 1 1 1 1 1 0 0 0 4 3 4 0
1 1 0 1 1 0 0 0 0 3 1 0 0
1 1 0 1 1 0 1 0 0 3 1 0 0

1 1 1 1 0 1 1 1 1 3 12 43 25
1 1 1 1 1 1 1 0 0 3 7 1 3
1 1 1 0 1 0 1 0 0 2 3 0 0
1 1 1 1 0 0 1 0 1 2 1 0 2
1 1 0 1 0 0 0 0 0 1 1 0 0

1 1 0 1 0 0 1 0 0 1 0 0 0
1 1 1 0 0 0 1 0 0 1 0 0 0
1 1 1 0 1 0 0 0 0 1 3 0 0
1 1 1 0 1 0 1 1 1 1 0 0 0
1 1 1 0 1 1 0 1 0 1 0 3 1

1 1 1 1 0 0 1 1 0 1 0 0 0
1 1 1 1 0 0 1 1 1 1 0 1 1
1 1 1 1 1 1 0 0 1 1 0 1 0
1 1 1 1 0 1 1 1 0 0 2 10 3
1 1 0 1 1 1 1 0 0 0 1 0 0

1 1 1 0 0 1 1 0 1 0 1 0 0
1 1 1 0 1 0 1 0 1 0 1 0 0
1 1 1 0 1 1 1 1 1 0 1 3 3
1 1 1 1 0 1 1 0 0 0 1 0 0
1 1 1 1 1 1 0 1 1 0 0 56 0

1 1 1 1 0 1 0 1 1 0 0 5 6
1 1 0 1 0 1 0 1 0 0 0 1 0
1 1 1 0 0 1 0 1 0 0 0 1 0
1 1 1 0 1 1 0 1 1 0 0 1 1

1 1 1 0 1 1 1 1 0 0 0 1 2
1 1 1 1 1 1 1 0 1 0 0 1 0
1 1 1 1 1 0 1 1 0 0 0 0 1
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Figure A-1: Large covariate data set: Histogram of the bootstrap distributions of the
standardized coefficients
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Figure A-2: Large covariate data set: Histogram of the bootstrap distributions of the
standardized coefficients
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Figure A-3: The modified bootstrap on the small covariate data set: Histogram of the
bootstrap distributions of the standardized coefficients
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Figure A-4: The modified bootstrap on the small covariate data set: Histogram of the
bootstrap distributions of the standardized coefficients
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Figure A-5: BMA posterior distribution of all the coefficients for 19 dietary variables – part
(a)
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Figure A-6: BMA posterior distribution of all the coefficients for 19 dietary variables – part
(b)
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