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ABSTRACT 

 

This study evaluates the characteristics and forecast accuracy of the Arctic Oscillation 

(AO) Index on an intraseasonal time scale.  The Arctic Oscillation is a natural pattern of time 

varying sea-level pressure anomalies that is one of the leading modes of weather variability in 

the Northern Hemisphere.  Sustained shifts in the AO Index can lead to pronounced and sudden 

changes in weather patterns that can have dramatic economic and social impacts. 

Previous studies have described characteristics and trends in the AO, but on seasonal and 

decadal time scales.  Focusing on short time scales that can be depicted by Numerical Weather 

Prediction models, this study describes the AO’s influence on surface temperature and the ability 

of the Global Forecast System (GFS) and Global Ensemble Forecast System (GEFS) numerical 

models to forecast changes in the AO index.  Forecast performance is investigated over a range 

of atmospheric conditions from 2000-2011.  Evaluation metrics include Probability of Detection, 

False Alarm Rate, and Critical Success Index.  In addition, average forecast error is quantified 

through the use of absolute error calculations.  Together, it is presented which evaluation 

techniques best enhance the AO Index forecast accuracy of the GFS and GEFS models, along 

with the expected forecast error that the models and methodologies provide. 

Results conclude that shorter period forecasts that utilize smoothing filters produce the 

best model performance with the least forecast error.  The GFS and GEFS models have enhanced 

performance when the strength of the shift in the AO Index is sufficiently large (> 2 standard 

deviations).  In addition, during the highly variable winter, forecast performance is largely 

diminished. 
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CHAPTER ONE 

INTRODUCTION 

 

The Arctic Oscillation (hereafter AO) is a natural pattern of time varying sea-level 

pressure anomalies occurring north of 20
o
N.  The AO is one of the leading modes of weather 

variability in the Northern Hemisphere, particularly during the winter months (e.g., Higgins et al. 

2000, Buermann et al. 2005).   The AO has far reaching influences, similar to those of the North 

Atlantic Oscillation, inducing daily temperature variability, altering mid-latitude cyclone paths, 

and causing major blocking events (Thompson and Wallace 2001).  While the greatest 

temperature variations associated with the AO occur during the winter, there also are annual 

effects (Higgins et al. 2002).  Large pattern shifts in the AO, especially those that last for several 

days or weeks, are important due to their potential social and economic impacts.  Similar to the 

way that the El Niño Southern Oscillation (ENSO) affects weather patterns, these intraseasonal 

shifts in the AO can have major impacts on temperature and precipitation across North America 

and Eurasia (Thompson and Wallace 1998).   

Higgins et al. (2002) showed that the AO is characterized by opposing sea-level pressure 

anomalies over the polar and mid-latitude regions.  The strength and sign of these anomalies are 

influenced by the strength of the polar vortex aloft (Thompson and Wallace 2000).  In addition, 

previous studies have suggested that the strength of the Madden-Julian Oscillation (MJO) 

influences the AO (e.g., Miller et al. 2003).  The oscillation is quantified by a standardized index, 

referred to as the AO Index, which varies between high (positive) and low (negative) phases, 

with zero representing neutral conditions.  When the AO Index is in the high (positive) phase 

(Fig. 1a), there is anomalous low pressure over the polar region, with a stronger westerly jet 
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stream, and anomalous warmth over much of the mid-latitudes (Thompson and Wallace 2000).  

Conversely, a low (negative) phase in the AO Index (Fig. 1b) is characterized by anomalously 

high pressure over the polar region, a weaker and meandering jet stream, and anomalously cold 

temperatures over the mid-latitudes.  Pronounced troughs associated with a low AO phase 

predominately affect areas east of the Rocky Mountains in North America (Higgins et al. 2002), 

as well as most locations in Europe and Asia (Thompson and Wallace 1998). 

 

 

a)                                                                           b) 

 

 

 

 

 

 

 

 

Previous studies have examined relations between the AO and surface temperature, but 

on seasonal and decadal time scales (e.g., Buermann et al. 2003).  Higgins et al. (2002) 

investigated mean surface temperature anomalies during high AO (Fig. 2a) and low AO (Fig. 2b) 

phases over the United States during the winters (JFM) between 1950 and 1999.  Results showed 

that high phase winters are associated with anomalous warmth (> 1 
o
C) in the Southeast United 

States.  During low phase winters, there is anomalous cold (< -1 
o
C) extending from the 

Fig. 1.  Position of the jet stream and pressure anomalies during a) the high phase and b) the low phase 

of the Arctic Oscillation.  (After Blunden et al. 2011). 

 Low Phase  High Phase 
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  High AO Index 

northwest to southeast.  It is important to note that these temperature anomalies are not 

geographically uniform, and each phase does not exhibit the same degree of influence on a 

particular location.  In addition, a dominant high or low phase AO season does not necessarily  

 

 

a)       b) 

 

 

 

 

 

 

 

 

 

lead to a change in the net number of cold and warm temperature extremes, compared to a 

neutral phase (Higgins et al. 2002).  Examples of intraseasonal influences on temperature 

variability are shown in later sections.   

The AO Index during winter has exhibited considerable variability during the past 60 

years (1950-2011).  Fig. 3 shows the standardized seasonal mean AO Index for each cold season 

(January through March), as well as the 5-year mean (Climate Prediction Center 2012).  After 

several decades of a predominately low phase index, the AO exhibited a dramatic shift into the 

high phase during the 1990s, and has since trended toward a more neutral condition.  Thompson 

  Low AO Index 

Fig. 2.  Composite mean surface air temperature (
o
C) anomaly patterns for a) high AO winters and b) low 

AO winters between 1950-99 over the United States.  (After Higgins et al. 2002). 
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and Wallace (1998) showed trends in surface air temperature, sea-level pressure and 50-hPa 

heights that mimic the increasing trend in the AO.  Examples are warming in parts of Eurasia, as 

well as lower Arctic sea-level pressure.  There was a pronounced low phase during the winter of 

2010-2011 (Fig. 3) that coincided with one of the coldest winters on record for much of Europe, 

as well as several memorable winter storms across the United States (Blunden et al. 2011).  In 

addition to these long-term seasonal fluctuations, the AO exhibits short-term (daily - weekly) 

 

 

 

 

 

 

 

 

 

 

 

 

 

variability that can cause dramatic pattern shifts that oppose or reinforce the seasonal mean.  Fig. 

4 shows daily values of the observed AO Index from November 2009 to April 2010.  There is 

pronounced variability as the index oscillates between extreme negative and neutral values over 

short periods of time.   

Fig. 3.  Standardized seasonal (winter) mean AO index (blue) from 1950-2011 and the 5-year 

running mean (black).  (After Climate Prediction Center 2012). 
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Numerous studies have investigated the seasonal predictability and decadal trends of the  

AO (e.g., Zhou et al. 2001, Zhou and Miller 2005, Thompson and Wallace 1998, 2000); 

however, the current paper is unique in focusing on short-term fluctuations that can be depicted 

by standard Numerical Weather Prediction (NWP) models.  We perform a comprehensive 

statistical evaluation of AO forecasts by the Global Forecast System (GFS) and Global Ensemble 

Forecast System (GEFS) (NCEP Environmental Modeling Center 2012) over short forecast 

periods.  Ensemble forecasts incorporate slight perturbations in their initialization data and 

model dynamics, allowing the resulting forecasts to represent some of the uncertainties of the 

atmosphere and limitations of NWP (Tennant et al. 2007).   

 

 

 

  

 

 

 

 

 

 

 

 

 

 
Fig. 4.  Daily values of the Arctic Oscillation Index from 1 November 2009 to 1 April 2010. 
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We have two primary objectives in evaluating the numerical models’ ability to forecast 

shifts in AO Index.  The first is to determine the technical evaluation method and atmospheric 

conditions that lead to the greatest confidence in the forecast.  Various combinations of moving 

average filters, forecast periods, and degrees of acceptable error are investigated to find the best 

technical method.  From an atmospheric perspective, various combinations of AO shift 

magnitudes and directions, as well as specific seasonal and climate conditions are investigated.  

Together, we determine which conditions lead to the best forecast performance, and which 

evaluation techniques can enhance confidence.  The second primary objective quantifies the 

model error associated with each condition and evaluation method discussed.  This provides real-

time forecasters with an expected degree of model accuracy based on the present conditions and 

chosen technical method.  Despite inevitable forecast errors, output from numerical models is 

helpful to forecasters who are predicting large-scale systems (Panagiotopoulos et al. 2002).  

Recognizing consistent errors and biases can be just as useful as an accurate forecast. 

 We first present statistical characteristics and temperature anomalies associated with the 

AO on intraseasonal time scales during an eleven-year period (2000-2011).  The technical 

evaluation methods and atmospheric conditions that produce the greatest degree of AO forecast 

confidence then are presented.  Evaluation metrics calculated include Probability of Detection, 

False Alarm Rate, and Critical Success Index.  In addition, full performance statistics of absolute 

forecast error are detailed for various forecast periods.  Lastly, a brief synoptic overview 

provides insight into the role that hemispheric flow patterns play in affecting the ability of the 

models to produce accurate AO forecasts. 
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CHAPTER TWO 

DATA 

 

This study utilized AO data during an eleven year period (2000-2011).  All AO data were 

obtained from the Climate Prediction Center (CPC).  CPC defines the AO Index as the leading 

empirical orthogonal function (EOF) of monthly mean 1000-hPa height anomalies poleward of 

20
o
N.  The first leading mode of the EOF analysis results in the AO loading pattern (Fig. 5).   

 

 

 

 

 

 

 

 

 

 

 

 

 

The CPC calculates daily and monthly AO indices by projecting daily and monthly 1000-

hPa height anomalies onto the loading pattern.  Since the AO exhibits the greatest variance 

during the cold season (Fig. 6), the loading pattern is greatly influenced by AO features during 

Fig. 5.  Loading pattern for the Arctic Oscillation (After Climate Prediction Center 2012). 
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that period.  It is important to note that these values are standardized by the standard deviation of 

all the monthly indices during the 1970-2000 period.  This results in daily indices exceeding ± 3 

standard deviations more frequently than expected from a typical distribution. 

 

 

 

 

 

 

 

 

 

 

 

 

 

The CPC provided daily AO Index values and 1-15 day forecasts from the GFS and 

GEFS.  For the GFS operational model, 4059 days of data were provided, of which over 95% 

were usable.  For the GEFS, only the ensemble mean value of the individual members was 

provided.  3412 days of GEFS data were available (2002-2011), of which approximately 88% 

were usable.  Usable data means the observed and forecast data were not missing or erroneous.  

Since the GFS data set was a longer series with fewer gaps, the majority of our results focus on 

that model.  We were careful to ensure that missing or erroneous data did not contaminate 

Fig. 6.  Monthly variance in the Arctic Oscillation (AO) and Antarctic Oscillation (AAO) (After Climate 

Prediction Center 2012). 
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acceptable data when calculating moving averages or other parameters.  Any day that had 

unacceptable data for either the observed or forecast was removed.  For moving average 

calculations, the majority of the days in each period had to have acceptable data (e.g., needed 3 

or more days to create a 5-day moving average).  Despite several upgrades to the forecast models 

during our study period (NCEP Ensemble Products, 2012), no corrective factors were used. 

In addition to the AO Index data, monthly El Niño Southern Oscillation phases were 

obtained from CPC’s historical records, based on their definitions of warm and cold episodes of 

the Oceanic Niño Index.  Historical reanalysis data were obtained from the National Centers for 

Environmental Prediction (NCEP) and National Center for Atmospheric Research (NCAR).  

These data include fields of 2-m air temperatures and 500-hPa heights. 
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CHAPTER THREE 

METHODOLOGY 

 

Before performing any forecast evaluations, relations between surface temperature and 

AO phase were investigated, focusing on time scales shorter than those used by Higgins et al. 

(2002).  Using a seasonal (JFM) AO phase potentially can alter relations by including data from 

AO phases that oppose the seasonal mean.  Thus, our study of intraseasonal time scales (7-day 

moving averages) will better reflect the true impact that the AO has on surface temperature.   

We applied a normalized 7-day moving average filter to the daily-observed AO Index 

values from CPC.  This filter was used to identify the phase of the AO on intraseasonal scales.  

The filtered values then were classified into several categories of either high or low AO phase.  

For the high phase, days with index values greater than 1, 1.5 and 2 were isolated; for low 

phases, days with values less than -1, -1.5, and -2 were isolated.  Average surface temperature 

anomalies of all days in each phase were calculated, relative to the month in which the particular 

phase occurred, using a 2000-2010 monthly mean data set.  Only days from the expanded cold 

season (November - March) were included. 

After investigating intraseasonal relations between surface temperature and AO phase, 

the GFS and GEFS meteorological models were evaluated for their abilities to forecast shifts 

(changes) in the AO Index, not the actual index value on a particular day.  Sustained shifts in the 

AO Index are especially important because there is a potential for extended pronounced changes 

in weather patterns.  Since the AO Index exhibits considerable day-to-day variability, it was 

critical that we focus only on substantial shifts, both from temporal and magnitude perspectives.  

We did this by applying 3, 5, and 7-day smoothing filters to the original un-smoothed (provided 
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by CPC) daily observed and GFS forecast AO data, which removes most of the small-scale 

fluctuations.  Table 1 shows correlations between the observed AO Index and various GFS 

forecast periods using daily data, as well as the data filtered by the three moving averages.  All 

correlations are greatest for the 7-day moving averages, with 14-day forecasts producing the 

greatest range of correlations.  Since there are advantages to each moving average period, the 

GFS was evaluated using all three in addition to the un-smoothed daily data.  Only 3-day and 

 

Table 1.  Correlations between observed and GFS forecast AO Index using different moving average filters.   

 

 

 

 

 

 

 

 

6-day moving averages were used for the GEFS model evaluations (correlations not shown).  

CPC applies a 3-day running mean to its public ensemble forecasts.  Therefore it was not feasible 

to evaluate daily data, or 5 and 7-day moving averages. 

To maintain consistency with CPC’s publicly available forecasts, shifts in the AO Index 

were examined for 7, 10 and 14-day forecast periods.  The data were formatted to reflect index 

shifts over the given forecast period after applying each smoothing filter (1, 3, 5, and 7 days, or 3 

and 6 days).  The initial smoothed observed data point is represented by OBS t = 0, and the final 

Forecast Day Daily 

3-Day Moving 

Average 

5-Day Moving 

Average 

7-Day Moving 

Average 

1 0.995 0.997 0.998 0.998 

5 0.917 0.944 0.953 0.958 

7 0.782 0.845 0.873 0.889 

10 0.540 0.644 0.700 0.739 

14 0.329 0.436 0.491 0.530 
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smoothed observed data point is represented by OBS t = f, where f is the forecast period (7, 10, or 

14 days).  The shift in the observed AO Index is given by: 

      OBS = OBS t = f - OBS t = 0.                                                (1) 

Similarly, the same procedure was applied to the corresponding forecast data.  The shift in the 

AO Index by the forecast produced at t = 0 is given by: 

      FC = FC t = f - OBS t = 0,           (2) 

where FC t = f is the final smoothed forecast data point.  This format allowed direct comparison 

between observed and forecast shifts over a given time for each moving average filter (1, 3, 5, 

and 7 or 3 and 6).   

To evaluate the effects of different atmospheric conditions, all smoothed shift data were 

categorized by specific magnitudes and directions of the AO Index shifts.  To ensure that a wide 

range of events was represented, we used shift categories of 1, -1, 2, -2, 3, and -3 index units 

over the given forecast period.  Since the AO Index is a standardized index, a shift of 1 index 

unit corresponds to a shift of 1 standard deviation, relative to the monthly statistics.  Classifying 

the data into shift categories provided insight into how forecast performance varied between 

minor and major shifts.  To classify an observed or forecast shift into a particular category, it had 

to fall within ± 30% of that value (denoted classification window).  For example, any shift 

between 0.7 and 1.3 was classified as a 1 standard deviation shift.  Since the classification 

window is percentage based, it includes a greater range of values as the magnitude of the shift 

increases (e.g., shifts between 1.4 and 2.6 are classified as 2 standard deviation shifts).  

Classification windows less than ± 30% also were tested, but they led to an undesirable reduction 

in case counts for large magnitude shifts. 
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The methods used to evaluate the AO Index are somewhat subjective.  We employed an 

‘error window’ approach, meaning a forecast shift had to fall within a specified range of an 

observed shift, and vice versa.  We determined that the error windows should be relative to the 

magnitude of the given shift.  The need to have an unbiased evaluation of small and large shifts 

led to the use of percentage based error windows, as opposed to an absolute value range.  While 

larger magnitude shifts accept a greater amount of absolute forecast error as ‘accurate’, this 

method does permit cross comparisons between various magnitudes of shifts.  Evaluations were 

performed using error windows of ± 20, 30, 40 and 50 percent of the exact observed or forecast 

shift, not the shift classification category value.  Thus, using a ± 20% error window, if the 

observed shift in the AO Index is a decrease of 1.5 standard deviations (classified as a -2 shift 

based on the classification window), the forecast shift has to decrease between 1.2 and 1.8 

standard deviations to be considered accurate.  As the magnitude of the shifts increases, the error 

windows allowed a greater range of absolute error.  It is important to distinguish between the 

classification window, which was held constant at ± 30%, and the error windows, which were 

varying.  The classification window is used solely to categorize observed and forecast shifts 

based on their respective magnitudes.  Error windows are used as a threshold to determine model 

accuracy. 

Evaluations focused on how well the forecast models detected shifts in the observed AO 

Index, as well as how often forecasts of a shift verified.  To distinguish between the two, 

Probability of Detection (POD) and False Alarm Rate (FAR) were calculated, using the 

definitions by Schaefer (1990).  Fig. 7 shows a 2 × 2 contingency table that defines each variable 

used.  
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The POD is simply the ratio of observed AO shift events that are correctly forecast to the total 

number of observed events, i.e., 

  POD = X / (X + Y),              (3) 

where X denotes cases where the forecast AO shift is within the error window (20, 30, 40, or 

50%) of the observed shift, and Y is the number of cases where the AO shift occurs but is not 

correctly forecast.  Before the data are classified into specific shift categories, X + Y represents 

all the observed shifts in the data set, whereas when a certain standard deviation classification is 

applied (e.g., 1, -1, 2, -2, 3, or -3), X + Y represents how many observed shifts are within ± 30% 

of that category.   

 The FAR is defined as the ratio of the number of false alarm forecasts to the total number 

of AO shift forecasts produced, i.e., 

             FAR = Z / (X + Z),                                                     (4) 

where Z denotes cases where the observed AO shift is not within the error window of the 

forecast AO shift, and X is the number of cases where the observed AO shift is within the error 

window.  Before the data are classified into specific shift categories, X + Z represents all the 

forecast shifts in the data set, whereas when a certain standard deviation classification is applied, 

X + Z represents how many forecast shifts are within ± 30% of the threshold.   

Fig. 7.   2 × 2 contingency table showing forecast and observed events. 
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It is important to distinguish between the ways that POD and FAR are computed.  POD 

evaluates forecast shifts relative to the observed shifts, while FAR evaluates observed shifts 

relative to the forecast shifts.  One should note that due to the ± 30% classification window, it is 

possible for a particular observed shift event to be accurately forecast without the forecast shift 

being classified within the same shift category.  For example, if the observed AO shift was an 

increase of 1.2, it is classified as a 1 standard deviation increase event (since it is between 0.7 

and 1.3).  Using a ± 20% error window, a forecast shift of 1.4 is deemed a ‘hit’, even though it is 

not technically within the 1 standard deviation shift category.  Although this phenomenon did not 

influence the POD or FAR results, the next paragraph will show that it does affect the Critical 

Success Index. 

The Critical Success Index (CSI) is defined as the ratio of successful event forecasts to 

the total number of event forecasts plus the number of false forecasts, i.e., 

CSI = X / (X + Y + Z).              (5) 

In addition to the issue of event counts, there were several cases where the observed AO shift 

was within the percent error window of the forecast, but the forecast was not within the error 

window of the observed.  For example, suppose the observed AO shifts by 1 standard deviation, 

but the forecast is a shift of 1.21 standard deviations.  Using a ± 20% error window, the observed 

shift is within the acceptable range of the forecast, thus qualifying that forecast as verified 

(reduces the FAR).  However, the forecast shift is not within the acceptable range of the 

observed, thus it does not qualify as a detected event (reduces the POD).  As a result of these two 

mathematical phenomena, we defined the CSI using the convention from Schaefer (1990), i.e., 

               CSI = [(POD) 
-1

 + (1 - FAR) 
-1

 - 1] 
-1 

.                                       (6)  
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While conceptually the same as the standard CSI (5), the two results are not the same.  Since the 

POD and FAR in (6) are defined in (3) and (4), respectively, the X term is not the same for each, 

making the application of (5) biased.  The CSI in (6) ranges from 0 to 1, with a score of 1 

representing perfect forecasts with no missed events or false alarms (adjusted to percent scale; 

100% = max).   

 POD, FAR, and CSI provide a comprehensive description of the ability of the GFS and 

GEFS to resolve significant shifts in the AO Index.  Absolute error statistics provide an 

additional way to quantify that ability.  For every forecast shift in the AO, an absolute error (AE) 

and an absolute error percent (AEP) were calculated.  Absolute error is simply the absolute value 

of the difference between the data used in (2) and (1).  The absolute error percent is the absolute 

value of the difference between the data used in (2) and (1), divided by (2).  The AEP parameter 

allows a direct comparison of model error between various magnitudes of shift categories in the 

AO Index.  Note that the denominator in AEP is the forecast shift (2), because that is all that is 

known during a real-time forecast.  Average AE and AEP were calculated for each magnitude 

classification of forecast shifts.  If the average AEP for 2 standard deviation forecasts is 25%, the 

absolute average model error is 0.5.   

 Once these calculations were completed, additional categorizations were used to test the 

accuracy of the GFS and GEFS models.  With the AO exhibiting greatest variability during the 

winter months, November, December, January, February, and March were tested separately as a 

group.  We also investigated whether the phase of the El Niño Southern Oscillation (ENSO) had 

an impact on forecast accuracy.  Using CPC’s historical monthly records of ENSO, the data were 

separated into high (warm - El Niño) or low phase (cold - La Niña).   
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 A benchmark was calculated to serve as a baseline against which to evaluate the models’ 

forecasts.  We compared model performance to a simple persistence forecast.  For the given 

condition (shift magnitude, shift duration, and applied moving average filter), if an observed shift 

took place, the persistence forecast states that a similar shift will occur in the next non-

overlapping shift period.  This method produces a FAR that is equal to 1 - POD because only 

observed shifts are used.   

In addition to FAR, POD, and CSI of the GFS and GEFS forecasts for each classification 

of shifts, evaluations were performed for the combination of all shifts grouped together (no ± 

30% classification window).  This method reveals which shift magnitudes outperform the 

average.  Finally, autocorrelations were computed using daily data, as well as the three periods of 

moving average (3, 5, and 7 days).  When compared to the GFS forecast correlations from Table 

1, these correlations detect any internal patterns within the AO that could serve as a better 

forecast than numerically derived predictions.   

 To complement the model evaluations described above, atmospheric properties were 

investigated during very large shifts in the AO Index.  Several cases were examined when a 7-

day moving average of the observed AO Index decreased by 2.5 standard deviations, whether 

detected or not by the GFS.   
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CHAPTER FOUR 

RESULTS 

4.1 Characteristics of the Arctic Oscillation 

 

Previous studies (Higgins et al. 2002) investigated relationships between AO phase and 

surface temperature anomalies over relatively long seasonal time scales.  We establish these 

relationships on shorter intraseasonal scales using only observed AO Indices.  Figs. 8 and 9 show 

average daily temperature anomalies from 2000-2010 for days during the months November 

through March in which the normalized 7-day moving average AO Index was less than -1 or  

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 8.  Average daily surface temperature (
o
C) anomaly patterns for winter during periods of low AO phase.   Base 

temperatures are from 2000-2010. 
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greater than 1, respectively.  The low phase category consisted of 551 days, while the high phase 

contained 569 days.   

Results show patterns similar to those of the seasonal study (Fig. 2), both spatially and in 

the sign of the anomaly, but with larger magnitudes.  Low (negative) phases in the AO Index 

(Fig. 8) are associated with cool temperature anomalies, particularly across the Southern United 

States, with warm anomalies located in the Northwest and much of Canada.  High (positive) 

phases in the AO Index (Fig. 9) are associated with warm anomalies across much of the United 

States, with the strongest deviations in the Mid-Atlantic States.  Cool anomalies are found in 

Canada during the high phase, opposite the conditions during the low phase. Similar calculations  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 Fig. 9.  Average daily surface temperature (
o
C) anomaly patterns for winter during periods of high AO phase.   

Base temperatures are from 2000-2010. 
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were made using thresholds less than -1.5 and -2 for low phases and greater than 1.5 and 2 for 

high phases (not shown).  The greater thresholds generally produce patterns similar to those of 

the weaker index values, but stronger anomalies cover larger portions of the United States. 

Characteristics of short-term AO variability are investigated in detail.  Fig. 10 shows the 

distribution of 10-day shifts (changes) in the observed AO Index for the entire eleven-year data 

set (2000-2011).  Results were calculated using 3, 5, and 7 day moving averaged data, as well as 

individual days.  Several interesting patterns are apparent.  First, shifts in the AO Index appear to 

be approximately evenly distributed, regardless of the moving average filter, with medians near 

zero.  In addition, as the duration of the moving average filter is increased (e.g., from 3 to 7 

days), the distributions of shifts become narrower, with the smallest magnitude shifts occurring  

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 10.  Distributions of 10-day shifts in the AO Index for each moving average filter.  The horizontal red line 

within each box represents the median, while the lower and upper blue lines represent the 25th and 75th 

percentiles, respectively.  The black lines represent the largest and smallest data points not considered outliers, 

while the red X's denotes extreme outliers.  
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with the 7-day moving average.  Finally, the extreme outliers (red x’s) exhibit a slight skew 

toward negative shifts.  Similar distributions are found for 7 and 14-day shifts (not shown), with 

the smallest and largest spread of values associated with 7-day and 14-day shifts, respectively. 

Table 2 shows the number of observed 10-day AO Index shifts, categorized by the 

standard deviation of the shift and the duration of the moving average.  As the magnitude of the 

shift increases, the number of cases generally decreases.  This pattern is more pronounced in the 

longer moving averages.  Shifts over the shorter 7 and longer 14 day periods (not shown) exhibit 

similar frequencies of events, with the 7-day shifts having the most distinct decreases in case 

count with increasing magnitude of the shift. 

 

 Table 2.  Counts for each AO shift threshold during a 10-day period.  Data cover an 11-year span (2000-2011). 

 

 

 Autocorrelations of the observed AO Index (not shifts) also were investigated.  Fig. 11 is 

a plot of autocorrelations of the observed AO Index based on daily data, as well as on 3, 5, and 

7-day moving average filters.  As expected, the correlations increase as the moving average 

period increases, a result of reducing daily ‘noise’ in the AO Index.  Autocorrelations for the 7, 

10-Day Shift 

+ 1 Standard 

Deviation  

- 1 Standard 

Deviation  

+ 2 Standard 

Deviation  

- 2 Standard 

Deviation  

+ 3 Standard 

Deviation  

- 3 Standard 

Deviation  

Daily 472 439 516 532 331 356 

3-Day Moving 

Average 477 460 524 512 300 336 

5-Day Moving 

Average 486 503 507 506 273 297 

7-Day Moving 

Average 506 506 458 485 254 257 
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10, and 14-day lags are weaker than the correlations between observed and GFS forecast values 

(Table 1).  For example, the 7-day lag of a 7-day moving average has an autocorrelation of 0.34 

(Fig. 11), compared to 0.89 for a 7-day moving average of observed and GFS 7-day forecast 

index values (Table 1).  Autocorrelations only require an observed data series and have limited 

potential for initialization and calculation errors, which make their use advantageous over NWP, 

if the correlations were stronger.  However, this is not the case for any forecast period.  To assess 

the full predictive value of internal signals, a more comprehensive autoregressive model is 

needed.  However, these evaluations are beyond the scope of this study, but are a logical 

direction of future work. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

Fig. 11.  Autocorrelations for various moving averages of the Arctic Oscillation for lags of 1-100 days. 
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4.2 Technical Evaluation Method 

 

We evaluated AO indices from the GFS and GEFS models in two distinct ways.  The first 

was a technical evaluation method.  Combinations of specific moving average filters, shift 

periods, and percent error windows were investigated.  The goal is to establish the best method 

of evaluation based on technique, not the characteristics of the AO.  The overall results will show 

that using a larger percent error window produces a greater detection rate and a smaller false 

alarm rate.  Likewise, a shorter forecast period provides a noticeable advantage over a longer 

forecast.  To quantify these improvements in detail, each potential combination was tested.  The 

figures that follow best exemplify the findings, using the key in Table 3.   

 

 

 

 

 

 

 

 

 

4.2.1 Global Forecast System (GFS) 

Figure 12 is a plot of the FAR for every shift category of GFS forecast AO Index shifts 

over 7, 10, and 14 day periods, using various percent error windows (Table 3).  The data have 

been separated according to the moving average filter that was applied to the original data.  

Table 3.  Percent error windows and forecast (shift) periods that were investigated. 
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Results show that the smallest false alarm rates always occur with the short 7-day forecasts (light 

blue data points).  In addition, using an error window of ± 50% (squares) produces the smallest 

FAR for a given forecast period.  Despite outperforming other combinations, a ± 50% error 

window for 7-day forecasts still produces a FAR slightly greater than 50% (Fig. 12).  This value 

is too great for confidence in a real-time forecast.   

Reducing the frequency of false alarms is crucial, as is ensuring that shifts in the 

observed AO Index always are detected.  Fig. 13 is the POD for every shift category of observed 

AO Index shifts over 7, 10, and 14 days, using various percent error windows.  Results again 

have been separated into the different moving average filters.  Similar to the FAR, the best POD 

(~50%) occurs with the shortest forecasts and the largest percent error windows (Fig. 13).   

 

 

 

 

 

 

 

 

 

 

 

 

 Fig. 12.  False alarm rate of all forecast AO Index shifts.  Data are from GFS forecasts between 2000-2011. 
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Using the data from Figs. 12 and 13, the CSI was calculated using (6), with results given 

in Fig. 14.  Values of CSI values are consistent with the poor POD and FAR values (Figs. 12 and 

13).  The greatest CSI values are ~33%, occurring with a 7-day forecast allowing ± 50% error 

(Fig. 14).  Filtering the data using a longer moving average does not drastically reduce the FAR 

or increase the POD and CSI.  However, the next paragraph shows that imposing specific 

thresholds on the magnitudes of shifts produces a more telling pattern. 

 Figure 15 shows the FAR as in Fig. 12, but this time for GFS forecast AO shifts of a 1 

standard deviation increase (between 0.7 and 1.3, based on the ± 30% classification window).  

By removing the relatively small shifts, there is a large reduction in the FAR for the 7-day 

moving average period, compared to the daily data (no moving average).  This improvement 

Fig. 13.  Probability of detection of all observed AO Index shifts.  Data are from GFS forecasts between 2000-

2011. 
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mainly occurs for the shorter forecast periods.  For example, the smallest FAR, again using a ± 

50% error window on 7-day forecasts, occurs when a 7-day moving average is applied.  In this 

case, the FAR decreases below 40%, a strong improvement over the shorter moving averages 

(Fig. 15) and when all shift categories are averaged together (Fig. 12). Other magnitudes and 

signs of shifts exhibit similar patterns (not shown).  This suggests that small shifts in the AO 

Index (-1 to 1) over relatively long time frames are not well forecast by the GFS.  

As with other examples, the POD and CSI exhibit similar patterns (not shown).  One 

interesting anomaly in POD is a stark improvement for large shifts over longer forecasts (14 

days), when the AO Index is decreasing, compared to shifts that are increasing.  This will be 

discussed further in later sections. 

Fig. 14.  Critical success index for all AO Index shifts.  Data are from GFS forecasts between 2000-2011. 
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4.2.2 Global Ensemble Forecast System (GEFS) 

Figure 16 is the FAR for all GEFS forecast shift categories of the AO Index over 7, 10, 

and 14 day periods, again using the percent error windows in Table 3.  The moving average 

filters are 3 and 6 days, as stated in the methodology.  Note that the ensemble mean is used. 

As observed with the GFS (Fig. 12), the smallest false alarm rates are associated with the 

shortest forecasts (7-days) and largest error windows (± 50%).  The range of false alarm rates is 

almost identical to those of the GFS model (Fig. 12), with the worst performance slightly less 

than 90% FAR, and the best near 50% (Fig. 16).  In addition, there are no major differences 

between 3 and 6-day moving averages.  The POD and CSI for all other GEFS shifts (not shown) 

Fig. 15.  False alarm rate of forecast AO Index shifts of a 1standard deviation increase.  Data are from GFS 

forecasts between 2000-2011. 
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exhibit similar patterns and values as the GFS, again noting the greater POD anomaly for large 

shifts that are decreasing as opposed to increasing.   

Based on the above results, we conclude that larger error windows and shorter forecast 

periods lead to improvements in the FAR, POD, and CSI.  For a 14-day forecast to perform as 

well as a 7-day forecast, the 14-day forecast error window should be approximately 20% larger 

than that of the 7-day forecast.  In addition, there are hints of enhanced model performance by 

using longer moving average filters.  This improvement in model performance seems to occur 

during larger magnitude shifts in the AO Index.  The next section will investigate these 

relationships in greater detail. 

 

Fig. 16.  False alarm rate of all forecast AO Index shifts.  Data are from GEFS forecasts between 2002-2011. 
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4.3 Atmospheric Conditions  
 

4.3.1 Global Forecast System (GFS) 

A different approach is required to investigate the effect that shift magnitude has on 

model performance.  Holding the error window constant at ± 30%, the FAR and POD were 

calculated as a function of the magnitude of AO shifts for all moving averages and forecasts.  

Figs. 17a and 17b show the FAR for 7-day and 14-day forecasts, respectively, using GFS data.  

As the length of the moving average filter increases, FAR decreases.  This improvement is 

greatest for the 7-day forecasts across all magnitudes of shifts, whereas the 14-day forecasts 

exhibit a smaller improvement, localized in the larger shift magnitudes.  Considering a 1 

standard deviation increase over a 7-day period, the 7-day moving average exhibits a FAR of 

59%, compared to 72% for daily data (Fig. 17a).   

An important feature (Fig. 17) is the dramatic reduction in FAR as the magnitude of the 

shift increases, regardless of forecast or moving average used.  Simply put, the larger the 

magnitude of a forecast AO Index shift by the GFS model, whether an increase or decrease, the 

smaller the false alarm rate.  The greatest improvement occurs for 7-day forecasts using a 7-day 

moving average.  For example, a 1 standard deviation increase exhibits a FAR of 59%, but a 3 

standard deviation increase has a FAR of 30% (Fig. 17a).  As the percent error window is 

expanded, the improvements in FAR became even more distinct (not shown). 

Figures 18a and 18b display the POD of observed AO Index shifts from GFS 7-day and 

14-day forecasts, respectively.  The pattern in POD is similar to that of FAR (Fig. 17).  As the 

moving average period increases, there is a greater detection rate, with the greatest 

improvements occurring for 7-day shifts.  Here, the 7-day moving average POD improves by 
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Fig. 17.  a) False alarm rate for 7-day forecast AO Index shifts, allowing a ± 30% error window.   b) False alarm 

rate for 14-day forecast AO Index shifts, allowing a ± 30% error window.  Data are from GFS forecasts between 

2000-2011. 
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~10% over the daily index data, for all shift magnitudes.  The condition that produces the 

greatest model detection is a 7-day moving average of observed AO Index shifts that increase 3 

standard deviations during the 7-day period.  Over 70% of these shifts are accurately detected by 

the GFS, using a ± 30% error window (Fig. 18a).  

The anomalies in POD noted earlier become apparent in the 14-day forecasts (Fig. 18b).  

For cases in which the AO Index decreases by 2 standard deviations (-2), there is an unusual 

spike in the detection rate compared to cases when the index increases by the same magnitude 

(+2).  Similarly, the 3 standard deviation decrease (-3) category outperforms the 3 standard 

deviation increase (+3).  This potentially is a function of the number of cases comprising each 

shift category.  The 2 and 3 standard deviation decrease categories exhibit a large number of 

forecast shifts (573 and 284, respectively), whereas 2 and 3 standard deviation increases have a 

small number (338 and 146, respectively).  If a large number of forecasts are made, there is a 

greater opportunity for detecting observed shifts.  If a small number is made, there is less 

opportunity for detecting the full range of observed shifts.  This bias mainly appears in 14-day 

forecasts of large (> 2) magnitude shifts.  This may partly be attributable to the classification 

phenomenon discussed in the methodology.  This feature also is visible in the FAR data (Fig. 

17), but less pronounced.  Absolute model error statistics in later sections show this is a product 

of both model ability and case counts.  CSI (not shown) exhibits similar improvements as FAR 

and POD as the magnitudes of the AO Index shifts increase, with POD anomalies carrying over. 

Since the AO exhibits the greatest variability during winter, the months of November, 

December, January, February, and March were tested separately.  Periods of low (La Niña) and 

high (El Niño) phases of the El Niño Southern Oscillation (ENSO), as defined by CPC, also were 

tested separately.  Fig. 19 is the FAR for GFS forecast AO Index shifts of a 1 standard deviation 
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Fig. 18.  a) Probability of detection for 7-day observed AO Index shifts, allowing a ± 30% error window.   b) 

Probability of detection for 14-day observed AO Index shifts, allowing a ± 30% error window.   Data are from 

GFS forecasts between 2000-2011. 
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increase using a ± 30% error window.  Also plotted is the FAR from a persistence based forecast. 

 The most striking feature (Fig. 19) is the large increase in FAR during the winter 

(NDJFM) months compared to annual values.  Each forecast has a greater FAR during the winter 

compared to the annual GFS data set.  The enhanced short-term variability in the AO Index 

during the winter, which leads to diminished model performance, is best reflected in the shorter 

(7-day) forecasts.  All forecasts from the GFS outperform their respective persistence forecasts 

(Fig. 19).  Other plots of different magnitude shifts and error windows (not shown) reveal similar 

reductions in model performance during the winter months, with the greatest underperformance 

occurrence for the smaller magnitude shifts.  

Fig. 19.  GFS false alarm rate of 1 standard deviation increase forecast AO Index shifts allowing ± 30% error.  

All is the entire 2000-2011 data set; winter is the months of NDJFM; ENSO phases were based on CPC’s 
monthly phase index.   
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 Neither phase of the ENSO offers a major advantage or disadvantage when the forecast 

AO Index increases by 1 standard deviation (Fig. 19).  However, when a 7-day forecast shift 

increases 3 standard deviations using a 7-day moving average, there is a large improvement in 

the FAR during ENSO high phases (not shown).  This may be a result of the small case count (48 

times in 11 years), which limits our ability to reach strong conclusions.  Another interesting 

result from Fig. 19 is during the low ENSO phase 5 and 7-day moving average 14-day forecast 

shifts have a smaller FAR than daily 7-day forecasts.  This anomaly does not occur for any other 

shift magnitude.  The annual POD anomalies found previously for increasing and decreasing 

shifts also are present in the winter and ENSO phases, but are less consistent (not shown). 

4.3.2 Global Ensemble Forecast System (GEFS) 

Again using a ± 30% error window, the FAR and POD were calculated for various shift 

categories, this time using data from the GEFS.  Moving average periods were 3 and 6 days.  

Figs. 20a and 20b show the FAR and POD, respectively, of both 7 and 14-day forecasts.  As with 

the GFS model, a longer moving average produces a smaller FAR and larger POD than a shorter 

moving average.  In addition, as the magnitude of shifts increases, there is a large improvement 

in both metrics, as observed with the GFS.  Based on these plots, the GEFS generally performs 

slightly better than the GFS.  For example, the 3-day moving average GEFS 7-day forecast 

increase of 3 standard deviations has a FAR of 25% (Fig. 20a), while the GFS under the same 

conditions has a FAR of 39% (Fig. 17a).  Similar comparisons are observed in the CSI (not 

shown).  The exact error statistics in later sections will determine which model is more accurate.  

 As with the GFS (Fig. 18b), GEFS exhibits a POD anomaly (Fig. 20b), with large (-2 and 

-3) decreasing shifts outperforming large (2 and 3) increasing shifts.  Since this anomaly is 

present in both models for several moving average periods, it appears to be noteworthy.  
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 Fig. 20.  a) False alarm rate of forecast AO shifts over 7 and 14 days allowing a ± 30% error window.  b) 

Probability of detection of observed AO shifts over 7 and 14 days allowing a ± 30% error window.  Data are 

from GEFS forecasts between 2002-2011. 
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Using the same climate and seasonal categories as the GFS (Fig. 20), Fig. 21 is the FAR 

associated with GEFS forecasts of a 1 standard deviation increase in the AO Index.  As with the 

GFS, the GEFS winter months considerably under perform compared to the annual data.  

However, there is a slight improvement over annual values using a 6-day moving average for 7 

and 14-day forecasts during high ENSO phases, and for 7, 10, and 14-day forecasts during low 

ENSO phases.  This pattern is observed for other shift magnitudes in the FAR, POD, and CSI 

(not shown). 

To summarize for both the GFS and GEFS, as the magnitude of the index shift increases, 

the frequency of detection improves, while the occurrence of false alarms is reduced.  This 

occurs regardless of the forecast period or percent error window used.  Whether this relationship 

is a result of improved model performance or larger allowances in error is explored in later 

sections.  In addition, there are more false alarms and fewer detections during the highly variable 

winter months than the entire 12 month period.  Using ENSO filters reveals some improvements, 

but only under certain conditions.  The small case counts limit our confidence in these findings.  

The FAR of large shifts is less for the GEFS than the GFS, but error values are needed to say 

which model is more accurate.  All combinations outperform a simple persistence forecast, and 

all error windows outperform a non-skill repetition forecast (not shown). 

4.4 Forecast Ability 

 

This section combines all of the technical evaluation methods and atmospheric conditions 

discussed previously to identify which combinations best represent the ability in forecasting 

shifts in the AO Index.  The simplest way to visually determine which methods possess or lack  

ability is to plot POD vs. FAR.  This produces a Receiver Operating  
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Characteristic (ROC) curve  (Yang and Arritt 2001).  An ‘ability line’ of y = x is superimposed.  

Any point on or above the line is determined to possess ability since the POD is greater than the 

FAR, meaning more shifts will be detected that falsely forecast to occur.  The greatest ability 

occurs at the top left corner, where POD = 100% and FAR = 0%. 

4.4.1 Global Forecast System (GFS) 

 Figure 22 is an ability plot for GFS showing all combinations of moving averages, 

forecasts, and shift categories when we use a ± 20% error window.  The shift categories that are 

plotted are 1, -1, 2, -2, 3, and -3 standard deviations and are represented by small, medium and 

large symbols, respectively.  As in earlier plots, 7-day (blue), 10-day (green), and 14-day (red)  

Fig. 21.  GEFS false alarm rate of 1 standard deviation forecast AO Index shifts allowing a ± 30% error window.  

All is the entire 2002-2011 data set; winter is the months of NDJFM; ENSO phases are based on CPC’s monthly 
phase index. 
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shifts are evaluated.  Refer to the caption for description of each symbol used. 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

Several features are revealed in the ability plot (Fig. 22), all of which confirm the 

findings presented earlier.  As the forecast period is shortened, ability increases dramatically.  In 

addition, the longest moving average filters and largest shift magnitudes produce the best ability.  

The anomalies for shift increases vs. decreases discussed earlier are visible, mainly for 14-day 

forecasts (shifts).  Instances where the AO Index is forecast to increase a large amount exhibit 

poor ability relative to decreases of similar magnitudes (seen in the red data points).  This 

deviation in ability is a product of decreasing shifts exhibiting an improvement in POD as the 

moving average filter increases, whereas the increasing shifts have a POD that is near constant  

Fig. 22.  GFS forecast ability allowing a ± 20% error window.  Symbols used are inverted triangle (daily), circle 

(3-day moving average), triangle (5-day moving average), and square (7-day moving average).   
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for all moving averages and shifts. 

When using a ± 20% error window (Fig. 22), only 7-day moving average increases of 3 

standard deviations over a 7-day period produce skillful forecasts.  If a greater error window is 

allowed, a greater number of forecasts possess ability.  Use of a ± 30% error window (Fig. 23) 

reveals 16 different techniques that exhibit POD and FAR values with ability.  Although the 

distribution pattern is identical to that based on a 20% error window (Fig. 22), values are 

transposed toward greater levels of ability.  This migration toward better ability continues as the 

error window is increased further (not shown).   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 23.  GFS forecast ability allowing a ± 30% error window.  Symbols used are inverted triangle (daily), circle 

(3-day moving average), triangle (5-day moving average), and square (7-day moving average).   
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4.4.2 Global Ensemble Forecast System (GEFS) 

Figure 24 is an ability plot that is similar to Fig. 23, but based on GEFS data.  Once again 

all combinations of moving averages, forecasts, and shift categories are shown for a ± 30% error 

window.  As in earlier plots, 7-day (blue), 10-day (green), and 14-day (red) shifts are evaluated.  

Refer to the caption for description of each symbol used. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

As with the GFS, shorter-term forecasts of large shifts in the AO exhibit the greatest 

ability, especially when using longer moving averages.  However, the anomaly noted in the GFS 

(Fig. 22) is much more pronounced across all forecast periods.  Note the four data points (blue) 

that are denoted by yellow arrows and boxes.  The two points exhibiting relatively strong ability 

represent shifts where the 3 and 6-day moving average AO Index decreases by 3 standard 

Fig. 24.  GEFS forecast ability allowing ± 30% error. Symbols used are circle (3-day moving average) and 

square (6-day moving average).  The two arrows denote four points of special interest that are discussed in 

the text. 
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deviations over 7 days, whereas the two lower points are similar forecasts, but for increasing 

shifts.  This difference in ability is seen in most of the methods, whereas the GFS mainly exhibits 

this phenomenon in 14-day forecasts.   

4.5 Model Error Values 

  

Previous sections concluded that the best evaluation method is the application of a 

moderate to long moving average filter, and use of the shortest forecast period possible.  The 

forecast models exhibit improved performance if the shift is large.  In addition, allowing more 

error is an acceptable technique to ensure the detection of more shifts, as long the error windows 

capture cases that are representative of the given conditions.  Due to the large variability during 

the winter months, forecast performance is notably diminished compared to annual values.  As a 

result of varying case counts for observed and forecast shifts in every category, there often were 

outliers, where a particular group would notably over or under perform relative to the full data 

set.  One such anomaly that was well noted was the POD underperformance of large increasing 

shifts compared to large decreasing shifts, especially over longer shift periods. 

 This section quantifies the specific error associated with each category of forecasts.  We 

will assign a level of expected accuracy to the particular evaluation methods discussed earlier.  

Together, the results will identify those techniques and conditions that produce the best model 

performance, and what degree of error is expected from them.  In addition, we will determine if 

the performance anomalies noted in previous sections are a product of model ability or the 

number of cases.  As in earlier plots, 7-day, 10-day, and 14-day shifts are evaluated.   

4.5.1 Global Forecast System (GFS) 

 

 As stated in the methodology, the absolute error (AE) is the difference between the 

forecast shift and the observed shift, or the difference between equations (2) and (1).  An average 
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value was computed for each forecast and moving average combination (e.g., 3-day moving 

average of the 10-day forecast).  Absolute values are used to ensure that the magnitude of the 

error is not damped from averaging positive and negative model errors.  Absolute errors are 

plotted across all shift categories.  Note that percent error windows are not a factor in these 

results.  The following key (Table 4) denotes the symbols used for GFS forecast error plots. 

 

 

 

 

 

 

 

 

 

 

 

   

 

 

 

 

 

 

Figure 25 is the average absolute error for GFS forecast shifts in the AO Index.  The 

smallest error (0.4) occurs when a 7-day moving average of the AO Index is forecast to decrease 

by 1 standard deviation over a 7-day period.  The largest error (1.6) occurs when the daily index 

is forecast to decrease by 3 standard deviations over a 14-day period.  The results are consistent 

with previous sections, with the smallest model error associated with the shortest forecasts (7-

days) and longest moving averages.   

As the magnitude of the shift increases, the average AE increases (Fig.25), for all 

forecasts and moving averages.  For the larger magnitude shifts (2 and 3), there is a slight 

decrease in AE for decreasing shifts compared to increasing shifts for most of the conditions.  

Table 4.  Moving average lengths and forecast (shift) periods that were investigated using the GFS. 



43 

 

For example, a 7-day moving average of 10-day 3 standard deviation increasing shifts has an 

average AE of 1.04, whereas 3 standard deviation decreases have an average AE of 0.89.  This is 

consistent with the anomalies in POD presented earlier.  This suggests that, while impacted by 

the number of classified events, there is an underlying influence that produces more accurate 

forecasts when the AO Index is decreasing by large values, as opposed to increasing. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

An increasing AE does not necessarily mean that the model becomes less accurate as the 

magnitude of the forecast shift increases.  A forecast of a large magnitude shift will tolerate the 

acceptance of large error values.  To compare model errors between different shift categories, the 

Fig. 25.  GFS average absolute error for forecast AO Index shifts.  Symbols used are inverted triangle 

(daily), circle (3-day moving average), triangle (5-day moving average), and square (7-day moving 

average).   
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errors must be calculated relative to the magnitude of the shift, using an average error percent 

(AEP).  Recall from the methodology that AEP is calculated as the difference between (2) and 

(1), divided by (2).  Fig. 26 shows the AEP for all GFS forecasts, as shown in Fig. 25. 

The use of a percent error reveals a very interesting pattern.  As the magnitude of the shift 

increases, the AEP decreases.  While this is true for all moving averages and forecast periods, the 

longer forecasts (10 and 14 days) exhibit the most dramatic reduction in AEP, resulting in a  

tighter ‘spread’ of values as the shift magnitude increases. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The greatest average AEP of 120% occurs when the daily AO Index is forecast to  

Fig. 26.  GFS average absolute error percent for forecast AO Index shifts.  Symbols used are inverted triangle 

(daily), circle (3-day moving average), triangle (5-day moving average), and square (7-day moving average).   
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decrease 1 standard deviation over 14-days (Fig. 26).  This coincides with Fig. 25, in which the 

same scenario results in an AE of 1.2.  The smallest average AEP of 26% occurs when a 7-day 

moving average of the AO Index is forecast to increase by 3 standard deviations over 7 days.  

The reduction in AEP for larger shifts is so pronounced that a daily AO Index forecast decrease 

of 3 standard deviations over 14 days exhibits less relative error than a daily forecast decrease of 

1 standard deviation over 7 days (59% vs. 72%).  This ability to evaluate a real-time forecast 

with twice as much lead-time, but less relative error, is very advantageous.   

The AEP for large magnitude decreasing shifts (-2 and -3) is generally smaller than the 

AEP for large magnitude increasing shifts (2 and 3), confirming the anomalies found in earlier 

sections and Fig. 25.   

 

 

 

 

 

 

 

 

 

 

 

 

 Fig. 27.  GFS average absolute error percent for forecast AO Index shifts during the winter (NDJFM).  Symbols 

used are inverted triangle (daily), circle (3-day moving average), triangle (5-day moving average), and square (7-

day moving average). 
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Focusing on just the winter months (November to March), the AEP displays similar 

characteristics (Fig. 27).  The high AO variability during the winter is apparent by the dramatic 

increase in AEP, particularly for smaller magnitude shifts (1 and -1).  A 1 standard deviation 

decrease over 14-days has an AEP of 156% during the winter (Fig. 27), compared to 120% for 

the same conditions in the annual data set (Fig. 26).  For very large forecast shifts in the AO (3 

and -3), the AEP during the winter approaches the AEP of the annual data, but never has a 

smaller value. 

Figure 28 is the average AEP for GFS forecasts during months when the ENSO was 

classified as high phase (El Niño).  While there is a much smaller sample size, there is dramatic 

improvement in AEP for 3 standard deviation increases over 7-day periods compared to the  

 

 

 

 

 

 

 

 

 

 

 

 

 Fig. 28.  GFS average absolute error percent for forecast AO index shifts during ENSO high phases.  Symbols used 

are inverted triangle (daily), circle (3-day moving average), triangle (5-day moving average), and square (7-day 

moving average). 
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annual data (Fig. 26).  The highlighted point is a 7-day moving average 3 standard deviation 

increase over 7-days, where AEP is 15%, compared to 26% for the same condition in Fig. 26.  

This improvement was noted in earlier sections with regard to a very small FAR.  The AEP for 

large magnitude decreasing shifts (-2 and -3) is generally less than the AEP for large magnitude 

increasing shifts (2 and 3), confirming the anomalies found in earlier sections.  Shifts during the 

ENSO low phase (La Niña), exhibit similar AEP as those during ENSO high phase, but without 

the marked improvement during 7-day decreases of 3 standard deviations (not shown).   

These results confirm enhanced model performance for large shifts in the AO Index, both 

from detection and relative error perspectives.  In addition, when a longer forecast calls for a 

major (> 2 magnitude) shift in the AO Index, a decreasing shift has a smaller expected error than 

an increasing shift.  Model performance during the winter is considerably diminished, especially 

for small magnitude shifts.  Aside from several outliers due to small sample sizes, no noteworthy 

patterns are found in either ENSO phase that suggest the GFS performs better in either phase. 

4.5.2 Global Ensemble Forecast System (GEFS) 

Figure 29 is the average absolute error (AE) for GEFS forecast shifts in the AO Index.  

The smallest error (0.4) occurs when a 6-day moving average of the AO Index is forecast to 

decrease by 1 standard deviation over a 7-day period.  The largest error (1.05) occurs when a 3-

day moving average of the AO Index is forecast to decrease by 3 standard deviations over a 14-

day period.  This is slightly less than the AE associated with the GFS (1.2) for the same scenario. 

As in previous sections, the best model performance is associated with the shortest forecasts (7-

days) and longer moving averages.   

An interesting feature in Fig. 29 that distinguishes the GEFS from GFS (Fig. 25) is that 

the AE does not dramatically increase as the magnitude of shifts in the forecast AO Index 
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Fig. 29.  GEFS average absolute error for forecast AO Index shifts.  Symbols used are circle (3-day moving average) 

and square (7-day moving average). 

increases.  While only 3 and 6-day moving averages were investigated, this still is somewhat 

counterintuitive.  As a result, GEFS forecast shifts have a smaller AE than the GFS.  Also 

present is the slight reduction in AE for large shifts that decrease, compared to increasing shifts 

of similar magnitude.  This feature again is best associated with longer forecast periods (10 and 

14 days).   

Average AEP is shown for GEFS forecasts in Fig. 30.  As the magnitude of the shift 

increases, the AEP is reduced, as observed with the GFS.  Every metric presented produces the  

best performance in the shortest (7-day) forecast of any shift category.   
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 Several differences between the GFS and GEFS are noteworthy.  With the GEFS (Fig. 

30), a 3-day moving average forecast decrease of 1 standard deviation over 14 days has an AEP 

of 101%, compared to 109% for the same conditions in the GFS (Fig. 26).  Considering a larger 

3 standard deviation increase, a 3-day moving average shift over 7 days has an AEP of 19%, 

whereas that same condition for the GFS produces an AEP of 30%.  Although only the 3-day 

moving average was applied to both models, the AEP for the GEFS is less than the GFS for most 

forecasts.  The enhanced model performance for large decreasing shifts vs. large increasing shifts 

is exhibited by the GEFS, but is less prevalent than the GFS.  This is the opposite conclusion 

reached using FAR and POD metrics.  It appears that this anomaly, while supported by an  

underlying influence, is magnified by a bias in case counts.  Potential reasons for the 

improvement are discussed in the summary and conclusions. 

The AEP for GEFS forecasts were also evaluated during the winter months (NDJFM), 

ENSO high phases, and ENSO low phases (not shown).  Like the GFS, the winter months exhibit 

larger AEP values compared to the annual series.  For the ENSO phases, only very large 

magnitude (3 and -3) shifts over short (7-day) periods exhibit any improvement over annual 

values, with high phases slightly outpacing low phases.  This is insufficient evidence to draw 

conclusions about the improvement of the GEFS during particular ENSO phases. 

Both GFS and GEFS are consistent in producing the smallest AE and AEP for shorter 

shift (forecast) periods and longer moving averages.  When error is calculated relative to the 

magnitude of the shift (AEP), the larger forecast shifts exhibit a large reduction in error.  If that 

shift is decreasing, the error is often reduced even further.  For large magnitude shifts in the AO 

Index (2 and 3), the GEFS exhibits a slight reduction in AEP over the GFS using a 3-day moving 

average, especially for low ENSO phases.  
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4.6 Synoptic Features 

 

A brief synoptic investigation was performed to determine if certain atmospheric patterns 

produced a more accurate AO Index shift forecast.  Using a 7-day moving average, cases where 

the observed AO Index decreased at least 2.5 standard deviations over 14-days were selected 

from the months of December, January, and February.  These months were chosen since the 

seasonal atmospheric features are similar limiting the introduction an additional contrast between 

cases.  Cases were chosen if the AO Index was changing from slightly positive to negative, 

eliminating any bias formed from the initial phase of the shift.  These decreases have been 

associated with cold surges over North America and Eurasia (Park et al. 2011).   

Fig. 30.  GEFS average absolute error percent for forecast AO Index shifts.  Symbols used are circle (3-day moving 

average) and square (7-day moving average). 
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Once cases were identified, mean 500-hPa heights were calculated for each 7-day period 

in which the 14-day forecasts were initialized (14-days prior to shift) to reveal the synoptic 

pattern of the time when the forecasts were being made.  Cases were categorized as either 

detected or undetected by the forecast.  To be detected, the forecast shift in the AO index had to 

be within ± 20% of the observed shift.  The cases for each category were averaged together and 

plotted along with the standard deviation heights among each category.  If there is a pronounced 

feature (short-wave) in the 500-hPa fields, along with a low standard deviation (relative to rest of 

hemisphere), there is greater confidence that the feature is recurring and not a product of one 

outlier case.  Six cases (42 days) were accurately forecast, and seven cases (49 days) were not 

accurately forecast.  Since the shifts had to meet specific requirements (e.g., season, magnitude),  

there is a small sample size.   

Figure 31 is the mean 500-hPa height field (contoured) and the standard deviation 

(shaded) for the accurately forecast shifts.  Note the presence of a ridge located over the Gulf of 

Alaska.  The greatest values of standard deviation (150-250 m) are located upstream and 

downstream of the ridge.  An investigation of individual specific cases revealed only one case 

that did not exhibit a pronounced ridge in this location.  However, due to the limited case count, 

that one case produced a high degree of uncertainty (reflected in the standard deviation).   

Figure 32 describes conditions for observed shifts that were undetected by the GFS.  There is no 

ridge over the Gulf of Alaska, and the standard deviation has decreased by about 50 meters.  

While no significant conclusions can be drawn, it is an interesting difference.  When the GFS 

accurately forecasts a large decrease in the AO Index, the 500-hPa height field reflects a low AO 

phase, with a short-wave pattern.  When the GFS does not accurately forecast a large decrease, 

the 500-hPa height field resembles the high phase of the AO Index.  One possible explanation is 
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that the GFS will produce an accurate forecast of a major decrease in the AO Index if the 

atmosphere already has started to show signs of that shift. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Additional work is needed to reach any definitive conclusions.  Expanding the case count 

to include shifts of other forecast periods, magnitudes, seasons, and directions would provide 

more robust insight into the effects of synoptic patterns on model guidance pertaining to shifts in 

the AO Index. 

Fig. 31.  500-hPa mean height (m, solid) and standard deviation (m, shaded) for GFS detected shifts in the 

AO Index.  The six cases exhibit 7-day moving average observed AO Index shifts exceeding -2.5 standard 

deviations over 14-days during December, January, and February. 
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Fig. 32.  500-hPa mean height (m, solid) and standard deviation (m, shaded) for GFS undetected shifts in the AO 

Index.  The seven cases exhibit 7-day moving average observed AO Index shifts exceeding -2.5 standard 

deviations over 14-days during December, January, and February. 
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CHAPTER FIVE 

SUMMARY AND CONCLUSIONS 

 

This study investigated the characteristics of the Arctic Oscillation Index, the influence it 

has on surface temperatures, and the ability of numerical weather prediction models to accurately 

forecast short-term shifts (changes) in the index.   

The influence of the intraseasonal AO phase on surface temperatures across the United 

States was investigated during the months of November through March.  Low phase periods (AO 

< -1) were found to exhibit cool temperature anomalies across much of the U.S., with the 

greatest deviations in the Southeast (Fig. 8).  High phase periods (AO > 1) exhibited warm 

temperature anomalies over much of the U.S., with the greatest deviations in the Mid-Atlantic 

States (Fig. 9). 

The Global Forecast System (GFS) and Global Ensemble Forecast System (GEFS) 

numerical models were evaluated on their ability to detect shifts in the Arctic Oscillation Index.  

Subjective evaluations were performed to discover the Probability of Detection, False Alarm 

Rate, Critical Success Index, and forecast ability.  These metrics were produced for numerous 

combinations of moving average filters, percent error windows, forecast (shift) periods, shift 

magnitudes (and directions), seasons, and ENSO phases.  In addition, objective evaluations 

quantified the absolute error and absolute error percent associated with each combination of the 

filters listed.  Together, the results identified which evaluation techniques and conditions 

produced the best model performance, and the level of error expected from each. 

 For both the GFS and GEFS, the best model performance occurred with a 7-day forecast 

period.  In order to expect the same model performance from a 14-day forecast, we would have 
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to allow approximately 20% more error.  In addition to the shortest forecast, using a longer 

moving average and larger percent error window led to enhanced model performance.  For the 

GFS, 7-day forecasts exhibited an increase in POD and reduction in FAR of ~10% when 

implementing a 7-day moving average, compared to a daily data series (Figs. 17 and 18).  As the 

magnitude of the forecast shift increased, all metrics improved, except for absolute error.  For 

very large shifts (2, -2, 3, and -3), model performance was better for decreasing shifts than 

increasing shifts, particularly for longer forecast (shift) periods.  While most prevalent in the 

POD, this was apparent to some degree in all metrics for both forecast models.  This anomaly 

between increasing and decreasing shifts was a product of uneven case counts, as well a 

contribution from an unidentified underlying influence.  While not confirmed, it is suspected that 

the numerical models forecast decreasing shifts more efficiently since short-wave features 

characterize the low phase of the AO Index.  This hypothesis is supported by the documented 

cold bias within the GFS forecast model, as well as the over amplification of systems past 84 

hours (e.g., Hydrometeorological Prediction Center, Thien et al. 2010).  Since the GFS and 

GEFS tend to aggressively forecast conditions characterized by a low AO phase, it is plausible 

that decreasing shifts in the AO are better forecast than increasing shifts. 

 Model performance during the winter (November through March) was notably 

diminished in both models, a result of the greater atmospheric variability during that season.  

Only for very large (3 and -3) shifts in the forecast AO Index did the models perform similar to 

the annual dataset.  For the GFS, neither phase of the ENSO exhibited a distinct improvement in 

model performance over the annual evaluations, with the exception of very large (3) increases in 

the forecast AO Index over a 7-day period (Fig. 28).  GEFS exhibited an improvement in FAR, 

POD, and CSI for very large shifts (3 and -3) for all forecast periods, but only improvements for 
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short term (7-day) forecasts were indicated in the error metrics (AE and AEP). 

 Both models exhibited similar overall performance.  However, the GEFS had slightly 

more instances of greater detection and smaller false alarms for cases of very large (3 and -3) 

shifts.  In addition, values of AE and AEP mostly were smaller for the GEFS than the GFS.  This 

improvement was quite evident during low ENSO phases.  However, since only the 3-day 

moving average filter was used for both models, it is difficult to conclude that the GEFS is more  

accurate overall. 

 Despite poor model performance for small shifts in the AO Index, the GFS and GEFS 

always outperformed persistence and repetition forecasts.  In addition, the autocorrelations of the 

observed AO Index were weaker than the correlations between observed and forecast AO Index 

values. 

 A brief synoptic investigation hinted that the GFS model produces more accurate 14-day 

forecasts of large decreases in the AO Index if the 500-hPa height field is characterized by short-

wave patterns, similar to that of the low AO phase.  More results are needed before conclusions 

can be drawn, and this opens the door to further work exploring the role of initial conditions on 

forecast accuracy. 

 Large shifts in the Arctic Oscillation Index can have profound impacts on large-scale 

weather patterns.  When a shift is sufficiently strong, the GFS and GEFS models will accurately 

forecast the majority of the events.  Sufficiently large shifts do not require the forecast model to 

be perfect, since the resulting shift still will have the expected effect on weather patterns.  

Neither forecast model accurately depicts small-scale fluctuations in the AO Index, especially for 

10 and 14-day forecast periods.  However, small shifts are not of great importance, since their 

impact on global weather patterns is minimal. 
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